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[image: image2.wmf]Introduction

In MUC

-

7, systems need to identify PERSON, 

ORGANIZATION, and ARTIFACT entities as well as 

LOCATION names

We may envisage different scenario contexts in 

which other types of entity are of interest

Thus far, most techniques for NER are scenario 

specific and do not apply well in different scenarios 

NERO is a system for NER that is intended to apply 

in any scenario with no knowledge of the types of 

entity pertinent to that scenario
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Automatic derivation of a document specific 

typology of Named Entities

Identification of 

NEs 

in documents

Classification of 

NEs 

in line with the derived 

typology
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Collection of 
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Clustering 

Hypernyms
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Collection of 

Hypernyms

Follows Hearst’s method for identifying hyponyms 

from corpora (Hearst 92)

Where X is a named entity, Y is considered a 

potential hypernym

1.

Y such as X

2.

Y like X 

3.

X or other Y

4.

X and other Y

For better recall, the method used here treats the 

Internet as the source of 

hypernyms

, and not the 

document in which the NE appears
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Clustering 

Hypernyms

Hard bottom

-

up hierarchical clustering algorithm

Compares all pairs of clusters and merges the most similar pair 

according to a group

-

average similarity function.

Based on Learning Accuracy (Hahn and 

Schnattinger

98) applied 

as a method to obtain taxonomic similarity between Hyp1 and Hyp2

Where 

C is the most specific node that subsumes Hyp1 and Hyp2

ROOT is the most general node in the ontology

d(X,Y) is the shortest distance in nodes from X to Y

TS = d(ROOT, C) / d(Hyp1, C) + d(Hyp2, C) + d(ROOT, C)

The clustering algorithm stops when the similarity level of the 

most similar pair drops below a threshold (0.5)
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(4/4) 

Labelling Clusters 

Here, the 

hypernyms 

in a cluster are taken to be 

words

For all senses of all words in a cluster, 

increasingly general 

hypernyms 

are listed

The most specific hypernym common to all words 

in a cluster is used to label the cluster as a 

whole.

Each label is assigned a 

height, 

H, which is the 

mean depth of the words in the cluster measured 

from the label



[image: image8.wmf]Identification of Named 

Entities (Capitalised Word 

Normalisation) (1/2)

NEs

are signalled by capitalised words in documents, 

but capitalisation can also be context dependent 

(section headings, new sentences, emphasis, etc.)

Require a method to identify whether or not a given 

string is normally capitalised in all contexts, or 

whether capitalisation is context dependent. This is 

referred to as 

normalisation

(

Mikheev

00)



[image: image9.wmf]Identification of Named 

Entities (Capitalised Word 

Normalisation) (2/2)

In NERO, the normalisation method exploits memory based learning

(

Daelemans

et al. 01). Vectors include:

Positional information

Proportion of times the word is capitalised in the document

Proportion of times the word is sentence initial in the document

and in the 

BNC (

Burnard

95)

Whether the instance appears in a 

gazatteer 

of person names or, following 

(

Mikheev 

01) in a list of the top 100 most frequent sentence initial word

s in 

the BNC

The 

PoS 

of the word and the surrounding words

Agreement of the word’s grammatical number with the following ve

rb 

to be

or 

to have

10

-

fold cross validation showed P 98.63 R 98.51 in classifying 

NORMALLY_CAPITALISED words and P 100 R 98.31 in classifying 

NOT_NORMALLY_CAPITALISED words
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Entities
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Assumption: 

Normally capitalised sequences of words are 

NEs

. 

Each NE can be associated with a capitalised sequence 

that covers its position in the document

T is a type that subsumes 

hypernyms 

{

t

1

, …, 

t

m

}, 

H

is 

inversely proportional to the 

height

of T, w is a word that 

matches, or is a 

substring 

of a capitalised sequence C. C has 

hypernyms 

(

c

1

,…,

c

n

) and each hypernym has a frequency 

fc

i

The likelihood that w is classified as T is given by:








[image: image11.wmf]The Test Corpus

DOC

#Words

#

NEs

Genre

a01

1944

258

Legal

j53

1980

2

Psych

j59

1959

55

Art

k09

2005

92

Lit.

k12

2020

129

Lit.

k22

2024

137

Lit.

k25

1985

29

Lit.

n05

2051

75

Lit.

win

2884

274

Tech.

TOT

18852

1051

-
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Normalisation

Typology derivation

Named entity classification
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Evaluating Normalisation

NORMALLY_CAPITALISED: P 97.48 R 88.39

NOT_NORMALLY_CAPITALISED: P 100 R 97.11

Poor performance due to:

Use of direct speech

Incomplete documents
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Evaluating Typology Derivation

Clustering algorithm produces a large number of 

clusters, but the NE classification means that only a 

small subset appear in the final tagged file. The 

quality of this subset of clusters was assessed.

In this evaluation, a TP is either a cluster that 

correlates well with a human derived type (perfect 

match), or a cluster in which more than half the 

hypernyms 

are good indicators of a human derived 

type (partial matches).

P: 46.97 R: 67.39

This sets a performance limit on NE classification
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Evaluating NE Classification
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Evaluating NE Classification
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[image: image17.wmf]Conclusion (1/2) 

Overview

Presented a framework for NER in the open domain

Pros: 

largely unsupervised, 

not reliant on large quantities of annotated data, 

domain independent

Cons: 

hypernym collection vulnerable to data sparseness, 

clustering process vulnerable to word sense ambiguity

performance is poor
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Future Work

Alternative approaches to hypernym collection (IR, 

corpus

-

based, Internet

-

based)

Word sense disambiguation

Alternative clustering algorithms (e.g. soft algorithms, 

alternative similarity thresholds)

Alternative classification rules (weighting on the basis 

of WSD, or cluster size, as well as height of the label)

Further evaluation 

–

comparison with systems used 

in MUC

-

7 in which a pre

-

defined typology is known
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IE 

–

(MUC

-

7,

Chinchor

98; IREX, 

Sekine

99)

Recent work in NER (MUC

-

7 typology) 

–

(

Zhou

and Su 02; shared task at 

CoNLL

-

03)

Extended set of NE types 

–

(

Sekine

et al. 02)

Normalisation 

–

(

Mikheev

00; Collins 02)
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In information extraction, named entities fill slots in templates which encode relations or properties of those entities. 





E.g. templates for management succession events have slots for the roles of the person leaving a position, the organization in which the event is taking place, etc. These slots are to be filled by entities of particular types e.g PERSON, ORGANIZATION, etc. 





These entities must be recognised automatically by IE systems in a process called named entity recognition (NER). 





Large scale evaluations of information extraction systems have been carried out in the message understanding competitions. 





These competitions relate to particular scenarios and the named entity recognition systems developed for them are accurate with respect to those scenarios (MUC-7: vehicle launch events or MUC 6: aircraft purchase orders). They recognise a limited set of scenario- specific named entity types 











 








* e.g. medicine (pharmaceutical names), retail (product names), entertainment (pop groups)








Broadly speaking, the method is composed of 3 subtasks





This task is itself, composed of 3 subtasks








The patterns are submitted to google with X instantiated as a named entity we are interested in classifiying. 





Statistics are taken from the first 1000 document summaries returned. 





Frequency counts are taken for N where N is the lemma of the closest noun to X in Y.





Using these 4 patterns





96.46% of the NEs in this study can be associated with a hypernym when the Internet is taken as the source of hypernyms. 





Only 1.19% can be if the document in which a named entity appears is taken instead as the source of hypernyms.








Having collected the hypernyms of all named entities in the document, a clustering algorithm is applied over the global set of hypernyms.








Set on the basis of initial observations.





Analysis of the final evaluation suggests that a higher threshold should be taken.





Clustering was blind and this was appropriate for the current task as we have no idea, for a given document, which types (represented by clusters) will be relevant.








Once clusters have been obtained, they are labelled. This slide presents the method used to assign a label to a cluster.




















We associate each capitalised word with a vector of feature values. The slide shows the type of features we use in the vector.





Machine learning method (TiMBL) uses Gain Ratio feature weighting and considers 5 nearest neighbours. Where possible, features in the vector are treated numerically rather than symbolically.





In the next step, the system classifies the named entities identified in the document.








The frequency of a hypernym is the frequency with which it appeared in results from google in the hypernym slot of a hypernym collection pattern with the capitalised phrase C.





i.e. when the hypernym of C matches one of the hypernyms subsumed by type T.





The NE is classified as the type T which maximises this sum.





We tested system performance on nine small documents.








a01 to n05 are documents of various genres (psychology, art, law, fiction) from the SEMCOR corpus (Landes et al 98). These are incomplete extracts from longer texts. This adversely affects the normalisation process.





win is a document produced from the Windows Help File. The genre is technical.





The three major tasks that the system performs were evaluated.





The performance here is significantly worse than that suggested by ten-fold cross validation of the training data.





2 major reasons:


The literary documents contain a lot of direct reported speech. It is common to find that the first word in a quotation of direct reported speech is capitalised, but no explicit sentence boundary precedes it.








2) The documents from SEMCOR are incomplete and many person NEs are referred to using only a surname or nickname. 





Most systems performing capitalised word normalisation are able to classify surnames and nicknames accurately, but these successful classifications often depend on the appearance of the full name elsewhere in the document. 





Such appearances are absent from many of the SEMCOR documents.








This slide presents the overall evaluation of the named entity classification task.





…because this task depends on high quality clusters





Two major problems came to light:


1. a machine derived type may be too general, merging classes that should remain distinct (e.g. ORG and LOC).


2. word sense ambiguity adversely affects the clustering process. For example, a hypernym “character” was merged with a cluster of senses with symbolic (eg. icon, punctuation), rather than human (eg. performer, playwright) meaning.





Requires some method for WSD, or perhaps a soft clustering method





It exploits the structure of WordNet.





The UNCERTAIN column includes those cases classified as being of a type that results from a partially correct cluster, as mentioned earlier. The quantitative evaluation of the clustering process was performed quite late  (as a result of reviewers’ comments), and so partial matches have not been fully assessed as either CORRECT or INCORRECT in these figures, which were obtained prior to the evaluation of clustering.








3. Hypernym Collection: In documents k12 and k22, many errors are due to the poor recall of the method. Many person names could not be associated with any hypernyms by the patterns used in this process.





4. Clustering: One common error in classifying person names occurs when hypernyms indicative of PERSONs are clustered erroneously (e.g. member subsumed by PART# COMPONENT in k12; figure and body subsumed by ORGANIZAT- ION in k22)


 





2. NE Classification Method: a01 – just one hypernym, city, was obtained that was indicative of the type LOCATION. 





The frequency weight brought by this type is thus rather low and is overwhelmed by other competing types derived from larger clusters. Many city names appear in document a01.





1. Normalisation: k12 – Numerous names are consistently misclassified as NOT_NORMALLY_CAPITALISED. They are used frequently in the text and are a major source of error. The reason for this is not readily apparent and will be a matter for further investigation… 





I will comment on the poor performance of the system when processing documents a01, k12, and k22.





To prevent merging of distinct types





MUC-7 (Chinchor 1998b) for description and evaluation of competing NER systems for English


IREX (Sekine 1999) for a similar competition in Japanese





(Zhou and Su 2002), systems participating at the shared task in the CoNLL Workshop 2003 also perform NER with respect to the MUC-7 Typology (ENTITY (PERS, ORG, ART) and LOCATION)





(Collins 2002) describes a method for classifying capitalised words as named entities. The method exploits a training corpus annotated for a variety of named entity types (MUC-7 and also brand names, scientific terms, and event titles). 





(Sekine et al. 2002) developed an extended typology of NEs. A classification method is also reported to have been developed. However, this method is based on manually proposed rules specific to each type of entity. The classification process cannot yet be regarded as robust in the open domain, or fully automatic.





(Mikheev 2000) describes a more accurate system for capitalised word normalisation. The classification method is based on maximum entropy, using features that formed the basis for some of those used in this paper, as well as additional ones that incorporate information about abbreviations and the appearance of capitalised sequences in the document.
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The Test Corpus

DOC	#Words	#NEs	Genre

a01	1944		258	Legal

j53	1980		2	Psych	

j59	1959		55	Art

k09	2005		92	Lit.

k12	2020		129	Lit.

k22	2024		137	Lit.

k25	1985		29	Lit.

n05	2051		75	Lit.

win	2884		274	Tech.

TOT	18852		1051	-
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Conclusion (1/2) Overview

		Presented a framework for NER in the open domain

		Pros: 



largely unsupervised, 

not reliant on large quantities of annotated data, 

domain independent

		Cons: 



hypernym collection vulnerable to data sparseness, 

clustering process vulnerable to word sense ambiguity

performance is poor
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Typology Derivation (3/4) Clustering Hypernyms

		Hard bottom-up hierarchical clustering algorithm

		Compares all pairs of clusters and merges the most similar pair according to a group-average similarity function.



Based on Learning Accuracy (Hahn and Schnattinger 98) applied as a method to obtain taxonomic similarity between Hyp1 and Hyp2

Where 

C is the most specific node that subsumes Hyp1 and Hyp2

ROOT is the most general node in the ontology

d(X,Y) is the shortest distance in nodes from X to Y



TS = d(ROOT, C) / d(Hyp1, C) + d(Hyp2, C) + d(ROOT, C)



		The clustering algorithm stops when the similarity level of the most similar pair drops below a threshold (0.5)
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Typology Derivation (4/4) Labelling Clusters 

		Here, the hypernyms in a cluster are taken to be words

		For all senses of all words in a cluster, increasingly general hypernyms are listed

		The most specific hypernym common to all words in a cluster is used to label the cluster as a whole.

		Each label is assigned a height, H, which is the mean depth of the words in the cluster measured from the label
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Evaluation (3/4) 

Evaluating Typology Derivation

		Clustering algorithm produces a large number of clusters, but the NE classification means that only a small subset appear in the final tagged file. The quality of this subset of clusters was assessed.

		In this evaluation, a TP is either a cluster that correlates well with a human derived type (perfect match), or a cluster in which more than half the hypernyms are good indicators of a human derived type (partial matches).

		P: 46.97 R: 67.39

		This sets a performance limit on NE classification
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The method for NER in the Open Domain

		Automatic derivation of a document specific typology of Named Entities

		Identification of NEs in documents

		Classification of NEs in line with the derived typology
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Conclusion (2/2) 

Future Work

		Alternative approaches to hypernym collection (IR, corpus-based, Internet-based)

		Word sense disambiguation

		Alternative clustering algorithms (e.g. soft algorithms, alternative similarity thresholds)

		Alternative classification rules (weighting on the basis of WSD, or cluster size, as well as height of the label)

		Further evaluation – comparison with systems used in MUC-7 in which a pre-defined typology is known
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Related Work

		IE – (MUC-7, Chinchor 98; IREX, Sekine 99)

		Recent work in NER (MUC-7 typology) – (Zhou and Su 02; shared task at CoNLL-03)

		Extended set of NE types – (Sekine et al. 02)

		Normalisation – (Mikheev 00; Collins 02)
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Thank you!
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Evaluation (2/4) 

Evaluating Normalisation

		NORMALLY_CAPITALISED: P 97.48 R 88.39

		NOT_NORMALLY_CAPITALISED: P 100 R 97.11



		Poor performance due to:



Use of direct speech

Incomplete documents
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Evaluation (4/4) 

Evaluating NE Classification





		DOC		NORM ACC		#NEsIDd		CORRECT		INCORRECT		UNCERTAIN

		a01		91.13		227		64		146		17

		j53		96.92		3		1		2		0

		j59		89.91		42		21		15		6

		k09		93.88		46		21		25		0

		k12		87.29		101		15		84		2

		k22		92.47		90		18		65		7

		k25		88.51		22		7		10		5

		n05		98.29		37		26		11		0

		win		92.48		253		167		39		47

		TOT		92.25		821		340 (41.41)		397 (48.35)		84 (10.23)
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Evaluation (1/4)

		Normalisation

		Typology derivation

		Named entity classification
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Typology Derivation (2/6) Collection of Hypernyms

		Follows Hearst’s method for identifying hyponyms from corpora (Hearst 92)

		Where X is a named entity, Y is considered a potential hypernym



Y such as X

Y like X 

X or other Y

X and other Y

		For better recall, the method used here treats the Internet as the source of hypernyms, and not the document in which the NE appears
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Identification of Named Entities (Capitalised Word Normalisation) (2/2)

		In NERO, the normalisation method exploits memory based learning (Daelemans et al. 01). Vectors include:



Positional information

Proportion of times the word is capitalised in the document

Proportion of times the word is sentence initial in the document and in the BNC (Burnard 95)

Whether the instance appears in a gazatteer of person names or, following (Mikheev 01) in a list of the top 100 most frequent sentence initial words in the BNC

The PoS of the word and the surrounding words

Agreement of the word’s grammatical number with the following verb to be or to have 

		10-fold cross validation showed P 98.63 R 98.51 in classifying NORMALLY_CAPITALISED words and P 100 R 98.31 in classifying NOT_NORMALLY_CAPITALISED words
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Classification of Named Entities

		g(ci, tj) is a function that maps to 1 when ci is identical to tj, and maps to 0 otherwise





		Assumption: 

		Normally capitalised sequences of words are NEs. 

		Each NE can be associated with a capitalised sequence that covers its position in the document

		T is a type that subsumes hypernyms {t1, …, tm}, H is inversely proportional to the height of T, w is a word that matches, or is a substring of a capitalised sequence C. C has hypernyms (c1,…,cn) and each hypernym has a frequency fci

		The likelihood that w is classified as T is given by:
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Identification of Named Entities (Capitalised Word Normalisation) (1/2)

		NEs are signalled by capitalised words in documents, but capitalisation can also be context dependent (section headings, new sentences, emphasis, etc.)

		Require a method to identify whether or not a given string is normally capitalised in all contexts, or whether capitalisation is context dependent. This is referred to as normalisation (Mikheev 00)
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Introduction

		In MUC-7, systems need to identify PERSON, ORGANIZATION, and ARTIFACT entities as well as LOCATION names

		We may envisage different scenario contexts in which other types of entity are of interest

		Thus far, most techniques for NER are scenario specific and do not apply well in different scenarios 

		NERO is a system for NER that is intended to apply in any scenario with no knowledge of the types of entity pertinent to that scenario
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Typology Derivation (1/6)

		Collection of Hypernyms

		Clustering Hypernyms

		Labelling Clusters
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