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Abstract
Temporal information plays an important role
in many NLP applications. The identification
of temporal relations between temporal entities
(events and temporal expressions) is indispens-
able in obtaining the temporal interpretation of a
given text. This paper presents our approach for
discovering temporal relations using the tempo-
ral annotation system we have developed. This
system is called TICTAC (Syntactico-Semantic
Temporal Annotation Cluster) and it comprises
both knowledge based and statistical techniques.
It has achieved the best performance among all
systems participating at the TempEval competi-
tion organised as part of SemEval-2007, compe-
tition that evaluated temporal relation identifi-
cation capabilities.
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1 Introduction

Inferring the temporal structure of text is a crucial step
toward its understanding and can lead to improvement
in the performance of many NLP applications, such as
Question Answering (QA), Automatic Summarisation,
Topic Detection and Tracking, as well as any other
NLP application involving information about tempo-
rally located events.

Natural language conveys temporal information in
a wide variety of ways, including tense, aspect, narra-
tive sequence, or expressions carrying it explicitly or
implicitly. Any framework that models time and what
happens or is obtained in time consists of four funda-
mental entities: events, states, time expressions and
temporal relations. An event is intuitively something
that happens, with a defined beginning and end ([18]).
States pertain in reality and describe conditions that
are constant throughout their duration. Temporal ex-
pressions (TEs) are natural language phrases carrying
temporal information on their own. Temporal rela-
tions hold between two events, between an event and
a TE or between two TEs. Temporal relations can be
expressed by means of verb tense, aspect, modality,
as well as temporal adverbials such as: prepositional
phrases (on Monday), adverbs of time (then, weekly)
and temporal clauses (when the war ended).

There is a need for tools that extract from a given
natural language text these fundamental temporal en-
tities, their discovery being an important Information
Extraction task. While very good performance can be
obtained in the recognition and normalisation of tem-
poral expressions, the identification of events and tem-
poral relations is still very challenging for researchers
in the area of temporal information processing.

The present paper addresses the identification of
temporal relations that can be established among
events and temporal expressions (TEs). The work pre-
sented here was motivated by the TempEval evaluation
exercise organised as part of the SemEval 2007 compe-
tition. TempEval has tested the capability of partici-
pating systems to relate an event and a TE located in
the same sentence, an event and the TE representing
the Document Creation Time (DCT), and two events
located in neighbouring sentences. Our approach for
discovering all these types of temporal relations com-
bines knowledge based and statistical techniques, re-
lying mainly upon a full syntactic analysis of the text.

The paper is organised as follows. The following sec-
tion motivates our intentions to identify temporal rela-
tions and surveys related work. Section 3 describes the
corpus we exploited in our experiments. Section 4 ex-
plores the methodology involved in the present study.
Its subsections provide more detail on how each type
of temporal relation is identified. Section 5 describes
the experiments and the results obtained by TICTAC,
the system implementing this approach, on the Time-
Bank corpus ([14]). Finally, in Section 6, conclusions
are drawn and future directions of research considered.

2 Motivation and previous work

The logic and the automatic extraction of temporal
relations between events has been a research topic for
over 20 years. Allen ([2]) pioneered the field by classi-
fying all temporal relations between pairs of temporal
intervals into 13 classes. Later, Dowty ([3]) introduced
the idea of ”narrative convention” meaning that in a
succession of two verbs in the perfect tense, the second
event normally occurs after the first one. Dowty’s work
was then continued by Webber ([22]) who used a larger
set of conventions for time stamping and ordering of
phrases. Lascarides and Asher ([8]) presented a frame-
work for calculating temporal relations on the basis of
semantic content, knowledge of causation, knowledge
of language use, sentential syntax and compositional



semantics, accounting for the simple past and pluper-
fect tenses. Hitzeman et al. ([6]) argued that such an
approach is too complex, and work along those lines
has been discontinued.

Recently, the automatic recognition of tempo-
ral/event expressions and of the relations between
them in natural language texts has become an ac-
tive area of research in computational linguistics and
semantics. Therefore, a specification language for
the representation of events, temporal expressions and
temporal links connecting them, TimeML ([15]), has
been developed. TimeML has to some extent been
adopted as the interlingua of temporal markup. Much
work has then focused on building a collection of
TimeML annotated texts. The resulting TimeBank
Corpus is a 183-document news corpus manually an-
notated using the TimeML markup language.

Relying on the proposed annotation scheme and
on its predecessors, TIDES TIMEX2 ([4]) and STAG
([18]), many research efforts have focused on temporal
expression recognition and normalisation (Mani and
Wilson [10], Schilder and Habel [17], Puscasu [11],
Ahn [1]). A large number of NLP evaluation efforts
were also centered on TE identification and normalisa-
tion, such as the MUC 6 and 7 Named Entity Recog-
nition tasks, the ACE-2004 Event Recognition task,
the Temporal Expression Recognition and Normalisa-
tion (TERN) task. Machine Learning approaches have
been found to work well in detecting the boundaries of
the temporal expressions, but they are outperformed
by rule-based ones at the stage of extracting the TE’s
temporal meaning.

In what the relative ordering of temporal entities
is concerned, research is still at an exploratory stage.
Filatova and Hovy ([5]) extracted TEs and their tem-
poral values and assigned them to event instances,
thus indicating their temporal anchoring and their im-
plicit temporal ordering. They obtained 82% accuracy
on time-stamping 172 clauses for a single event type.
Mani and Shiffman ([9]) consider clauses as the surface
realisation of events, employ clause splitting to auto-
matically identify events, time-stamp the clauses con-
taining temporal expressions, and finally order them
using a machine learning approach. The events they
order are the main events of successive clauses, not
necessarily every event. Vasilakopoulos and Black
([21]) explored the use of machine learning in the au-
tomatic induction of temporal relations between tem-
poral elements, experimenting with various subsets
of the TimeBank standard set of temporal relations.
The authors achieve a performance of 55.45% evalu-
ated against the set of temporal relations included in
TimeBank. Other efforts in the area of event ordering
include determining intra-sentence temporal relations
(Lapata and Lascarides [7]), as well as inter-sentence
temporal relations (Setzer and Gaizauskas[19]).

Considering the state-of-the-art of current NLP
tools, clause splitting is feasible and good performance
can be achieved (Mani and Shiffman [9], Puscasu [12]).
We have therefore chosen in our previous work (Pus-
casu [13]) the clause as the expression of one event.
Our aim was to identify temporal clauses by disam-
biguating the subordinating conjunctions used to in-
troduce them, and to further use this information to
order them temporally. Knowing that a clause intro-

duced by a certain subordinator is temporal provides
us with the temporal relation between the subordinate
clause and its superordinate. The present work takes
a step forward and aims at identifying temporal rela-
tions not only between certain clauses, but also among
any two temporal entities in a sentence, these enti-
ties being already annotated in text according to the
TimeML standard. We also aim at identifying tem-
poral relations between the main events of any two
consecutive sentences, as well as the relative ordering
of events with respect to the time the document was
created.

3 Corpus description

The corpus we experiment with throughout this paper
is TimeBank. The effort to put together and annotate
TimeBank started in 2002 as part of the TERQAS1

project. The current version of the corpus (TimeBank
1.2) comprises 183 English newspaper articles, anno-
tated with temporal information, adding events, times
and temporal links between events and times accord-
ing to TimeML.

TimeML aims to capture and represent temporal
information. This is accomplished using four primary
tag types: TIMEX3 for temporal expressions, EVENT
for temporal events, SIGNAL for temporal signals, and
LINK for representing relationships. In TimeML tem-
poral relations are indicated using the TLINK element.

The initial temporal annotation of TimeBank is con-
sidered ”preliminary”, as it has been shown that sys-
tematic errors appear due to the relatively small size
of the corpus and due to annotation inconsistencies
and incompleteness in the case of temporal link, event
classification and tense and aspect annotation.

In the case of temporal relations, the 13
relation types based on James Allen’s inter-
val logic [2] and employed as values for the
TimeML TLINK tag (BEFORE, AFTER, IN-
CLUDES, IS INCLUDED. HOLDS, SIMULTANE-
OUS, IAFTER, IBEFORE, IDENTITY, BEGINS,
ENDS, BEGUN BY, ENDED BY) are considered too
detailed and fine-grained, therefore a restricted set
of temporal relations has been recently employed by
the TempEval organisers in adding another annota-
tion layer to TimeBank. This annotation effort has
enriched TimeBank with information about temporal
relations between events and time expressions situated
in the same sentence, between events and the Docu-
ment Creation Time (DCT), as well as between the
main events of two consecutive sentences. Only a re-
stricted set of event terms are included in the anno-
tation. The smaller set of relation types includes only
6 values: the core relations BEFORE, AFTER and
OVERLAP, the two less specific to be used in ambigu-
ous cases BEFORE-OR-OVERLAP and OVERLAP-
OR-AFTER, and finally the relation VAGUE for those
cases where no particular relation can be established.

In comparison with automatically detecting the
TLINKs included in TimeBank 1.2, the identification
of these ”simplified” temporal relations is found to be
more realistic and has been targeted by the very re-

1 http://www.timeml.org/terqas/



cent TempEval evaluation exercise. We will employ
the training and test data provided by the TempEval
organisers for the evaluation of the temporal ordering
methods proposed in this paper.

4 Methodology

4.1 Identification of intrasentential
temporal relations

Our approach for discovering intrasentential temporal
relations relies on sentence-level syntactic trees and
on a bottom-up propagation of the temporal relations
between syntactic constituents, by employing syntac-
tical and lexical properties of the constituents and the
relations between them. A temporal inference mecha-
nism is afterwards employed to relate the two targeted
temporal entities to their closest ancestor and then to
each other. Conflict resolution heuristics are also ap-
plied whenever conflicts occur. Using this approach,
one can discover temporal relations between any two
events or between any event and any TE, whenever
the two entities are situated in the same sentence.

The events and TEs are annotated in the input
text in accordance with TimeML. The set of temporal
relations to be predicted is: OVERLAP, BEFORE,
AFTER, BEFORE-OR-OVERLAP, OVERLAP-OR-
AFTER and VAGUE.

Figure 1 depicts the processing stages involved in
the identification of the temporal relation given the
two temporal entities and the sentence they are in.
The sentence is first annotated with morpho-syntactic
and functional dependency information by employing
Connexor’s FDG Parser [20]. This parser reports for
newspaper articles a success rate of 96.4% at morpho-
syntactic level and an f-measure of 91.45% when at-
taching heads in a dependency relation.

Fig. 1: Processing stages for the discovery of intra-
sentential temporal relations

A clause splitter previously developed by the author
is then used to detect clause boundaries and to estab-
lish the dependencies between the resulting clauses by
relying on formal indicators of coordination and sub-

ordination and, in their absence, on the functional de-
pendency relation predicted by the FDG parser. This
clause splitter was evaluated on the Susanne Corpus
[16] and the F-measure for the identification of com-
plete clauses was 81.39%.

Using morpho-syntactic information we identify in
each clause a set of temporally-relevant constituents
(verb phrase VP, noun phrases NPs, prepositional
phrases PPs, non-finite verbs and adverbial TEs).

The identified constituents and the syntactic tree of
the corresponding clause are afterwards employed in
a recursive bottom-up process of finding the tempo-
ral order between directly linked constituents. Each
constituent is linked only with the constituent it syn-
tactically depends on using one of the predefined tem-
poral relations. The temporal relation is decided on
the basis of heuristics that involve parameters such
as: semantic properties of the two constituents’ heads
(whether their root forms denote reporting or aspec-
tual start/end events - this is decided by consulting
lists of reporting/aspectual start/aspectual end events
extracted from TimeBank), the type of the two con-
stituents, the syntactic relation holding between them,
presence of certain temporal signals (e.g. prepositions
like before, after, until, since), the tense of the clause
VP and the temporal relation between any clause TE
and the DCT. At the end of this recursive process there
is a path of temporal relations from any clause con-
stituent to the clause’s central VP.

Each pair of clauses involved in a dependency rela-
tion are then temporally related by means of the tenses
of their VPs, of the dependency relation between them
and of the property of the two verbs of being report-
ing events or not. The underlying hypothesis is that
the clause binding elements and the tenses of the two
central VPs provide a natural way to establish tempo-
ral relations between two syntactically related clauses.
For example, in the case of an if -clause, its temporal
relation with the superordinate clause is BEFORE. In
this way, each branch of the syntactic tree connect-
ing a non-root node with its father gets tagged with a
temporal relation.

The final stage involves retrieving the temporal rela-
tion between any two temporal entities situated in the
sentence processed as above. The two entities are first
tested to determine if they comply with certain world
knowledge axioms that would predict their temporal
relation. For example, whenever relating an event with
a TE, if the TE refers to a date that is previous to the
DCT, and the event is a Future tensed verb, then the
event-TE temporal relation is obviously AFTER. If
no axiom applies to the two entities, a temporal infer-
ence mechanism is employed to relate the two targeted
temporal entities to their closest ancestor and then to
each other. If conflicts occur in relating one entity to
the ancestor, priority is given to the relation linked to
the entity, but if the conflict is between the temporal
relations of the two entities with the ancestor, the re-
lation of the entity situated higher in the functional
dependency tree with the ancestor wins.

The main advantage of this approach is the fact that
the architecture and core modules are domain indepen-
dent, since they mainly rely on generic correlations be-
tween syntax and temporality. At a change of domain,
all we have to do is eliminate those heuristics involv-



ing the DCT or reporting events that are implicitly
located on the date of the article.

4.2 Relating events to the document
creation time

Another capability of TICTAC is the identification of
temporal relations between any event and the DCT.
In establishing a temporal relation between an event
and the DCT, the temporal expressions directly or in-
directly linked to that event are first analysed and, if
no relation is detected, the temporal relation with the
DCT is propagated top-down in the syntactic tree.

The processing stages for solving this task follow
the course of the ones presented in Figure 1, with
the only difference that the inter-clause and intra-
clause temporal ordering modules no longer order
clauses/constituents with respect to each other and
in a bottom-up manner, but with respect to the DCT
going top-down through the syntactic tree and employ-
ing the knowledge gained by identifying intrasentential
temporal relations, knowledge concerning the relative
ordering between same clause constituents.

Whenever establishing a temporal relation between
a constituent and the DCT, the TEs directly linked
to it or situated in the same clause with it are first
analysed and, if no relation can be detected, the tem-
poral relation with the DCT is propagated top-down
in the syntactic tree using the father node’s temporal
relation with the DCT and the temporal relation be-
tween the two constituents. In the case of any clause
VP, the relation with the DCT is found on the basis
of the VP tense, the superordinate clause’s VP tense,
the syntactic relation connecting the clause with its
superordinate and the relation between the superordi-
nate clause’s VP and the DCT.

4.3 Identification of intersentential
temporal relations

Inter-sentence temporal relations are discovered by
first applying several heuristics (36) that involve the
temporal expressions and the tensed verbs of the two
main clauses of the two sentences to be temporally re-
lated, and then by using statistical data extracted from
the TimeBank corpus that revealed the most frequent
temporal relation between two tensed verbs charac-
terised by the tense information.

The task of detecting inter-sentence temporal rela-
tions is therefore reduced to relating the pair of events
signalled by the main verbs of two consecutive sen-
tences. The restricted set of temporal relations previ-
ously presented has been employed.

Figure 2 illustrates the processing flow involved in
solving the task at hand.

The two sentences are first parsed using Connexor’s
FDG Parser and then clause boundaries are identified.
We then identify the central verb of the main clause
(matrix verb).

All TEs situated in the same clause with each matrix
verb are investigated and if through these TEs and the
relations between them and the matrix verbs we are
able to predict a temporal relation then this relation
represents the system output.

Fig. 2: Processing flow for the identification of inter-
sentence temporal relations

At the next stage the semantic properties of the two
matrix verbs are checked to detect whether they de-
note reporting events or not.

If both matrix verbs are reporting events then their
tense information is used to predict a relation.

If only one matrix verb is a reporting event, then
we look at the TEs linked to the other matrix verb
to see if we can predict the relation to the DCT. The
assumption is that a reporting event is located tem-
porally simultaneous with the DCT and, if a relation
between the other event and the DCT can be estab-
lished by means of surrounding TEs, then this is the
relation providing us the output. If the non-reporting
event can not be positioned in time with respect to the
DCT by analysing surrounding TEs, then its relation
with the DCT will be the one established as described
in section 4.2.

The most complicated case is the one in which both
matrix verbs are non-reporting events. This case is
solved by picking for each tense pair the most frequent
temporal relation in the corpus, unless there is a tie or
another relation with very similar frequency occurs, in
which cases the two temporal relations are reconciled
according to Table 1. In order to detect whether the
first two most frequent temporal relations need to be
reconciled, we first calculate the percentage distribu-
tion of all possible temporal relations associated to a
given tense pair. Then the percentages corresponding
to the two most frequent temporal relations associated
to that tense pair are compared and they are consid-
ered to be very similar when the difference between
them is lower than a threshold of 5%, case in which
they are reconciled. In this manner a temporal rela-
tion is associated to each tense pair and, consequently,
the temporal relation between the two matrix verbs is
identified.

Temporal Relation Temporal Relation Reconciled Relation
OVERLAP BEFORE-OR-OVERLAP BEFORE-OR-OVERLAP
OVERLAP BEFORE BEFORE-OR-OVERLAP
OVERLAP OVERLAP-OR-AFTER OVERLAP-OR-AFTER
OVERLAP AFTER OVERLAP-OR-AFTER
BEFORE BEFORE-OR-OVERLAP BEFORE-OR-OVERLAP
AFTER OVERLAP-OR-AFTER OVERLAP-OR-AFTER
VAGUE any relation any relation

Table 1: Reconciliation between temporal relations



BEFORE OVERLAP AFTER BEFORE-OR-OVERLAP OVERLAP-OR-AFTER VAGUE
BEFORE 1 0 0 0.5 0 0.33
OVERLAP 0 1 0 0.5 0.5 0.33
AFTER 0 0 1 0 0.5 0.33
BEFORE-OR-OVERLAP 0.5 0.5 0 1 0.5 0.67
OVERLAP-OR-AFTER 0 0.5 0.5 0.5 1 0.67
VAGUE 0.33 0.33 0.33 0.67 0.67 1

Table 2: Relaxed scoring scheme for partial matches

5 Experiments

All experiments are performed on the TimeBank cor-
pus, more specifically on the simplified annotation pro-
vided for the TempEval competition. We employ the
TempEval evaluation metrics: precision, recall and f-
measure, as well as the two scoring schemes: strict
and relaxed. The strict scoring scheme counts only
exact matches, while the relaxed one gives credit to
partial semantic matches too, according to the values
presented in Table 2.

The identification of temporal relations is not a
straightforward task, its difficulty being also proven
by the relatively low inter-annotator agreement mea-
sured on a set of TimeBank documents. In the case of
annotating temporal relation types, the resulted kappa
statistics2 value is 0.71.

According to the TempEval evaluation results, TIC-
TAC achieved the highest strict and relaxed f-measure
scores for the tasks of intrasentential temporal order-
ing and event-DCT temporal relation detection.

The TempEval data was split into a set of 163 ar-
ticles for training and 20 articles for testing. All 183
articles are from TimeBank. These newspaper articles
are annotated with labels indicating sentence bound-
aries, temporal expressions and document creation
times (DCT). A list of root forms of event identify-
ing terms called the Event Target List (ETL) was em-
ployed both at the annotation and evaluation stages to
define the events for which the annotation/evaluation
will take place. The training data also contains for
each event whose root form occurs in the ETL, its
temporal relation(s) with the DCT and with the time
expressions in the same sentence. Apart from this in-
formation, it also embeds temporal relations between
any two consecutive sentences. The test data was first
provided without the information concerning tempo-
ral relations. This information was released only after
the evaluation finished.

The following tables present the detailed results cor-
responding to the baseline, TempEval training data,
TempEval test data and the entire TimeBank corpus.
For each type of temporal relation our system is able
to identify, the baseline is established by the most
frequent temporal relation encountered in the corre-
sponding training data. In the case of intrasentential
temporal relations, the most frequent temporal rela-
tion present in the training data is OVERLAP. For
temporal relations between events and the DCT, the
most prominent relation is BEFORE, and for intersen-
tential relations OVERLAP.

Even if TICTAC is capable of recognising all in-
trasentential temporal relations, the existing data al-
lowed us to evaluate only those linking an event in

2 http://timeml.org/site/timebank/documentation-1.2.html

Intra-sentence STRICT SCORE RELAXED SCORE
temporal ordering P R F P R F

BASELINE 0.49 0.49 0.49 0.51 0.51 0.51

TempEval-TRAIN 0.65 0.65 0.65 0.68 0.68 0.68

TempEval-TEST 0.62 0.62 0.62 0.63 0.63 0.63

TimeBank 0.65 0.65 0.65 0.67 0.67 0.67

Table 3: Results for intra-sentence temporal ordering

ETL with any TE located in the same sentence.

Event-DCT STRICT SCORE RELAXED SCORE
temporal ordering P R F P R F

BASELINE 0.62 0.62 0.62 0.62 0.62 0.62

TempEval-TRAIN 0.80 0.80 0.80 0.81 0.81 0.81

TempEval-TEST 0.80 0.80 0.80 0.80 0.80 0.80

TimeBank 0.80 0.80 0.80 0.81 0.81 0.81

Table 4: Results for Event-DCT temporal relation de-
tection

Our system achieves high results in the discovery
of temporal relations between events and the DCT,
results substantially above the baseline (18%).

Inter-sentence STRICT SCORE RELAXED SCORE
temporal ordering P R F P R F

BASELINE 0.42 0.42 0.42 0.46 0.46 0.46

TempEval-TRAIN 0.53 0.53 0.53 0.63 0.63 0.63

TempEval-TEST 0.54 0.54 0.54 0.64 0.64 0.64

TimeBank 0.53 0.53 0.53 0.63 0.63 0.63

Table 5: Results for intersentential temporal ordering

Despite the challenges posed by intersentential tem-
poral relation identification, our system achieved the
best relaxed score among all participants at TempEval.

6 Conclusions

This paper presented our approach for the identifica-
tion of event-time and event-event temporal relations.
Our system TICTAC can relate temporal entities lo-
cated in the same sentence, temporal entities with the
DCT and consecutive sentences. We propose an ap-
proach mainly based on syntactical properties, com-
bining knowledge-based and statistical techniques, all
included in our automatic temporal annotation system
TICTAC.

Although the system has only been evaluated on a
corpus of newswire articles and despite the fact that a
small number of axioms employed by the system apply
only to this domain, we argue that the approach is do-
main independent and can be easily adapted to a new
domain as long as the analysed texts are syntactically



correct. Obviously for each domain certain domain-
dependent rules can improve the system’s accuracy on
texts belonging to that domain, but the core approach
will remain unchanged.

TICTAC has been tested and evaluated not only
on the TimeBank corpus, but also within the frame-
work established by the TempEval evaluation exercise,
where it achieved encouraging results. Therefore, we
conclude that the proposed approach is appropriate
for discovering temporal relations and we plan to find
ways of improving the system’s performance.

On TimeBank, TICTAC achieves according to the
strict evaluation scheme a performance (f-measure) of
65% for the identification of intra-sentence temporal
relations, 80% when ordering events with respect to
the DCT, and 53% for the discovery of inter-sentence
temporal relations.

Several future work directions emerge naturally
from a first look and shallow analysis of the results.
Firstly, we would like to carry out an in-depth study
of other possible correlations between syntax and tem-
porality. Secondly, we aim at exploiting apart from the
syntax of the analysed text, more of its semantics.
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