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Abstract

This paper addresses the clause splitting
problem and proposes a multilingual method
for detecting clause boundaries in unrestricted
texts. The method combines language
independent machine learning techniques with
language specific rules in order to take the first
step in building the hierarchical structure of
sentences. The results of a machine learning
algorithm, trained on an annotated corpus,
are processed by a rule-based module which
deals with clause boundaries not included in
the learning process. Formal indicators of
coordination and subordination, together with
verb type information (finite or non-finite)
are used for identifying clause boundaries.
The method was evaluated on Romanian and
English and the F-measure for clause start
detection is 95% for Romanian and 92% for
English.

1 Introduction

Recognising the clauses in a sentence is
important in many NLP applications such as
machine translation, parallel text alignment,
building the discourse structure, text-to-
speech applications, anaphora-resolution and
automatic summarization. Splitting complex
sentences into clauses is the first step in deriving
the hierarchical structure of the sentences and
then of the discourse. This paper presents
a clause splitting method which combines
machine learning techniques with human-
written rules. This problem has initially been
approached in a rule-based manner and only
recently developed systems have used machine

∗ Also research assistant at the Faculty of Computer
Science, ”Alexandru Ioan Cuza” University, Iasi,
Romania.

learning and post-processed their results using
rules.

Previous studies in identifying clauses date
since (Abney, 1990) used a clause filter as
a part of his CASS parser. The first step
is recognizing basic clauses and the second
is dealing with some difficult cases including
clauses without subjects and clauses with
additional verb phrases.

Eva Ejerhed (1988) showed that a parser
can benefit from automatically identified clause
boundaries in discourse and used the detected
clauses for improving AT&T’s text-to-speech
system by inserting final lengthening, boundary
tones and pauses at clause boundaries. Her
experiments deal only with what was called
in her paper basic clauses, failing to detect
embedded clauses.

Papageorgiou (1997) used a set of hand-
crafted rules for identifying clause boundaries in
text. The system was used as a pre-processing
step for bilingual alignment of parallel texts.
The system was designed for unrestricted
English texts and its results stand at about 93%,
when evaluated on 562 clauses contained in the
CELEX database.

Another rule-based method is presented
by Leffa (1998) and was implemented in
an English/Portuguese machine translation
system, thus heavily reliant on a large number
of resources. The main idea of this approach is
that the clauses can ultimately be reduced to a
noun, an adjective or an adverb, regardless of
their length or the number of embedded clauses
they may contain. The performance was very
good, with recall rates above 90%.

As stated above, rule-based systems have
been very successful in identifying clause
boundaries. Still, they required a large set
of hand-crafted rules, implying a great deal of



human work. In order to avoid these efforts,
machine learning could be used to deduct a set
of rules from annotated corpora.

Orăsan (2000) used a memory-based learner
and a small set of post-processing rules
for predicting clause boundaries, his system
obtaining F rates of about 85% at identifying
clause boundaries. A modified version of his
method will be presented in this paper.

A formal evaluation of several clause
splitting systems employing machine learning
methods was organised at CONLL-2001 using a
methodology similar to the MUC competitions.
The shared task has been divided in three parts:
identifying clause starts, recognizing clause ends
and finding complete clauses (Tjong Kim Sang
and Déjean, 2001). The test text was enriched
with a part-of-speech (POS) tag and with a
chunk tag.

Six systems have participated in the shared
task. All systems performed really well in the
first task (clause start identification), scoring
above 87%. It was the third task (full
clause identification) that differentiated them.
Patrick and Goyal (2001) applied the AdaBoost
algorithm for boosting the performance of
decision graphs, obtaining a F-rate of 66% for
the third task. Hammerton (2001) used a
feed-forward neural network architecture, long
short-term memory, for predicting embedded
clause structures, scoring 50% at the third task.
Déjean (2001) predicted clause boundaries with
his symbolic learner ALLiS (Architecture for
Learning Linguistic Structure), with a result
of 62%. Tjong Kim Sang (2001) evaluated
a memory-based learner while using different
combinations of features describing items which
needed to be classified (67%). Molina
and Pla (2001) have applied a specialized
Hidden Markov Model (HMM) to the shared
task (68%). Carreras and Màrquez (2001)
converted the clausing task to a set of binary
decisions which they modelled with decision
trees combined by AdaBoost (78%).

The method presented in this paper is a
mixed approach, in the sense that it combines
the benefits provided by machine learning with
those provided by a small set of simple rules.
Within this paper, discussion is structured as
follows: section 2 defines the clause, section
3 presents the method proposed, section 4

describes the evaluation of the method, as
well as a discussion of the errors that appear
and, finally, section section 5 will present the
conclusions.

2 Defining a clause

As stated earlier, the detection of clauses
represents the first step in building the
hierarchical structure of sentences. In every
language, ”the sentence is the highest-ranking
unit of grammar and consists of one or
more clauses, which consist of one or more
phrases, which consist of one or more words,
which consist of one or more morphemes (the
morpheme being the lowest grammatical unit)”
(Quirk et al., 1985). Collins (1992) defines the
clause as a group of words containing a verb.
The verb element is the most ”central” element
in a clause and it is normally obligatory. There
are three main structural types of clauses (Quirk
et al., 1985):

- finite clause: a clause whose verb element is
finite (such as takes, took, can work, has
been working, is writing, was written)

- non-finite clause: a clause whose verb
element is non-finite (such as to work,
having worked, taken)

- verbless clause: a clause that does not have
a verb element, but is nevertheless capable
of being analysed into clause elements.

In some grammatical formalisms, non-finite
constructions (which have a non-finite verb
as their verb element) are considered phrases
rather than clauses. Other formalisms treat
such constructions as clauses because they
can be analysed into clause elements. This
research was guided by the former approach,
dealing only with the identification of finite
clauses. The reason for that is the fact that the
research was initially conducted for Romanian
and that the annotated corpus used in that
research considered a clause a group of words
containing a finite verb, as the Romanian
Academy Grammar defines it. In order to be
able to show that the same method can easily be
ported to other languages, the same definition
was preserved for English.



3 Methodology

The clause splitting method proposed in this
paper combines language independent machine
learning techniques with language specific rules.
Machine learning is used for classifying the most
frequent ambiguous delimiters (coordinating
conjunctions and punctuation marks) as clause
boundaries or not. The rules are used for
identifying the finite verbs (the central part
of each clause) and also for finding other
clause boundaries not included in the learning
process. Even though the identification of
finite verbs can relatively easily be achieved
using grammatical rules, the detection of clause
boundaries is more difficult.

For each sentence under analysis, a classifier
decides which of the appearing coordinating
conjunctions and punctuation marks are
clause boundaries. The resultant clause
boundaries, together with the subordinators
present in the currently analysed sentence,
are passed on to the rule-based module which
performs supplementary consistency checks.
For example, if between two already detected
clause boundaries there are more than two
predicates, for every pair of predicates the
text between them is rechecked in order to set
another clause boundary between them. We
may, therefore, subdivide the clause boundaries
to be identified into:

1. coordinating conjunctions and punctuation
marks;

2. subordinators;

3. other clause boundaries

and the following discussion will show how each
type of boundary is identified.

3.1 Coordinating conjunctions and
punctuation marks

The coordinating conjunctions are linking
words which explicitly indicate coordination
(and, or, but) and the punctuation marks
are either indicators of coordination or of
subordination. In the following, an explanation
will be given on why they were chosen to be
and how they were disambiguated with machine
learning techniques.

3.1.1 Why?
Including only coordinating conjunctions
and punctuation marks in the learning
process was justified by multiple reasons.
Statistics obtained by the author show that
approximately 75% of the English clauses either
start with a coordinating conjunction, end with
a punctuation mark, or both (this also applies
for Romanian). Then, learning information
about every single word in the corpus is not
only more space- and time- consuming than
this approach, but also not useful enough when
having corpora of only approximately 100,000
words in which the number of occurrences
of many words was small and not always
the information learned about them was
significant. Coordinating conjunctions and
punctuation marks are ambiguous and all
problems of ambiguity resolution can be seen
as classification tasks.

Ambiguity in the use of coordinating
conjunctions can be easily deducted from the
following examples of their usage:

* Coordination of clauses
I didn’t know/ who she was,/ or what she
wanted./

* Coordination of predicates
I send you my very best wishes/ and am looking
forward to our next meeting./

* Coordination of predications
Most people will have read the book/ or((will)
have) seen the film./

* Coordination of noun phrases and their
constituents
Jane plays: the piano and the viola./

* Coordination of adjectives and adjective
phrases
The journey was long and extremely arduous/
and I couldn’t wait for returning home./

* Coordination of adverbs and adverb phrases
She made the announcement quietly but quite
confidently./

* Coordination of prepositions and
prepositional phrases
John complained both to Mary and to Peter./

* Coordination of interrogative words and
relative pronouns
Who broke into my room,/ and why?/



A larger degree of ambiguity is manifested by
punctuation marks, because they can appear
in all the cases in which the coordinating
conjunctions appear (as in the series of three
or more similar units) and in other cases where
they can not be replaced, as for example:

* The subordinate clause or the corresponding
complement preceding the main clause
Although I admire her reasoning,/ I reject her
conclusions./
Despite my admiration for her reasoning, I reject
her conclusions./

* Indicator of the beginning and the end of an
included unit which is inserted within some
larger unit
He is,/ I think,/ a teacher./

3.1.2 How?
The ambiguity described in the previous
section was resolved by employing machine
learning techniques, as they have proved to be
efficient in processing natural language. The
machine learning algorithm used is memory-
based learning (Mitchell, 1997) which gave very
good results in part-of-speech tagging or noun-
phrase extraction. Memory-based learning
compares a new instance with all existing
instances in the training set, the classification
being made on the basis of their similarity.
Using an approach similar to Orăsan (2000), the
corpus is transformed in a column format which
is presented to the learning algorithm. After
various tests, the best results were obtained
using a window of four words, one to the left and
two to the right of the possible clause boundary,
as follows:

L1 W L L2 L3 D1 D2 yes/no

where:
- W is the possible clause boundary
(coordinating conjunction or punctuation
mark);
- L1, L, L2, L3 are the part-of-speech labels
of the word preceding the possible boundary,
of the delimiter itself and of the two following
words;
- D1, D2 are the distances from W to the
preceding and following predicate (they are
computed using the rules for identifying
predicates described in Section 3.3.1);

- yes means that the corresponding entry is a
clause boundary, no means that it’s not.

Therefore, for each appearance of a
coordinating conjunction or punctuation
mark in the corpus, a feature structure as
described above is added to the training set in
order to be exploited by the machine learning
algorithm.

The memory-based learning method
implemented by the author is k -nearest
neighbours which considers all examples as
points in an n-dimensional space (n is the
number of attributes employed in the learning
process) and classifies any new instance by
comparing it with the training data using the
similarity metric and assigning it the most
common category of the k -nearest neighbours
in the n-dimensional space (in this case n =
7, as there are 7 attributes assigned to each
possible boundary).

The similarity between two feature structures
is computed using the following metric:

∆(X, Y ) = Σδ(xi, yi), i = 1..n, (1)

where δ(a, b) = |a − b| if a and b are values
of an numerical attribute (as it is the case
of the distances from the possible delimiter to
the preceding and following predicate); 0 if the
values of the attribute corresponding to the
possible boundary are distinct and 1 if they are
equal and the number representing the string
similarity in the case of values of attributes
representing part-of-speech labels. The current
delimiter is assigned the category that is most
prevalent among the most similar k feature
structures.

3.2 Subordinators

Explicit indicators of subordination are termed
subordinators. Subordinators are the most
formal device of subordination, particularly
for finite clauses. Among subordinators
we can distinguish: simple subordinating
conjunctions (if, that, because, although),
complex subordinating conjunctions (but that,
in order that, as if, even if ), wh-words
(who, when, where, how, whatever). All
these subordinators are considered clear clause
boundaries. Even though such an assumption
also introduces some false boundaries, on the
overall corpus used for evaluation it brought a



dramatic improvement. There are also some
prepositions that can have subordinating role
(like, than, before, after) when they introduce
a clause. But these words can also be used
for introducing prepositional phrases, as when
their complement is a straightforwardly nominal
element.

Language specific lists of all the
subordinators (one list for Romanian and
one for English) have been created for helping
the system detect these clear clause boundaries.

3.3 Other clause boundaries
Up to this point we have detected almost certain
clause boundaries (almost certain because,
obviously, noise could have been introduced at
any of the two preceding stages). Now, the rule-
based module will take every pair of two from
the ordered list of previously detected clause
boundaries and check how many predicates lie
in-between. If more than two predicates are
found in the text span between two boundaries,
then a new clause boundary is searched for in
the text interval comprised by every sequence
of two predicates lying between those two
boundaries. The identification of predicates,
as well as of clause boundaries between two
predicates is described below.

3.3.1 Identification of predicates
expressed through finite verbs

For both of the languages (Romanian and
English) a small number of rules (approximately
10 rules/language) have been designed after
analysing each language’s grammar in order
to identify the finite verbs appearing in the
text. At this stage the sentence is seen as a
sequence of part-of-speech tags separated by
white spaces (represented in the rules with ’\t’).
The rules are represented as regular expressions
and, if any of these regular expressions matches
the sequence of POS tags (separated by the
’\t’ character) representing the sentence in any
position, then that position is the start position
of a predicate.

For example, a rule designed for English
which will identify the sequences of the form
do(es) followed or not by an bare infinitive is:

(VD0|VDZ)\t(([^V]\S*)\t)*((VH0|VD0|VV0\S)\t)?

The expressions included in the previous
regular expression have the following meaning:

(VD0|VDZ)= do (VD0) or does (VDZ)

(([^V]\S*)\t)*= zero or more POS tags which
do not start with the letter V (not verb), after each
POS a ’\t’ character is used as separator

((VH0|VD0|VV0\S*)\t)?= zero or one bare infinitive
which can be have, do, or any other bare infinitive (VV0
followed by any character except white space)

So, the entire expression codifies the present
form of the verb do followed or not by a bare
infinitive, between do(es) and the bare infinitive
other words (except verbs) can appear (for
example the previous regular expression would
discover predicates like the ones in the sentences
[1a]-[1d])

[1a] I do all the things/ you wanted me to do./

[1b] I do not want to be thrown out/ and I don’t
think/ I will./

[1c] Do you believe/ what people say/ when they
are angry?/

[1d] Does our society have a runaway,
uncontrollable growth of technology/ which
may end our civilization?/

3.3.2 Detection of clause boundaries
between two predicates

In some of the cases the clause boundary is
a coordinating conjunction or a punctuation
mark which was incorrectly classified as
non clause boundary. In other cases the
prepositions described in Section 2.2. (like,
than, before, after) were not considered clear
clause boundaries because they were followed
by a nominal element, and still they were
clause boundaries ([2a]). There are cases
when the boundary is not signalled neither
by coordinating conjunctions, nor punctuation
marks or subordinators. One case is the one
presented in [2b], the boundary between attend
and is being set just before the second verb,
and in these cases, when the boundary is set just
before the second verb - this meaning that there
could be another segment of the same clause
lying before the first verb, a further check is
made before the first predicate to see whether
or not it is preceded by two possible subjects
(as it is the case in [2b]), and another boundary
is set between the two subjects. Another case
is shown in [2c], where the pronoun I is the
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Figure 1: An Example from 1984 POS Corpus

possible subject of the second verb, so the
boundary will be set just in front of it.

[2a] She wrote the paper/ like the teacher showed
her./

[2b] The school/ you attend/ is within walking
distance./

[2c] I didn’t know/ I will regret this for the rest of
my life./

4 Evaluation and discussion

This research has initially been carried out
for Romanian. The Romanian professional
translation of George Orwell’s 1984 novel was
used as a corpus. It has previously been
annotated at clause level and the annotation
was then enriched with part-of-speech labels for
each word using Brill’s POS-tagger. The part-
of-speech annotation uses the EAGLES-based
morphosyntactic tag set (Figure 1). The corpus
consists of 118,360 words and 16,012 clauses
were annotated. The clause splitting method
described above was evaluated using 10-fold
cross validation on the previous corpus and the
results were 89.03% precision and 88.51% recall
at the level of complete clauses retrieved and
95.59% precision and 95.03% recall at detecting
only the start position of each clause. The
baseline F-measure for clause start detection is
57.64% and has been computed by a system
assuming that every sentence consists of one
clause which contains the complete sentence.

N08:0010a - CSi If if [O[S[Fa:c.

N08:0010b - PPHS1f she she [Nas:s.Nas:s]

N08:0010c - VVDt sensed sense [Vd.Vd]

N08:0010d - DDy any any [Ns:o.

N08:0010e - JJ unusual unusual .

N08:0010f - NN1n preoccupation preoccupation .

N08:0010g - II41 on on [P[II=.

N08:0010h - II42 the the .

N08:0010i - II43 part part .

N08:0010j - II44 of of .II=]

N08:0010k - APPGf her her [Ns.

N08:0010m - NNS1c mother mother .Ns]P]Ns:o]Fa:c]

N08:0010n - YC +, - .

N08:0010p - PPHS1f she she [Nas:s.Nas:s]

N08:0020a - VDD did do [Vde.

N08:0020b - XX not not .

N08:0020c - VV0i comment comment .Vde]

N08:0020d - II upon upon [P:u.

N08:0020e - PPH1 it it .P:u]S]

N08:0020f - YF +. - .O]

Figure 2: An Example from the Susanne Corpus

Usually, the errors appear in the cases when
certain clauses are included within others and
there is no certain sign where the second part
of the outer clause begins (some Romanian
examples are presented below together with
their translation into English).

[3a] Ministerul Adevărului ar fi avut,/ dupa câte
vorbeau oamenii, vreo trei mii de ı̂ncăperi deasupra
pământului şi ramificaţiile corespunzătoare
dedesubt./
(The Ministry of Truth contained,/ as people
said, three thousand rooms above ground level,
and corresponding ramifications below./)

[3b] La un kilometru depărtare se ı̂nălţa Ministerul
Adevărului,/ unde lucra el, ca un turn uriaş şi alb
deasupra peisajului mohorât./
(A kilometre away rises the Ministry of Truth,/
where he worked, like a vast and white tower above
the grimy landscape./)

Recently, this method was ported to English.
For evaluation purposes the author used the
Susanne Corpus (Sampson, 1995), a freely
available corpus developed at Oxford University
consisting of 149,188 words and 14,299 clauses.
Susanne Corpus is a subset of the Brown corpus,
comprising texts from each of the following
Brown genre categories: A press reportage; G
belles letters, biography, memoirs; J learned
(mainly scientific and technical) writing; N
adventure and Western fiction. In Figure 2, an
annotated sentence extracted from the corpus
is presented. Each line corresponds to a word



Romanian Precision Recall Fb=1

Clause boundaries 95.59% 95.03% 95.30%
Complete clauses 89.03% 88.51% 88.76%

Table 1: Evaluation results for Romanian

and the columns have the following meaning:
first column is a unique reference for each
word indicating the file to which it belongs,
the sentence number and its position within
the sentence; the second column is a status
field encoding some information about the word;
the third column describes the word’s part-of-
speech; the lemma and the word itself appear
in the fourth and the fifth columns; the last
column encodes the grammatical structure of
the sentence. The Susanne part-of-speech tag
set is based on the Lancaster tag set listed in
Garside et al. (1987), with some additional
distinctions and modifications.

There are 17 types of clauses annotated
in the Susanne Corpus: main clause, finite
subordinate clauses (adverbial, nominal,
relative, comparative etc.), non-finite
subordinate clauses (infinitival, present
and past participle, for...to clauses etc.)
and verbless clauses (with-clauses, special
as-clauses, reduced relative clauses etc.).

The information exploited from this corpus
included the POS tags and the boundaries of
main and subordinate clauses, because we did
not deal with non-finite or verbless clauses.

Preliminary results obtained with the same
evaluation method as for Romanian (10-fold
cross validation) show a 83.24% precision,
81.50% recall at the level of complete clauses
retrieved and 93.37% precision, 91.43% recall in
detecting only the start position of each clause.
The results are lower for English compared to
Romanian due to a mixture of reasons. First
of all, in many cases clauses annotated as finite
subordinate clauses lacked a finite verb (either
they did not contain any verb, or they contained
a non-finite one).

[4a] What this amounts to,/ if true,/ is/ that there
will be a free-for-all fight in this case./

[4b] Before entering the service,/ Pfaff
for five years did clerical work with a general
merchandising and wholesale firm in New
Orleans./

English Precision Recall Fb=1

Clause boundaries 93.37% 91.43% 92.38%
Complete clauses 83.24% 81.50% 82.36%

Table 2: Evaluation results for English

[4c] The volume and, perhaps, even the
characteristics of bronchial arterial blood flow
might be different in the dog/ than in the
horse./

[4d] And of course religious life continues to center
in the more famous mosques,/ and commercial

life - very much a social institution - in the

bazaar./

Another reason would be the fact that in
some cases a coordination of finite verbs was not
separated by a clause boundary, as we expected
on the basis of our definition.

[5a] Where before had she felt or dreamt or
imagined such a scene?/

[5b] Where before had she felt/ or dreamt/ or
imagined such a scene?/

In the cases of dialogues the annotation in
the Susanne Corpus introduces many arguable
clause boundaries (as seen in [6a], [7a] and [8a]),
which we do not consider as clause boundaries,
our result being as [6b], [7b] and [8b].

[6a] ”No,/ she’ll be all right”,/ Jones said quickly./

[6b] ”No, she’ll be all right”,/ Jones said quickly./

[7a] ”If it’s all right with you,/ Mr. Morgan, I’ll
sleep out here on the couch./

[7b] ”If it’s all right with you, Mr. Morgan,/ I’ll
sleep out here on the couch./

[8a] ”Mr. Morgan,/ it’s the best-looking food/ I ever
saw”./

[8b] ”Mr. Morgan, it’s the best-looking food/ I ever
saw”./

Of course, errors were also introduced by
misclassification in the learning process, or by
selecting some subordinators which in certain
cases did not have that role or which were
followed by non-finite verbs.

Regardless of the errors discussed in this
section, the results have proved that a
clause splitting method combining language
independent machine learning algorithms with
language-specific rules can be very efficient.



5 Conclusions

In this paper the clause splitting problem
was approached with a mixed method that
can be easily ported to other languages
than those the method was tested on.
This method combines language independent
machine learning techniques with language
specific rules. The clause-splitting system
takes as input a part-of-speech tagged text
and processes it sentence by sentence. For
the currently processed sentence a classifying
procedure is called for each ambiguous delimiter
in order to classify it as a clause boundary or
as an ordinary part of a clause. As ambiguous
delimiters the coordinating conjunctions and
the punctuation marks were considered. The
previously detected boundaries, together with
the clear subordinators, are processed by a
rule-based module which finds the rest of the
clause boundaries not included in the learning
process. Formal indicators of coordination
and subordination, together with verb type
information (finite or non-finite) were used for
identifying clause boundaries. The method was
evaluated on Romanian and English and the F-
measure for clause start detection are 95% for
Romanian and 92% for English.
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