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Abstract 
 
In automatic summarisation, statistical methods based on tokens’ frequency are commonly used in combination with other methods or 
on their own to extract important sentences from a text. Quite often researchers justify the relatively poor performance of these 
statistical methods by the fact that they do not consider the anaphoric relations between words. In this paper, we perform a 
comprehensive evaluation of different anaphora resolvers’ influence on the results of term-based summarisation methods. The 
evaluation shows that in most of the cases no improvement is obtained when more accurate frequency counts are computed. When 
improvement is present, it is negligible. In addition to this, we also investigate how pronouns influence the legibility of the summaries. 
 

1. Introduction  
Researchers in all fields are currently flooded with 

enormous quantities of potentially useful information. 
Salager-Meyer (1990) reported that in the late 80s the 
annual output of research papers in all languages was 
estimated to be several million, and the rapid growth of 
the Internet in recent years has made the problem more 
acute, suggesting that the amount of information “is 
getting out of control”. One solution to this problem is 
offered by the information processing and management 
field, at the confluence of computer science, information 
technology, computational linguistics and other related 
areas, which tries to facilitate the access to information 
either through better retrieval algorithms and filtering, or 
by reducing it to simpler forms that can be processed more 
easily, as in case of automatic classification, indexing, 
question answering and summarisation. 

Automatic text summarisation systems take one or 
more texts and extract either the most important 
information or information related to aspects chosen by 
the user from them. These systems could prove useful 
when researchers need to quickly discover the main 
content of an article. One of the most commonly used 
summarisation methods relies on different approaches to 
extract the important sentences in a text and present them 
as a summary. Many of these approaches employ 
statistical measures based on tokens' frequency to 
determine the important sentences. The majority of these 
measures count only the occurrence of tokens, ignoring 
phenomena such as anaphoric expressions, which means 
that the values for the frequencies of these tokens do not 
correctly reflect the occurrence of the concept. 

In this paper, we try to establish whether the resolution 
of pronominal anaphoric expressions can have a beneficial 
influence on automatic summarisation methods.1 In order 
to learn this, two term-based summarisation methods have 
been modified to take into consideration the pronouns 
which appear in the source, boosting the score of their 

                                                      
1 It should be noted that the focus in this paper is only on 
pronominal anaphoric expressions. For this reason 
whenever the words anaphoric expressions are used, we 
refer to pronominal anaphoric expressions 

antecedents. To this end, we used six different anaphora 
resolution algorithms, so that we can obtain a more 
comprehensive view. 

In addition to this analysis, given the influence of 
anaphoric expressions on the understanding of a text, we 
also investigate how the pronominal anaphoric 
expressions influence the understanding of a text. In order 
to achieve this, statistics about the distance between the 
pronouns and their antecedents have been computed. The 
phenomenon of non-referential pronouns has been also 
investigated. 

This paper is structured as follows: In Section 2, we 
briefly describe the corpus used in this research, 
presenting some pronoun-related statistics. The 
characteristics of these pronouns are analysed in Section 
3. Section 4 presents the term-based summarisation 
methods and evaluates the influence of resolving 
anaphoric expression on their results. The paper finishes 
with discussion and conclusions highlighting further 
research directions. 

2. The corpus used 
In this paper, we used a corpus of 29 scientific papers 

from the Journal of Artificial Intelligence Research 
(http://www.jair.org). Although the corpus may seem 
small, it contains almost a quarter million words. Table 1 
presents different statistics from the corpus.  
 

 Total words Pers. Poss. Refl. Exophoric 
Annotated 87,574 570 298 20 1,096 
Unannotated 161,274 1,175 425 55 1,874 
Total 248,848 1,745 723 75 2,970 

Table 1: Statistics from the corpus 
 
As can be seen in the Table 1, the corpus was split into 

two parts: annotated and unannotated. The annotated part 
contains 9 documents in which for each pronominal 
anaphoric expression we marked all the antecedents 
occurring in the same paragraph using PALinkA (Orasan, 
2003b). We had to limit the annotation only to 9 texts 
because even this reduced annotation was difficult and 
time consuming.  



The column Total words contains the total number of 
words in the corpus and it is given as an indicator about 
how frequently the pronouns appear in this corpus. 
Comparison with the British National Corpus (Burnard, 
1995) shows that the number of pronouns in our corpus is 
about half of the number of pronouns occurring in the 
written part of BNC. The pronouns investigated in this 
paper account for about 2.2% in our corpus, whereas in 
the BNC they are about 5.7%. The fact that pronouns are 
less frequent in scientific papers is not surprising and is in 
line with other researchers’ findings (Biber, Conrad and 
Rippen, 1998). 

The Pers. column indicates the number of personal 
pronouns, which can be anaphoric, present in the corpus. 
This number contains both anaphoric third person singular 
and plural pronouns such as it, he, she, they as well as the 
occurrences of the pleonastic it pronoun. The reason for 
providing different values for the referential and non-
referential pronouns is because a large number of 
anaphora resolvers (such as the ones used in this paper) do 
not contain a module which identifies non-referential 
pronouns and therefore try to resolve all of them. The next 
section presents a detailed analysis of the non-referential 
pronouns present in scientific articles. 

The Poss. and Refl. columns contain the number 
possessive and reflexive pronouns present in the text. In 
the majority of cases, the reflexive pronouns can be easily 
resolved and therefore they present little interest here. In 
addition, the small number of times they occur suggests 
that their influence is limited. Possessive pronouns are 
more frequent and for this reason they should be 
considered. 

The last column in the Table 1 presents the number of 
exophoric pronouns in the text. As expected, they are 
more frequent than the rest of the pronouns added 
together. The pronoun we constitutes the majority of these 
pronouns, with a negligible number of occurrences of the 
pronouns I and you. The large number of first person 
plural pronouns can be explained by constraints imposed 
by the genre, as noticed by Swales (1990). 

3. Anaphoric expressions in scientific 
articles 

In this section, we analyse the anaphoric expressions 
present in scientific articles in an attempt to establish how 
they could influence the understanding of an automatic 
extract. Investigation into the influence of resolving 
pronouns on the selection of important sentences is not 
described here, being presented instead in the next section.  

One of the main reasons that an abstract is incoherent 
is the presence of dangling anaphors, which are anaphoric 
expressions deprived of their antecedent. Dangling 
anaphors can appear in human-produced texts (both 
written and spoken) due to negligence or lack of 
concentration, when the speaker/writer forgets to explain 
an entity or considers it already known. They can also be 
found in computer-produced texts such as automatic 
extracts. In automatic extracts, dangling anaphors appear 
when a sentence containing an anaphoric reference is 
extracted but the sentence that contains the referred entity 
is not.  

Johnson et. al (1993) attempt to avoid dangling 
anaphors in computer-produced abstracts by extracting 
only those important sentences which do not contain 

anaphoric expressions or rhetorical connectives. Even 
though this method can be easily applied, it requires 
identification of the anaphoric expressions beforehand. In 
addition, in the cases where the anaphoric expression is in 
the same sentence as the antecedent, it is not necessary to 
ignore the sentences which contain such expressions.  

In order to find ways to avoid dangling references, in 
this section we investigate two problems. Firstly, using the 
method proposed by Evans (2001) we try to identify the 
non-referential it pronouns. After that, using our annotated 
corpus, we try to establish the likelihood of dangling 
references appearing in our extracts by computing the 
distance between a pronoun and its antecedent. 

3.1. Identification of non referential it pronoun 
The identification of non-referential uses of the 

pronoun it is important in all applications which use 
anaphora resolution. In the case of automatic 
summarisation, whenever a method such as the one 
proposed in Johnson et al. (1993) is used, the 
identification is even more important because without it, 
important information could be ignored. 

In order to identify non-referential pronouns, the 
method proposed in Evans (2001) has been adapted to our 
needs. We found that the classification attempted by the 
method is far too detailed for our research and instead of 
using the seven classes proposed in the paper, we 
conflated them to only two classes: anaphoric and non-
anaphoric.2  

In addition to this, we decided not to use the original 
training data. Instead, we annotated the pronouns from 47 
scientific texts with information regarding their 
referentiality. Of the 2556 pronouns contained in the text, 
1626 (63.61%) were referential and 930 (36.39%) were 
non-referential. These results are not very different from 
those reported by Evans (2001), who reported that in a 
general corpus with texts taken from the SUSANNE and 
BNC corpora, 67.93% of the pronouns are anaphoric.  

However, the fact that scientific articles contain only 
4% non-referential pronouns more than a general corpus is 
surprising given that in scientific papers it is common to 
find fixed expressions such as it is shown that, it is 
obvious that, etc.  

The annotated data was employed to train and test the 
machine learning method proposed by Evans (2001) using 
the five fold cross-evaluation. The results obtained on our 
corpus are higher than the ones reported by Evans by 14% 
percent (from 71.48% to 84.89%). The explanation for 
this can be found in the peculiarities of the scientific 
language which makes their recognition easier, and in the 
fact that a more homogeneous corpus is used. 

In light of these results we can say that the 
identification of non-referential pronouns can be achieved 
with relatively high confidence and therefore the module 
which identifies these pronouns can be included in any 
summarisation system which attempts to summarise 
scientific papers.  
 

                                                      
2 In reality, we had to conflate only six classes (clause anaphoric, 
proaction, cataphoric, discourse topic pleonastic and 
idiomatic/stereotypical) into non-referential pronouns. 
 



3.2. The distance between pronouns and their 
antecedent 

In fields such as machine translation, it is important for 
the antecedent of each pronominal expression to be found 
in order to correctly translate it. In automatic 
summarisation, as long as we are not interested in 
boosting the frequency scores of the referred expressions 
(as explained in Section 4), it is necessary to resolve only 
those expressions which have the antecedent in a different 
sentence. Sentences in which both the pronominal 
expression and its antecedent appear contain all the 
necessary information for the hearer/reader to able process 
the expression, and therefore no action needs to be taken.3 

In order to establish how likely it is to find anaphoric 
expressions with the antecedent in a different sentence, the 
distance in sentences between the anaphoric expressions 
and their antecedents was calculated. Table 2 presents the 
results of this distance. Because annotated texts are 
necessary in order to compute this distance, the results are 
reported only for the annotated sub-corpus. 

 
Intersentential anaphors 306 (34.45%) 
Intrasentential anaphors 582 (65.55%) 

Table 2: The number of intrasentential and intersentential 
anaphors in the annotated sub-corpus 

 
As can be seen in Table 2, only a third of the pronouns 

have their antecedent in the same sentence, which 
suggests that if a sentence containing an anaphoric 
expression is extracted, special precautions need to be 
taken in order to avoid dangling references. The most 
straightforward solution is to resolve the anaphoric 
expression, but as shown in the next section, the accuracy 
of anaphora resolvers is very low. Given that in rare cases 
the antecedent is more than a sentence away, an 
alternative is to include the preceding sentence in the 
extract, however this could have negative implications on 
the informativeness of the summary.  

4. The influence of anaphora resolution on 
term-based summarisation methods 

In addition to influencing the understanding of a 
summary once it is produced, anaphoric expressions can 
also be used to determine which sentences are appropriate 
for inclusion in the summary. In this section we 
investigate how it is possible to obtain better frequency 
counts, and as a result better summaries, when the 
anaphoric expressions are resolved. In Section 4.1, we 
explain what term-based summarisation is and how it can 
be improved using anaphora resolution. Section 4.2 briefly 
presents the anaphora resolution methods employed. We 
finish the section with an evaluation of the improved 
summarisation methods. 

4.1. What is term-based summarisation 

                                                      
3 It is possible that an anaphoric expression is not fully 
understood when only partial information for the antecedent is 
available. This situation is possible in the cases where the closest 
antecedent is part of a longer chain and for its understanding the 
whole chain should be retrieved. Such situations are beyond the 
scope of this paper. 

Summarisation methods based on term specificity 
assume that it is possible to determine the importance of a 
sentence on the basis of the words which constitute it. The 
most common way to achieve this is to score all the words 
in the text, and calculate the score of a sentence by adding 
the scores of the words appearing in it. A summary of the 
source is produced by extracting the sentences with the 
highest score until the desired length is achieved and 
presenting them in the order of their appearance in the 
original document. 

The score of a word is usually computed on the basis 
of its frequency in the document. In addition, its 
occurrence in a collection of documents is also quite often 
considered. One of the drawbacks of this method is that it 
ignores phenomena such as anaphoric relations and 
synonymy. Therefore, in order to obtain better frequency 
counts, a term-based summariser should include an 
anaphoric resolver and a module which identifies 
semantically related words. Given that the focus of this 
paper is the influence of anaphora resolution on the 
summarisation, the semantic relations are not discussed 
here. 

Orasan, Pekar and Hasler (2004) compare several 
term-based summarisation methods. In this paper, we are 
using only term frequency (TF) and TF*IDF (Salton, 
1982) to score the sentences. We decided against the other 
methods presented in Orasan, Pekar and Hasler (2004) 
because they require the resolution of the anaphoric 
relations in the whole collection which is a very difficult 
and time-consuming task. 

The term frequency (TF) assigns a score to a word 
according to the number of times it appears in a document, 
the assumption being that important words occur 
frequently in the text. TF*IDF, in addition to considering 
the frequency of the word in a document, also considers in 
how many documents that word appears. The assumption 
is that a frequent word which appears in many documents 
is not as important as one which appears in only a few 
documents. Because both metrics rely on how frequently a 
word appears in a document, we investigate whether they 
can be improved by increasing the frequency of the words 
referred to by pronominal anaphoric expressions. 

4.2. Anaphora resolution methods 
For our experiments we used the Anaphora Resolution 

Workbench (Barbu and Mitkov, 2001), an environment 
which allows several anaphora resolution methods to be 
run using the same preprocessing tools and to evaluate 
them if annotated data is available. In this paper, we used 
only the three knowledge-poor methods and three 
baselines included in the Anaphora Resolution 
Workbench (ARW). These methods are: 
– K&B: Kennedy and Boguraev (1996) tries to build 

coreference equivalence classes on the basis of 10 
different factors 

– COGNIAC : CogNiac (Baldwin, 1997) is based on a 
set of high confidence factors which are used to 
determine the antecedent of a pronoun 

– MARS: Mitkov' approach (Mitkov, 1998) is a robust 
anaphora resolution method which is based on a set of 
boosting and impeding indicators to select the 
antecedent 

– BLAST: baseline method which selects the closest 
candidate 



– BRAND: baseline method which randomly selects the 
antecedent from the list of candidates 

– BLASUB: baseline method which selects the most 
recent subject as the antecedent  

 
In addition to using the Anaphora Resolution 

Workbench as a resolver, it was also used to evaluate the 
methods and extract statistics about the files. Because this 
facility can be used only when annotated files are 
available, the evaluation was performed on the annotated 
subcorpus. The results of the different methods are 
presented in Table 3. 

As can be seen in Table 3, the results are quite low, but 
not much lower than the ones reported in Barbu and 
Mitkov (2001) on a completely different corpus. The best 
performing method is MARS, the difference between it 
and the second best (K&B) being statistically significant. 
High results are obtained using the most recent candidate 
and very poor results are achieved by COGNIAC.  

In the light of these results it is expected that by 
boosting the frequencies of the antecedents determined by 
MARS, the results improve more than when using a 
different method. 

4.3. Evaluation 
In order to find out how the results of the anaphora 

resolvers influence the automatic extracts, we produced 
summaries with and without boosting the frequency 
counts of the words referred to by pronouns. For each 
anaphora resolver, we produced a different summary. In 
addition, the annotated corpus was used to extract perfect 
input which was then fed into the summarisation method.  

The quality of an automatic extract was assessed by 
computing the similarity between the human produced and 
the automatic extract as proposed in Donaway, Drummey, 
and Mather (2000). The value for similarity cannot be 
directly used to indicate how much information is present 
in a summary, but is can be used to compare the results of 
several summarisation methods. 

For each text 2%, 3%, 5% and 10% summaries were 
produced in order to see if there are noticeable 
differences. The results of the experiment are presented in 
Table 4. The first column of the table contains the 
compression rate used to produce the summary. The 
second one indicates the anaphora resolution method used 
to determine the antecedent for pronouns. The 
abbreviations used are the ones introduced in Section 4.2. 
In addition, No AR and PERFECT indicates when no 
anaphora resolution is used and when perfect resolution is 

fed into the system respectively. The values in the table 
represent the average similarity scores for the summaries. 
The bold values indicate the maximum obtained for an 
experiment.  

As can be seen in Table 4, the results obtained using 
different settings are very similar, in some cases there are 
no differences at all. One interesting result is that perfect 
input to the system does not lead to the best summary in 
all cases as we expected. Of the 8 sets of results which 
included PERFECT input, the best result was obtained for 
this input in only 4 cases; in two of the case jointly with 
other types of input. Moreover, for 2% TF*IDF the 
PERFECT input leads to the worst performance.  

As pointed out in the previous section, given that the 
most accurate anaphora resolution method proved to be 
MARS, we expected to obtain good results when it is used 
to boost the frequency scores. Table 4 shows that this is 
the case, in 6 sets out of 16 these results are the best. 
However, BRAND, a method which proved quite poor, is 
also the best method in 6 cases, casting some doubts on 
the usefulness of pronominal anaphora resolution for 
automatic text extraction. 

Examination of Table 4 shows that the results are quite 
consistent. For TF*IDF summaries, in all 4 types of 
summary there is an anaphora resolution method which 
leads to the best summary for both sub-corpora.4 For the 
term frequency summaries this consistency can be 
observed only in 2 cases. 

5. Discussion and conclusions 
In this paper we investigated how pronouns can 

influence automatic summarisation from several different 
angles. We started by analysing the characteristics of the 
pronouns used in scientific texts. Even though the relative 
frequency of pronouns found in our corpus is less than 
half of their frequency in a general written corpus, the 
percentage of non-referential pronouns is more-or-less the 
same. However, the identification of these pronouns 
proved much easier than in a general corpus, the 
automatic method employed performing 14% better on 
our corpus. In light of this, we can conclude that an 
identifier for the non-referential pronouns could be safely 
included in a summarisation system.  

                                                      
4 An exception is the 3% summary where the best result for the 
annotated corpus is obtained with perfect input. However, this 
input is not available for the unannotated corpus. The second 
best result for the annotated corpus is obtained for MARS. 

 No pron. K&B MARS Cogniac BLAST BRAND BLASUB 
Text 1 68 0.43 0.50 0.03 0.27 0.20 0.12 
Text 2 74 0.46 0.55 0.07 0.33 0.21 0.06 
Text 3 52 0.33 0.40 0.10 0.40 0.23 0.06 
Text 4 74 0.50 0.49 0.13 0.49 0.22 0.13 
Text 5 151 0.54 0.51 0.10 0.30 0.23 0.09 
Text 6 231 0.52 0.47 0.07 0.34 0.17 0.11 
Text 7 60 0.40 0.59 0.07 0.37 0.18 0 
Text 8 40 0.30 0.33 0.06 0.23 0.13 0.13 
Text 9 138 0.52 0.56 0.06 0.29 0.23 0.06 
Total 888 0.44 0.48 0.07 0.33 0.20 0.08 

Table 3: The results of different anaphora resolvers 



Analysis of the distance between referential pronouns 
and their antecedents showed that only a third of them 
have the antecedent in the same sentence. Most of the 
antecedents occur in the previous sentence which means 
that in order to avoid dangling anaphors the previous 
sentence should also be included in the extract. The 
alternative is to resolve the anaphoric expressions and to 
replace them with their antecedent. Unfortunately, at 
present this is not a viable alternative because of the poor 
performance of anaphora resolvers. Evaluation of six 
different approaches for anaphora resolution showed that 
the best result is below 50%. 

The poor performance of the anaphora resolvers seems 
to also influence the experiment where we try to 
determine if better frequency counts are obtained when 
incrementing the scores of the anaphoric expressions’ 
antecedents. However, in this case the results are more 
difficult to interpret due to the closeness of the values 

obtained and the lack of obvious patterns. The fact that 
perfect input does not lead to improvements and that the 
cases when the anaphoric relations are ignored are not 
necessarily worse than some experiments where they are 
taken into account suggests that pronominal anaphora 
resolution has little influence on the process of identifying 
the important words in a texts and, as a result, on the 
process of term-based summarisation.  

Even though the experiments were carried out on long 
texts with quite a large number of pronouns, the fact that 
only 29 texts were used could pose some questions 
regarding the generality of the conclusions. In the future, 
we intend to extend both sub-corpora to learn if these 
findings still hold. Another experiment we plan to carry 
out in the future is to apply the same methodology to a 
different text genre in order to find out the influence of 
genre on the experiments described in this paper. 

TF*IDF Term frequency Compression 
rate 

Anaphora resolution 
method Annotated Not annotated Annotated Not annotated 

No AR 0.3548 0.3788 0.2763 0.3646 
K&B 0.3548 0.3828 0.2763 0.3637 
COGNIAC 0.3398 0.3777 0.2763 0.3638 
MARS 0.3548 0.3832 0.2763 0.3632 
BLAST 0.3548 0.3809 0.2763 0.3651 
BRAND 0.3575 0.3836 0.2763 0.3638 
BLASTSUBJ 0.3548 0.3813 0.2763 0.3646 

2% 

PERFECT 0.3399 - 0.2763 - 

No AR 0.4072 0.4233 0.3030 0.3944 
K&B 0.4072 0.4231 0.3052 0.3944 
COGNIAC 0.4095 0.4242 0.3030 0.3944 
MARS 0.4095 0.4258 0.3044 0.3944 
BLAST 0.4071 0.4254 0.3030 0.3944 
BRAND 0.4071 0.4240 0.3030 0.3944 
BLASTSUBJ 0.4095 0.4248 0.3015 0.3944 

3% 

PERFECT 0.4123 - 0.3066 - 

No AR 0.4744 0.4701 0.3493 0.4367 
K&B 0.4744 0.4700 0.3494 0.4379 
COGNIAC 0.4713 0.4705 0.3480 0.4305 
MARS 0.4744 0.4708 0.3497 0.4300 
BLAST 0.4733 0.4703 0.3500 0.4319 
BRAND 0.4701 0.4703 0.3469 0.4381 
BLASTSUBJ 0.4744 0.4695 0.3473 0.4317 

5% 

PERFECT 0.4744 - 0.3482 - 

No AR 0.4905 0.4917 0.4459 0.4615 
K&B 0.4924 0.4929 0.4478 0.4612 
COGNIAC 0.4924 0.4929 0.4459 0.4613 
MARS 0.4921 0.4935 0.4480 0.4604 
BLAST 0.4898 0.4923 0.4459 0.4628 
BRAND 0.4934 0.4934 0.4468 0.4650 
BLASTSUBJ 0.4944 0.4945 0.4465 0.4604 

10% 

PERFECT 0.4917 - 0.4460 - 

Table 4: The influence of anaphora resolution on text summarisation 
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