
Enhancing Preference-Based AnaphoraResolution with Genetic AlgorithmsConstantin Or�asan, Richard Evans, and Ruslan MitkovSchool of Humanities, Languages and Social Sciences,University of Wolverhampton,Sta�ord Street,Wolverhampton,WV1 1SB.UK.fin6093, in6087, r.mitkovg@wlv.ac.ukhttp://www.wlv.ac.uk/sles/compling/Abstract. The paper argues that a promising way to improve the suc-cess rate of preference-based anaphora resolution algorithms is the useof machine learning. The paper outlines MARS - a program for auto-matic resolution of pronominal anaphors and describes an experimentwhich we have conducted to optimise the success rate of MARS with thehelp of a genetic algorithm. After the optimisation we noted an improve-ment up to 8% for some �les. The results obtained after optimisation arediscussed.1 IntroductionAnaphors are words or groups of words which point back to preceding words,groups of words or larger fragments of text called antecedents and which takethe meaning of the antecedents for their own. Anaphora resolution is the taskof tracking down the antecedent of a speci�c anaphor.1 The resolution rulesbased on di�erent sources of knowledge and used in the resolution process (andwhich constitute the anaphora resolution algorithm) can be preferential givingmore preference to certain candidates over others, such as salience (center ofattention), parallelism or proximity. Alternatively, rules can be eliminating i.e.discarding certain noun phrases from the set of possible candidates, such as in thecase of gender and number constraints, c-command constraints and selectionalrestrictions. The preference-based strategies which compute the antecedent froma set of candidates on the basis of various preferences have been particularlypopular in recent years.In [6], Mitkov (1998) described a knowledge-poor preference-based approach2to anaphora resolution (the current implementation of which will be referred to1 In NLP the best understood and investigated task is the resolution of nominalanaphors (anaphoric pronouns and noun phrases) whose antecedents are NPs. Ourproject addresses the automatic resolution of pronominal anaphors.2 We term the preferences used in our algorithm `antecedent indicators'.



as MARS) and reported its high success rate in a restricted genre. The evaluationof that approach was carried out as the algorithm was applied to texts manuallyannotated with the correct marking of the lexical categories of words and NPboundaries. Therefore, the evaluation addressed the accuracy of the resolutionalgorithm and did not take into account possible pre-processing errors.Our project deals with fully automatic pronoun resolution whose antecedentsare NPs. We do not rely on any pre-processed corpora, (manual) selection ofanaphors whose antecedents are NPs only, or preliminary (manual) �ltering ofinstances which are di�cult to resolve - as is often done with implemented sys-tems.Given the limitations of pre-processing and the drop in performance thatinevitably results, ways of improving the accuracy of anaphora resolution sys-tems should be sought. One important factor is to use, if possible, high-qualitypre-processing tools. We have chosen for MARS one of the best available \super-taggers" in English - Conexor's FDG Parser [7]. This super-tagger provides infor-mation on the dependency relations between words which allows the extractionof complex NPs. It also gives morphological information and the syntactic rolesof words.For preference-based algorithms, in addition to the traditional intuitive andcorpus-based amendments of the preferences employed and their numerical val-ues, one more promising way of improving the accuracy is to make use of geneticalgorithms for optimisation.This paper discusses the experiment we embarked upon to improve the per-formance of the fully automatic anaphora resolution performed by MARS. Itwill be shown that optimising preference-based anaphora resolution algorithmswith genetic algorithms will improve the success rate.The paper is structured as follows. Section 2 presents the original statementof our anaphora resolution algorithm. In section 3 we show that this algorithmcan be improved and optimised by adding new indicators and by using a geneticalgorithm to �nd the optimal set of values for indicator outcomes. In sections 4and 5 we present our evaluation and conclusions.2 MARS: The Pronoun Resolution Algorithm[6] was proposed for resolving anaphors in the domain of technical manuals. Itis a three step process which requires accurate identi�cation of pronouns andpreceding NPs in a window of two sentences prior to each pronoun. Consideredby some researchers to be a straightforward task, the identi�cation of NPs canbe problematic due to the occurrence of complex embedded constituents andprepositional phrase attachment ambiguity. For this reason, that task is quiteerror-prone. In section 4, we show that this imposes limits on the maximumpossible success rate of our system. In some cases, the correct antecedent is notconsidered as a possible candidate.



In step one, an agreement �lter is applied so that no NP may be considereda suitable candidate for antecedent of a pronoun if it does not agree with thepronoun in terms of number and gender.In step two, a set of boosting and impeding indicators are applied to eachcandidate NP. The boosting ones apply a positive score to a NP, reecting apositive likelihood that it is the antecedent of the current pronoun. In contrast,the impeding indicators apply a negative score to a NP, reecting a lack ofcon�dence that it is the antecedent of the current pronoun. In this paper, we willrefer to the di�erent scores applied by an indicator to a pronoun's candidatesas indicator outcome values. It should be noted that steps one and two havenot been implemented with perfect accuracy and there are several di�erencesbetween this original statement of the algorithm and MARS itself.For the English language, the boosting indicators are:{ First Noun Phrases (FNP): A score of +1 is assigned to the �rst NP in asentence.{ Indicating Verbs (IV): A score of +1 is assigned to those NPs immediatelyfollowing a verb which is a member of a prede�ned set.{ Indicating Noun Phrases (IN): A score of +1 is assigned to those NPs thatfollow a verb where the head of the NP preceding the verb is a member ofthe set fchapter, section, table, ...g.{ Lexical Reiteration (Rei): A score of +2 is assigned to those NPs repeatedtwice or more in the paragraph in which the pronoun appears, a score of +1is assigned to those NPs repeated once in that paragraph.{ Section Heading Preference (SH): A score of +1 is assigned to those NPsthat also occur in the heading of the section in which the pronoun appears.{ Collocation Pattern Preference (CPP): A score of +2 is assigned to thoseNPs that have an identical collocation pattern to the pronoun.{ Immediate Reference (IR): A score of +2 is assigned to those NPs appearingin constructions of the form \... (You) V1 NP ... con (you) V2 it (con (you)V3 it)" where con � fafter, and, before, or, ...g.{ Sequential Instructions (SI): A score of +2 is applied to NPs in the NP1position of constructions of the form: \To V1 NP1, V2 NP2. (sentence). ToV3 it, V4 NP4".{ Term Preference (TP): A score of +1 is applied to those NPs identi�ed asrepresenting terms in the genre of the text.The impeding indicators are:{ De�niteness (Def): Inde�nite NPs are assigned a score of -1.{ Non-prepositional Noun Phrases (NPN): NPs appearing in prepositionalphrases are assigned a score of -1.One indicator, Referential Distance (RD), may impede or boost a candidate'schances of being selected as the antecedent of a pronoun depending on that NP'sdistance in terms of clause and sentence boundaries from the pronoun. NPs in theprevious clause to the pronoun are assigned a score of +2, those in the previous



sentence to the pronoun are assigned a score of +1, those in the sentence priorto that are assigned a score of 0 and more distant candidates are assigned a scoreof -1.In step three, the total score of each candidate is computed by adding thescores of each of its indicators and the candidate with the highest score is selectedas the antecedent of the current pronoun. When a number of candidates jointlyhave the highest score, a number of heuristics are applied to distinguish one asthe antecedent. In future work, we intend to further examine the operations andordering of these heuristics. A more detailed description of each stage of theapproach is provided in [6].3 Improvement and OptimisationIn this section we show how we can improve and optimise the performance of themethod described previously. One way of improving it was to change the existingindicators and propose new ones, presented in the next subsection. Another wayof improving the system is by recognising non-nominal it. (see section 3.2 or [2]which appears in this volume, for a more detailed account).All the scores for the indicator outcomes were determined by observation ofthe characteristics of texts from the domain of technical manuals. In section 3.3,we propose an automatic method for �nding the optimal set of scores.3.1 Addition of New IndicatorsThe new indicators that we proposed are:{ Penalise Pronoun (PP): Given that previous pronouns may enter the list ofcandidates of the current pronoun, we found it useful to impede their chancesof being marked as the antecedents of that pronoun. The consideration ofpronouns serves simply as an occasional bridge from the current pronounto candidates that lie beyond the edge of the 2 prior sentences consideredby the algorithm. In the rare cases when one pronoun is marked to be theantecedent of another, the antecedent of that pronoun is put forward as thetrue antecedent.{ Syntactic Parallelism (SP): The preprocessing software (FDG-Parser, [7])used by MARS also provides the syntactic role of the NP complements ofthe verbs. This indicator increases the chances that a NP with the samesyntactic role as the current pronoun will be its antecedent.3.2 Identi�cation of Non-nominal It for Anaphora ResolutionA separate program was implemented to identify only those instances of the pro-noun it that were linked anaphorically to NPs in the text. This was accomplishedby recognising and �ltering out pleonastic, idiomatic, cataphoric, pro-action [3],clause referential and discourse segment referential uses of the pronoun. By in-corporating this program it is expected that the system's overall performance



will increase given that it does not attempt to resolve pronouns which are notanaphoric.3.3 Optimisation Using a Genetic AlgorithmAs we mentioned in section 2, the score of a candidate is computed by addingthe scores of each of its indicators. Therefore, we can represent the algorithm asa function with 14 parameters, each being one of the indicators:scorek = i=14Xi=1 xki (1)where, scorek is the score of the candidate k and xki is the score given by theindicator i for the candidate k. This formula suggests that one way of improvingthe results of the anaphora resolution system is to �nd the set of indicatoroutcome values for which the score is maximum for the antecedents and lowerfor the rest of the candidates. The current literature identi�es three main typesof traditional search methods: calculus-based, enumerative and random. Thecalculus-based search methods have extensively been studied and try to �ndlocal extrema. These methods are not very successful in cases where the searchspace is very noisy because the methods tend to stop in local extrema insteadof �nding the global one. The enumerative methods try to evaluate the functionwhich is to be optimised for every point in the search space. The method is verysimple, but impossible to implement for large search spaces. Random searcheshave to be discounted for the same reasons as enumerative search. An alternativesolution is o�ered by genetic algorithms, search methods developed in the �eldof arti�cial intelligence.Genetic algorithms (GA) are search algorithms that imitate the principles ofnatural evolution as a method to solve parameter optimisation problems wherethe problem space is large, complex and contains possible di�culties like highdimensionality and noise. First proposed by [4], they mimic reproduction andselection of natural populations to achieve e�cient and robust optimisation.These algorithms can be viewed as a mathematical representation of Darwin'sobservations and of the recent synthesis in the theory of evolution. One of themost important aspects of the GA is robustness, meaning a good balance betweenthe exploration of new regions in the solution space and exploitation of thosegood regions that have already been discovered.The genetic algorithm maintains a population of candidate solutions to a�tness function represented in the form of chromosomes. The chromosomes arestrings de�ned over some alphabet that encode the properties of the individualand are speci�c to each problem. The most widely used codi�cation is the binarycodi�cation where the alphabet consists only of 0 and 1.The algorithm starts with a randomly generated population and with eachiteration, using selection, crossover and mutation a new population is created.The algorithm may be terminated when a satisfying solution has been obtainedor after a prede�ned number of generations.



Table 1. The characteristics of the texts used for evaluationText #Words #Anaphoricpronouns #Non-nominal it Classi�cation ac-curacy for itACC 9753 158 23 80.15%CDR 10453 83 7 89.28%BEO 7493 67 25 77.36%MAC 15131 148 17 89.65%PSW 6475 77 2 96.61%WIN 2882 51 3 -Total 52187 484 77 -Given that in our case it is necessary to determine the set of indicator out-come values which maximises the success rate of our anaphora resolution system,we tried a number of optimisation techniques including memory-based learningand the perceptron method, both of which performed poorly with success rateslower than the base. We found GA to be more suitable.In our case the �tness function, F(X), is the number of anaphors correctlyresolved by MARS when the original indicator outcome values are replaced bythose generated by the GA. F (X) = Xp2Pron �(X; p) (2)where �(X; p) is 1 if the system selects the correct candidate as an antecedent forthe pronoun p, using the set of indicators outcome values X and 0 otherwise. Ouraim is to �nd the set of outcome values for which this function is maximised. Eachchromosome, representing a set of indicators, is a string of 31 real numbers, eachvalue representing the outcome of an indicator application and the alphabetis the set of real numbers. We start the process with a randomly generatedpopulation in the interval [-3, 3], but we noticed after optimisation that thevalues obtained are in the interval [-1, 1]. For selection we used the proportionalroulette wheel method, where each chromosome has a chance to be selectedaccording to its �tness. On the selected set of chromosomes we apply crossoverand mutation operators. We found the best results are obtained using immediaterecombination and uniform mutation [1].4 EvaluationMARS was evaluated with respect to 6 technical manuals, with the character-istics shown in table 1. The correct classi�cation of it as anaphoric or non-anaphoric imposes some limits on the success rate of the system. The accuracyof this classi�cation is presented in the �nal column of the table.



4.1 Evaluation Measures and Analysis of the Indicators{ Success Rate: the ratio of the total number of anaphoric pronouns success-fully resolved by MARS and the total number of pronouns in the text iden-ti�ed as being anaphoric by the system.{ Relative Importance: This measure shows how much the system's perfor-mance is degraded when an indicator is removed from the algorithm. It isde�ned as the ratio of the normal success rate - the success rate obtained ifa speci�c indicator is removed to the normal success rate.Tables 2 and 3 present the Relative Importance of each indicator for each�le, both before and after optimisation. Negative values in the table reect thefact that in some cases, removing one of the indicators actually improves theperformance of MARS. Inspection of the non-optimised table shows that themost important indicators are RD and PP in most of the cases. The �ndingthat referential distance makes a very great relative contribution coincides withthat reported in [5]. For the WIN, ACC, BEO and CDR �les, FNP is alsoan important indicator. In all cases, the importance of IV, IN, SI and CPP isnegligible. One reason for this might be the characteristics of the texts usedfor evaluation. Those indicators all look for very speci�c patterns which do notappear in our texts. A similar observation can be made for the optimised versionof the algorithm, but the importance of RD, PP and FNP decreases slightlyand the importance of less important indicators increases. Therefore, we canargue that the genetic algorithm makes use of all the indicators proposed bythe original method. This is very important, demonstrating that as long theindicators do not contradict each other, more indicators can better select theantecedent.We carried out a very thorough evaluation on our six �les. In addition wemerged 2 di�erent �les, PSW and MAC, to see the behaviour of the optimisationon �les by 2 di�erent authors. The results of this evaluation are summarised intable 4.On this table, the MARS column presents the success rate of both the op-timised and non-optimised versions when it is run in its full version (Default)and a version in which non-nominal it has been identi�ed (w/o it). The MAXcolumn shows the upper-bound for the success rate. There are two columns inthe table because it is possible to have two ways to consider that an anaphorhas been correctly resolved. The column Sct represents the maximum possiblesuccess rate if partial matching is not permitted during the evaluation. As can beseen, this �gure does not exceed 91%. Cases where only a part of the antecedentwas identi�ed as the correct antecedent were considered successfully resolved,provided the identi�ed part included the head of the NP. In this way, the maxi-mum possible success rate increased to 97%, as shown in the Ptl column of thesame table. Two baseline models, presented in the Baseline column, were evalu-ated, one in which the most recent candidate was selected as the antecedent andone in which a candidate was selected at random. The success rates are reportedhere.



Table 2. Relative Importance of the set of indicators for di�erent texts (non-optimisedversion) Inds PSW MAC WIN ACC BEO CDRDef 5.26% 5.9% 7.04% 4.61% 2.94% 9.25%FNP 3.5% 0.99% 13.04% 12.30% 14.70% 11.11%IV 0% 0% 0% 0% 0% 0%IN 0% 0% 0% 0% 0% 0%Rei -3.5% 1.98% -13.04% 0% -14.70% 11.11%SH 0% -2.97% 0% 3.07% 0% 5.55%NPN -1.75% -6.93% 4.34% 7.69% 8.82% 0%CPP 0% 1.98% 0% -3.07% 0% 0%IR 0% 5.9% 13.04% 1.53% 5.88% 3.70%SI 0% 0% 0% 0% 0% 0%RD 19.26% 10.89% 30.43% 15.38% 14.70% 1.85%TP 5.26% -1.98% 4.34% -9.23% 2.94% 1.85%SP 0% 0% 0% 0% -2.94% 1.85%PP 10.52% 14.85% 30.43% 8.47% 0% 12.96%In Table 4, it is noticeable that in all the cases when the genetic algorithmwas used the success rate of the system increased. The greatest increase was inthe case of the PSW �le, by almost 8%. This result was expected since PSWwas one of the �les used for developing the original heuristics.Initially we considered imposing some constraints for the indicator outcomevalues to make sure that they behave as they were proposed (impeding or boost-ing). This can be done by adding another term to the �tness function whichpenalises it whenever the indicator outcome values do not behave as expected.In the end we decided not to implement this, but to proceed with the GA re-gardless and to examine whether or not the indicators behave in the manneroriginally proposed.

Fig. 1. The normalised indicator outcome values for ACC �le



Table 3. Relative Importance of the set of indicators for di�erent texts (optimisedversion) Inds PSW MAC WIN ACC BEO CDRDef 4.76% 6.4% 3.44% -5.55% 0% -3.38%FNP 1.58% 3.6% 0% 1.38% 7.14% 3.38%IV 3.17% 0% 3.44% -2.77% -2.38% 1.69%IN 3.17% -0.91% -3.44% -5.55% 0% 3.38%Rei 1.5% -1.8% 0% 2.77% -2.38% 3.38%SH 3.17% -1.8% -3.44% 0% 4.76% 3.38%NPN 3.17% -0.91% 0% 0% -2.38% 5.08%CPP 3.13% 0.91% 0% 0% -2.38% 0%IR 4.76% 1.83% 0% -1.38% 7.14% 1.69%SI 4.76% 1.83% 3.44% -2.77% 0% 3.38%RD 14.28% 9.17% 20.68% 4.10% 16.66% 8.47%TP 1.50% -2.75% 10.34% -6.94% 2.38% 1.69%SP 4.76% -1.80% 3.44% -2.77% -2.38% 1.69%PP 6.34% 5.5% 20.68% -1.38% 4.76% 8.47%Table 4. The results of our experimentMARS MAX BaselineNon-optimised OptimisedFiles Default w/o it Default w/o it Sct Ptl Recent RandomPSW 72.15 72.00 79.74 80.00 90.91 96.10 12.65 21.51MAC 61.21 65.33 66.06 70.00 85.13 95.27 23.63 26.06WIN 45.09 - 56.86 - 82.35 88.23 7.84 21.56ACC 36.11 38.80 40.00 41.87 77.85 90.51 17.77 20.00CDR 59.34 62.20 64.83 68.30 72.29 91.57 16.48 20.87BEO 36.55 44.20 45.16 53.20 85.07 97.01 9.10 18.27PSW+MAC 64.75 67.60 68.44 71.10 87.05 95.54 20.08 27.86We investigated the characteristics of the indicator outcome values after theoptimisation and to this end we designed a program which takes these values,normalises them and then displays their histogram. The results for two �lesare presented in �gures 1 and 2 which enable us to compare di�erent indicatoroutcome values and look for patterns. Our investigation led to interesting results.In particular, the behaviour of the RD indicator was di�erent from what weexpected. In the original method the scores for referential distance are +2 forthe candidates in the same sentence, +1 for the ones in the previous sentence,0 for candidates situated two sentences further back and -1 for more distantcandidates. The optimised algorithm proposed other preferences based on theevaluation �les. In all of the cases but one, the candidates which are in thesame sentence get the highest score (the exception being the �le CDR where thehighest score was given to candidates which are 3 or more sentences away). More



Fig. 2. The normalised indicator outcome values for MAC �leTable 5. The results of cross-evaluationText PSW MAC WIN ACC CDR BEOIndicators from PSW 79.75 62.42 49.02 36.11 60.44 39.78Indicators from MAC 67.09 66.06 50.98 31.11 52.75 38.71Indicators from WIN 70.89 59.39 56.86 35.00 53.85 39.78Indicators from ACC 68.35 63.64 39.22 40.00 58.24 39.63Indicators from CDR 67.09 63.03 27.45 36.11 64.84 36.56Indicators from BEO 77.22 61.82 49.02 36.11 52.75 45.16interestingly, in all the studied cases but one (the CDR �le), the second highestscore was always proposed for the candidate which was 3 or more sentencesaway. Finally, the results suggested that in some cases the candidates whichwere 2 sentences away should get a better score than the ones which are onlyone sentence away. These results point to the fact that unless a very large amountof statistically representative data is analysed, it is di�cult to form a conclusiveopinion as to the role of referential distance.The behaviour of some of the other indicators did not coincide fully with ourexpectations either. However, most of these deviations did not seem to have asigni�cant impact and were probably caused by noise in the training data.Given that the values of the indicator outcomes are real numbers and notintegers as proposed in the original method, the cases in which a tie between twocandidates with the same aggregate �nal score are rare. Therefore we replacedthe �nal tie-breaking heuristics with selection of the most recent high scoringcandidate.Having used the GA to obtain the optimal sets of indicator outcome values,we applied the values from data on one text to a di�erent text, in the hopethat the optimisation was more generally useful. We show the results of cross-evaluation in table 5. In 50% of the cases, applying the optimal indicator outcomevalues from one �le induces a success rate greater than the base algorithm foranother �le.



5 ConclusionsIn this paper we showed how the results of a pronominal anaphora resolutionmethod can be improved using genetic algorithms. The genetic algorithm viewsthe resolution algorithm as a function depending on 14 parameters, which arethe indicators proposed by the method. Using common operators from the �eldof genetic algorithms (selection, mutation and crossover), we obtained sets ofindicator outcome values which optimise the performance of the algorithm. Wefound that the optimal set of indicator outcome values is di�erent for every textand that in most of the cases the optimal set produced better results than theoriginal method.The analysis of the optimal set of indicator outcome values showed that thebehaviour of some of the indicators did not fully coincide with our expectations.More evaluation will be needed to reach more conclusive results on the role andimpact of each indicator.The original method was also tested for languages other than English [6].Therefore, it would be interesting to see if the genetic algorithms will improvethe success rates of the non-English versions of MARS too.References1. Dumitrescu, D., Lazzerini, B., Jain, L. and Dumitrescu, A. (forthcoming) Evolu-tionary Computation, CRC Press2. Evans, R. (2000) A Comparison of Rule-Based and Machine Learning Methodsfor Identifying Non-nominal It, in Proceedings of NLP 2000 Conference, Patras,Greece.3. Hirst, G. (1981) Anaphora in Natural Language Understanding, Springer Verlag,Germany4. Holland, J.H. (1975) Adaptation in Natural and Arti�cial Systems, University ofMichigan Press, US.5. Lappin, S. and Leass, H.J. (1994) An Algorithm for Pronominal Anaphora Reso-lution, in Computational Linguistics Volume 20, Number 46. Mitkov, R., Belguith, L. and Stys, M. (1998) Multilingual Robust Anaphora Reso-lution, in Proceedings of The Third International Conference on Empirical Methodsin Natural Language Processing, Granada, Spain.7. Tapanainen, P. and J�arvinen, T. (1997) A Non-Projective Dependency Parser, inThe Proceedings of The 5th Conference of Applied Natural Language Processing,pages 64-71, ACL, US.


