
A hybrid method for clause splitting in unrestricted English texts

Constantin Or˘asan
School of Humanities, Languages and Social Sciences

University of Wolverhampton
Email: in6093@wlv.ac.uk

Abstract

It is important to know the structure of the sentence for
many NLP tasks. In this paper we propose a hybrid method
for clause splitting in unrestricted English texts which re-
quires less human work than existing approaches. The
results of a machine learning algorithm, trained on an an-
notated corpus, are processed by a shallow rule-based mod-
ule in order to improve the accuracy of the method. The
evaluation of the results showed that the machine learn-
ing algorithm is useful for identification of clause’s bound-
aries and the rule-based module improves the results. Using
some very simple rules we can report precision of around
88%.

1 Introduction

For many tasks within NLP it is important to know, at
least at a shallow level, the structure of the sentence. Full
syntactic analysis of a sentence is difficult to obtain and
there are few programs capable of achieving good results for
unrestricted texts. This paper attempts to present a method
for splitting a complex sentence into clauses as a first step
in obtaining the sentence structure and combines a machine
learning technique with hand written rules.

The segmentation of complex sentences into clauses
is important for various tasks such as machine transla-
tion, aligning parallel texts, text-to-speech systems and dis-
course processing, but has been surprisingly neglected by
researchers. Early work in the field of clause splitting in-
cludes [4] where two experiments are described for finding
the basic clauses in unrestricted English texts using in the
first case a rule-based approach, and in the second a stochas-
tic method. The system was designed to improve AT&T’s
text-to-speech system because, according to its author, the
text sounds more natural if the final lengthening, bound-
ary tones and pauses are inserted at clause boundaries. The
results are surprisingly good for both experiments, but they
are able only to identify a particular type of clause called a

basic clausein the article, one of its shortcomings being that
it fails to include embedded clauses. According to the paper,
the results are between 95-99% depending upon the criteria
of correctness used. The author points out that the results
obtained with the stochastic method are marginally better,
but the errors are due to both over-recognising and under-
recognising clauses, while the finitary approach errors are
systematically due to under-recognition.

A more recent system is the one presented in [8] where
the system is used as a preprocessing step for bilingual
alignment of parallel texts. The method adopted in this case
is surface oriented and stepwise, and consists of preprocess-
ing, tagging, clause marker tagging and partial parsing mod-
ules. A hand-crafted set of rules is used in order to find
the clause boundaries. The system was designed for unre-
stricted English texts, but in the cited paper the evaluation is
available only for ten regulations of the CELEX database,
containing 562 clauses. The results stand at about 93%.
In this case the rule-based approach is useful because the
errors due to under-recognising clause boundaries, which
are more likely to be made by this kind of method, are re-
covered in sequential modules for alignment.

Another method based on rules is presented in [5] as part
of an English/Portuguese machine translation system. The
main idea of this approach is that the clauses can ultimately
be reduced to a noun, an adjective or an adverb, regard-
less of their length or the number of embedded clauses they
may contain. The results are very good: 98% of the claus-
es are segmented correctly and 95% are correctly classified
as nouns or adverbs. Being part of an automatic transla-
tion system this method is heavily reliant on a large number
of resources such as dictionaries, part-of-speech tagger and
lists of rules for solving ambiguities and marking the clause
boundaries.

Although rule-based methods have proved to be
successful in splitting clauses, they require a large set of
hand-crafted rules, and, therefore, a great deal of human
work. One way of avoiding this problem is to use learning
algorithms to obtain a set of rules.

This paper discusses a hybrid method for clause splitting



which requires less human work than other approaches. The
results of a machine learning algorithm, trained on an anno-
tated corpus, are processed by a shallow rule-based module
in order to improve the accuracy of the method. In our case,
the machine learning algorithm is not used for finding rules,
but for comparing an unseen case with all the instances in
the training set and giving the most likely classification for
it. A full description of the algorithm is presented in section
3.1. In this way, most of the clause boundaries are deter-
mined by the machine learning algorithm and hand-crafted
rules are used only to further enhance the results.

Within this paper, discussion is structured as follows: In
section 2 we define what constitutes for us a clause and the
problems that can arise in identifying clauses in complex
sentences. Section 3 will introduce some notions used with-
in our method, the machine learning algorithm used and the
training corpus and section 4 will present the method pro-
posed. Section 5 contains an evaluation of the method and,
finally, section 6 will present some conclusions and ideas
for future research.

2 What is a clause?

It is difficult to define the notion of a clause predomi-
nantly because different grammar books suggest different
interpretations. In order to define a clause [10] use its rela-
tion within the sentences; an independent clause constitutes
a simple sentence, and more clauses related through subor-
dination or coordination constitute a complex sentence, but
the authors do not give a clear definition of a clause. In this
grammar book the authors make a distinction between:

You can borrow my car if you need it. (1)

which is a complex sentence because the clauseif you
need ithas an adverbial function and

You can borrow the car that belongs to my sister. (2)

which is a simple sentence because the clausethat be-
longs to my sisteris within the direct object. It is thus quite
difficult to use such a definition.

[10] identifies three main structural types of clause:

� finite clause: a clause whose verb is finite

� non-finite clause: a clause whose verb is non-finite

� verbless clause: a clause that does not have a verb el-
ement, but is nevertheless capable of being analysed
into clause elements

As we said a non-finite clause contains a non-finite verb.
Usually, they do not require a subject, but in some cases it
is possible to have one present as in the following example:

The best thing would be / to tell everybody (3)
The best thing would be / for youto tell everybody (4)

In (4) we prefer to analyse it as:

The best thing would be for you / to tell everybody(5)

wherefor youis the sister rather than daughter of the clause.
This analysing scheme is used in the Susanne Corpus, the
corpus we used for training.

A simpler definition for the clause is given in [1]:a
group of words containing a verb. Using this definition we
cannot identify the verbless clauses, a special kind of clause
in which the verb was omitted in order to facilitate com-
munication. The identification of verbless clauses is based
mainly on the understanding of the text, which is far beyond
our purposes.

In some cases syntactic ambiguities make it impossible
for us to decide the structure of a sentence, such as inI
enjoy teachingwhereteachingcan be a noun phrase or a
clause containing only a verb. The valence ambiguity of
some verbs makes more than one structure acceptable as
[5] shows for the verblove.

If you love money / problems show up(6)
If you love money problems / show up(7)
If you love / money problems show up(8)

Another problem appears when a participle occurs after
the verb BE. In this case a choice must be made between
on the one hand analysing the participle as the head of a
subordinate clause, or treating the BE+participle sequence
as a progressive or passive verb on the other. In...[they were
[relieved] [to hear ...]], the wordrelievedcan be replaced
by glad or happy, so we consider it to form a clause, but
depending on context the same sequence can be analysed in
two different ways as shown in (9) and (10).

[The house was [sold]][when I enquired about it]] (9)
[The house was sold last week] (10)

The same problem appears with continuous tenses:

[This is [disturbing], for ...] (11)
[He is disturbing us] (12)

Given that in (9) – (12) semantic information is required
to correctly split the sentence, the proposed method will not
be able to tackle these cases correctly. Instead it will con-
sider all the BE+participle and BE+ing form sequences as
being a verb phrase.

In this section we showed that the task of clause splitting
is not trivial, the main problems being caused by the impos-
sibility of having a clear definition for the clause. In our
approach we decided to use the definition proposed by [1]
due to its simplicity, in this way being able to identify the
clause boundaries using knowledge-poor methods.



3 Background

This section gives some background information regard-
ing our method. In section 3.1 we introduce some notions
about memory based learning and about TiMBL[3], a pro-
gram which implements it. To train these algorithms it is
necessary to have a training set and in our case we chose to
extract this information from the Susanne corpus. Section
3.2 explains our reasons for choosing this corpus.

3.1 Memory based learning

Machine learning techniques have proved to be very
successful for corpora processing. Reasoning is based on
the similarity between new situations and ones present in
the training corpus. In some cases, it is possible to obtain a
list of rules abstracted from the training corpus; for decision
tree learning the results can be if-then rules. In other cas-
es, it is difficult to transform the results of learning into an
intelligible format as in the case with neural networks and
memory-based learning. A detailed explanation of all these
methods can be found in [7].

Memory based learning has proved useful in many NLP
tasks such as in letter-phoneme transliteration and part-of-
speech tagging [2] and PP-attachment [14]. The success of
the method in the case of NP-extracting [13] encouraged us
to try the method for the task of clause splitting.

Another reason for choosing this machine learning algo-
rithm is because it proved to be robust to noisy training data
and is effective when a large set of training data is provided.

Memory-based learning simply stores the training exam-
ples; the generalisation beyond these examples is postponed
until a new instance must be classified. This makes the algo-
rithm fast in the phase of learning, but slow in the phase of
classification, because the new example has to be compared
with all the cases from the training set.

The most basic memory-based learning method is the k-
NEAREST NEIGHBOUR algorithm. It considers that all
the instances correspond to points in an n-dimensional s-
pace, where n is the number of attributes. To classify a new
example means to assign the most frequent category within
the nearest k most similar examples. Usually the distance
used is the overlap metric:

�(X;Y ) =
PN

i=1
Æ(xi; yi);

where Æ(a; b) =

�
1; a = b

0; otherwise

(1)

The results obtained using this metric were poor, so in
order to improve them we used a weighted overlap metric.
In this case the relevance of each feature is computed and
used for weighting their contribution to classifying an un-
seen example. Evaluating the results with different metrics,

we found that the best results are obtained when we use gain
ratio [9].

3.2 The Susanne corpus

The learning algorithm needs quite a large training set
in order to obtain good results. In our case it was neces-
sary to prepare a set which indicates the positions of clause
boundaries in the sentences. This information can be ob-
tained from corpora in which the structure of the sentence
is marked as in the Penn Tree Bank and the Susanne Corpus.

Our choice was the Susanne Corpus [12], a freely avail-
able corpus developed at Oxford University. It contain-
s a subset of Brown Corpus, more precisely 64 files with
about 130000 words from 4 categories: A press reportage;
G belles letters, biography, memories; J scientific and tech-
nical writing; N adventure and Western fiction.

Furthermore, the Susanne Corpus contains a very de-
tailed grammatical annotation scheme. This annotation was
done manually and we noticed a few errors in it, but due to
the robustness of the learning algorithm they do not intro-
duce too much noise into the training set.

Figure 1 displays a small example from the corpus.

As can be observed, the information is organised into
columns. The first one represents a unique reference for
each word indicating the file to which belongs, the sentence
number and its position in the sentence. The second one is a
status field encoding some information about the word. The
tag set used by the Susanne Corpus is derived from Lan-
caster tag set. This information is stored in the third field of
the line. The word and its lemma are in the fourth and fifth
column of the line. The last field contains the information
used by our method. It encodes the grammatical structure
of the sentence using bracketing.

From this detailed annotation scheme we kept only the
information about the clause. We decided to replace the
part-of-speech tags associated with the words with tags gen-
erated by the QTAG [6]. The reason for this was because
this level of encoding cannot be obtained using an automat-
ic tool, so the clause splitter would not work on texts which
are not from the Susanne Corpus.

The Susanne Corpus marks 17 types of clauses: main
clause, subordinate clauses (adverbial, nominal, relative,
comparative etc.), non-finite clauses (present participle
clause, infinitival clause, for-to clause etc.) and verbless
clauses (with clause, special as clause, reduced relative
clause).

In order to process the corpus we converted it to an
SGML format marking only the sentence and clause bound-
aries.



A01:0010b - AT The the [O[S[Nns:s.
A01:0010c - NP1s Fulton Fulton [Nns.
A01:0010d - NNL1cb County county .Nns]
A01:0010e - JJ Grand grand .
A01:0010f - NN1c Jury jury .Nns:s]
A01:0010g - VVDv said say [Vd.Vd]
A01:0010h - NPD1 Friday Friday [Nns:t.Nns:t]
A01:0010i - AT1 an an [Fn:o[Ns:s.
A01:0010j - NN1n investigation investigation .
A01:0020a - IO of of [Po.
A01:0020b - NP1t Atlanta Atlanta [Ns[G[Nns.Nns]
A01:0020c - GG +<apos>s - .G]
A01:0020d - JJ recent recent .
A01:0020e - JJ primary primary .
A01:0020f - NN1n election election .Ns]Po]Ns:s]
A01:0020g - VVDv produced produce [Vd.Vd]
A01:0020h - YIL <ldquo> - .
A01:0020i - ATn +no no [Ns:o.
A01:0020j - NN1u evidence evidence .
A01:0020k - YIR +<rdquo> - .
A01:0020m - CST that that [Fn.
A01:0030a - DDy any any [Np:s.
A01:0030b - NN2 irregularities irregularity .Np:s]
A01:0030c - VVDv took take [Vd.Vd]
A01:0030d - NNL1c place place [Ns:o.Ns:o]Fn]Ns:o]Fn:o]S]
A01:0030e - YF +. - .O]

Figure 1. An example from the Susanne Corpus

4 The method

The method proposed in this section combines machine
learning with rules for improving the results. The chosen
architecture of the system is a pipeline (Figure 2), where
the text is read from the standard input and processed by
different modules, each adding more information to it.

The preprocessing module consists of a sentence split-
ter [11] and a part-of-speech tagger. We decided to use the
sentence splitter because during the evaluation we noticed
an increase of the system performance by about 2% if we
know where the sentence boundaries are. For tagging we
used QTAG [6], a probabilistic tagger. We decided to use
this one because when there is an ambiguity in attaching a
tag to a word it returns all the possible tags sorted according
to their probability. In the case of ambiguities, we thought
to use the first two tags returned by the tagger, but this dou-
bled the time necessary for the machine learning algorithm
to process the data, without obtaining noticeable improve-
ment. If the input text is in SGML format, the preprocessing
module saves the tags attached to words because the rest of
the components cannot process SGML text. When the re-
sult is produced, the tags are added back to the texts.

As we said in section 2, every clause has to contain ex-
actly one verb. The prepare module uses hand-written rules
to identify the verb phrase of the sentences. Using [1] we
designed rules for all important tenses of the English gram-
mar. This information is used for computing the distance
between verb phrases, which we found improves the results
of the machine learning algorithm.

Using the results from the preprocessing module and of
the rules for identification of verb phrases, the text is pre-

sented in columns suitable for the learning algorithm. After
different tests the best results were produced using a three
word window, one on the left side of the clause boundary
and two on the right side and using the following attributes:

W1 T1 W2 T2 W3 T3 BOS/— D1 D2

where:

� W1, W2, W3 are the words from the input text

� T1, T2, T3 are the part-of-speech tags attached by
QTAG to words

� BOS/— marks if a new sentence starts before the sec-
ond word. During the tests we noticed better results if
we have this information

� D1, D2 represents the distance from the previous verb
phrase toW2, and fromW2 to the next verb phrase

The final module, postprocessing, works at sentence
level applying rules to improve the results from the classi-
fication algorithm. For this reason at this step the sentence
boundaries are very important. During the evaluation of the
learning algorithm’s results we noticed a few errors which
could be resolved using simple rules such as rules for iden-
tifying complex predicates, enumeration and the subject of
the clause if it is a finite clause. All these rules use sur-
face clues and rely on the results from the machine learning
algorithm.

In a first step we apply two different types of rules. The
first one removes the boundaries marked wrongly by the
learning, referred in the text as the false positives. Some-
times this error appears inside of the verb phrase, because
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Figure 2. The system’s architecture

of noise in the training data. In this case the rules which
identify the verb phrase make sure that there is no clause
boundary inside of them.

The second type of rule is for correcting the false nega-
tives, boundaries which were missed by the learning algo-
rithm. One of the most frequent errors which appear in the
results of the machine learning algorithm are when between
two verb phrases there is no clause boundary. As we point-
ed out in section 2, every clause has exactly one verb. In
the cases when between two verb phases there is no clause
boundary we apply different heuristics for finding the cor-
rect place for it. We start from the second verb phrase and
move the boundary to the left till the first appropriate place
is found. For non-finite verb phrases, if the previous word
is not a conjunction then the boundary is just before it. In
the rest of the cases we mark the boundary before the con-
junction. The cases where the second verb phrase is finite
one, so it needs a subject, are more difficult. The subject is
identified by searching immediately before the verb phrase
for one of the following structures.

� the + [adj] +noun

� personal pronoun

� proper noun

� noun preceded by a determiner

If any of these structures is found then the subject is consid-
ered identified and the boundary is marked before the sub-
ject. In cases where the subject is preceded by a conjunction
it is also included in the clause.

The classification algorithm indicates whether there is a
clause boundary before a word in the input text, but it does
not give any information about the type of boundary (if it
marks the beginning or the end of the clause) and how to
pair them in order to mark the limits of the clause. For
this we use a rule-based approach and it constitutes the sec-
ond step of the rule-based module. After the verb has been
identified, rules search to the left and to the right of it until
the clause boundaries are reached.

For finite clauses we have to make sure that they have
a subject. In some cases, when there are embedded claus-
es, the left boundary is reached, before a word or group of
words which can be the subject of the clause are found. In
this case the search for the subject is continued to the left
until a word or group of words which can be subject and do
not belong to any clause are found. If the subject cannot be

found in this way, the nearest word or group of words from
the previous clause are selected as subject. The rules for
deciding if a word or a group of words can be a subject are
exactly the same as mention before. It should be empha-
sised that our purpose is not to find the subject, but to make
sure that the clause has one.

5 Evaluation

We did not have another corpus to evaluate the proposed
method, so we used the ten-fold cross-validation method.
We randomly split the whole corpus in ten disjoint parts and
we used nine for training and one for evaluation. We repeat-
ed the training-evaluation cycle ten times making sure that
the whole corpus was used for training and evaluation. Note
that for each iteration of the cross-validation, the learning
process begins from scratch. The error rate is obtained by
averaging the error rates from each of the 10 runs.

For measuring the performance of our system we used
two measures:precisionas being the ratio of the number
of correct clause boundaries identified and the total number
of clause boundaries within the text, andrecall as being the
ratio of number of the correct clause boundaries identified
by the system and the total number of boundaries identified.

Firstly we evaluated the results of the machine learn-
ing algorithm. From a total of 28270 clause boundaries
the algorithm correctly identified 23348 and produced 4922
under-recognition and 2202 over-recognition errors. This
results in high recall, 91.38%, but poor precision 82.58%.

The next step was to evaluate the results after ap-
plying the rules. In this case the number of correctly
identified clauses went up to 24986, but the number of over-
recognition errors also rose to 3755, resulting 86.84% recall
and 89.01% precision.

Our conclusion would be that a rule-based module helps
to improve the results, but more complicated rules are nec-
essary for better results. In terms of f-measure the overall
improvement was 1.16 units, from 86.75 to 87.91.

The next experiment was to determine if the genre of the
text influences the results. For this, we created 5 training
files and 5 evaluation files with a comparable number of
clause boundaries, four of them corresponding to the four
domains in the Susanne Corpus and the fifth with texts from
the whole corpus randomly selected. The results are pre-
sented in Table 1.

The results are lower than in the previous experiment be-
cause the training set was restricted only to the files from



Cat. Total clause
boundaries

Total
sentences

False
negative

False
positive

Precision Recall F-measure

A 1481 381 176 268 88.12% 82.92% 85.46
G 1512 311 191 245 87.37% 84.36% 85.83
J 1476 297 209 197 85.84% 86.54% 86.19
N 1521 369 165 251 89.15% 84.38% 86.70

mix 1511 377 196 265 87.03% 83.23% 85.09

Table 1. The results for different categories

that domain and so the size of training set was smaller. The
results obtained do not vary much across genres. Higher
precision was obtained for A, press reportage, and N, ad-
venture and western fiction, because the sentences are short-
er and thus their structure is simpler. For the scientific texts
we obtained the lowest precision and the highest recall. This
suggests that their structure is more complicated, but more
uniform.

Many of the errors are mainly because of preprocessing
errors; in many cases the tagger, confuses NN and VB. An
interesting task would be to evaluate the performances of
the program without preprocessing errors. In order to do
this we need a mapping scheme between the tag set used
in the Susanne Corpus and the one used by Qtag. This is
not a trivial task because in some cases a group of words
is tagged with one tag in the corpus and more than one in
Qtag.

6 Conclusion

In this paper we investigated a hybrid method for clause
splitting. The results showed that a machine learning algo-
rithm is very useful as the first step for this task and that the
usage of very simple rules can improve the results slightly,
but in order to obtain better results more complicated rules
are necessary.

Future work includes rewriting the rule-based module for
improving the results. In some tasks it is important to dis-
tinguish between different types of clauses. An interesting
task would be to develop a classification algorithm for this.
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