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Abstract
In this paper we present two applications that depend on annotated corpora for their

implementation, evaluation and improvement. The first is an automatic anaphora resolution
system. After describing the algorithm we discuss the importance of corpora for the tasks of
evaluation and automatic scoring and the development of a coreferentially annotated corpus.
We go on to look ahead at the role of corpora in optimisation and semi-automatic annotation.

The second task investigates the use of an annotated corpus with a machine learning
algorithm for clause splitting. We show that the method minimises the number of hand made
rules necessary to achieve a good result.

1. Introduction

Corpus-based research has been the major driving force in recent NLP developments.
Computational Linguists use corpora among other things, to observe (and propose) linguistic
hypotheses (rules), to optimise them and to finally evaluate them (or the approaches based on
those rules).

This paper will discuss two NLP applications which heavily exploit corpora: anaphora
resolution and clause splitting.

The paper is structured as follows. The first section will address the use of corpora in
anaphora resolution. To start with, our robust, knowledge-poor anaphora resolution approach
will be briefly outlined. The core of this approach is the set of so-called antecedent indicators
- anaphora resolution factors, which have been derived from corpus-based empirical analysis.
Section 2 will also propose a new evaluation package for anaphora resolution and will discuss
the evaluation of the approach carried out so far. It will also explain how annotated corpora
will be used to optimise the performance of the system: the availability of coreferentially
annotated corpora is vital for automatic optimisation and evaluation, and this section will
describe our work on the development of a coreferentially annotated corpus.

Section 3 of the paper will outline how we use corpora for the task of clause splitting. We
have recently launched a project on corpus-based clause splitting and we shall report the
progress of our program for automatic clause segmentation, its preliminary evaluation and
plans for optimisation.
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2. Anaphora resolution

2.1 Our robust, knowledge-poor approach: a brief outline
With a view to avoiding complex syntactic, semantic and discourse analysis (which is vital
for real-world applications), we developed a robust, knowledge-poor and corpus-based ap-
proach to pronoun resolution which does not parse and analyse the input in order to identify
antecedents of anaphors1.  Our robust approach works as follows: it takes as an input the
output of a text processed by a part-of-speech tagger, identifies the noun phrases which
precede the anaphor within a distance of 2 sentences, checks them for gender and number
agreement with the anaphor and then applies the so-called antecedent indicators to the
remaining candidates by assigning a positive or negative score (-1, 0, 1 or 2). The noun phrase
with the highest aggregate score is proposed as antecedent. Some indicators give NPs a bonus
and are therefore called boosting indicators (e.g. first noun phrases, lexical reiteration,
section heading, collocation pattern preference, immediate reference, referential distance,
term preference), whereas others penalise certain NPs and are referred to as impeding
indicators (indefiniteness, non-prepositional noun phrase). Most of the indicators are genre-
independent and related to coherence phenomena (such as salience and distance) or to
structural matches, whereas others are genre-specific (term preference). For instance,
indefiniteness considers definite noun phrases preceding the anaphor better candidates for
antecedent than indefinite ones and therefore, indefinite noun phrases are penalised by a score
of –1. Also, first noun phrases in previous sentences/clauses are deemed good candidates for
antecedents and score 1. As a further example, the collocation pattern preference favours candi-
dates which have an identical collocation pattern with a pronoun and awards them a score of 2
(e.g. in the example “Press the keyi down and turn the volume up... Press iti again”, the
candidate “the key” is a better candidate than “the volume” because of its occurrence in the
same collocation pattern as the anaphor “it”). For more information on the indicators and
their patterns see (Mitkov 1998).

The methodology for selecting the current set of indicators is purely empirical and is based
on observation from corpora. So far, we have considered almost exclusively texts from the
genre of technical manuals. This variety was chosen because it is relatively homogenous in
terms of structure. We started from a hypothetical set of indicators and then observed the
syntactic environments associated with pronominal anaphors. In addition, we looked at the
error cases when the anaphora resolver was not able to suggest the correct antecedent. Each
time a new indicator was proposed, it was tested rigorously against a number of anaphors.
The indicators' scores have been determined experimentally and are constantly being updated.
The scores used so far should be regarded as preliminary: even though we carried out some
analysis with a view to determining more accurate scores, they are far from being optimal.
The corpus analysis looked at the ratios:

1. The number of cases in which an indicator X is applied to an NP and this NP is the
antecedent, to the number of all applications of the indicator X (for boosting indicators)
and

2. The number of cases in which an indicator X is applied to an NP and this NP is not the
antecedent, to the number of all applications of the indicator X (for impeding indicators).

                    
1 At the moment pleonastic pronouns are removed manually, but we are working on a program to identify those
automatically
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This analysis helped us to identify indicators with highest relative importance. For
instance, the ratio for “immediate reference” was 14/14, for “collocation pattern preference” –
11/12, for “non-prepositional noun phrase” 46/52, for “indefiniteness” – 40/51 and for
“section heading preference” – 15/22.

Another factor which played a role in determining whether newly proposed indicators
should be added to the set of indicators was their frequency of application (Mitkov & Stys,
1997).

2.2 Evaluation

As in any other NLP task, evaluation is of crucial importance in anaphora resolution. The
MUC (Message Understanding Conference) initiatives suggested the measures "recall" and
"precision" be used for evaluating the performance of coreference resolution. It is felt,
however, that evaluation in anaphora resolution needs further attention. Measuring the
success rate of an anaphora resolution system in terms of "recall" and "precision" is
undoubtedly an important (and consistent) step towards assessing the efficiency of anaphora
resolution approaches, but "recall" and "precision" cannot be seen as distinct measures for
robust systems2. In addition, it appears that they alone cannot provide a comprehensive overall
assessment of an approach. In order to see how much a certain approach is "worth", it would
be necessary to evaluate it against other "benchmarks", e.g. against other existing or baseline
models.

In order to evaluate the effectiveness of the approach and explore whether it is superior to
the baseline models for anaphora resolution and if so by how much, we also tested all sample
texts on (i) a Baseline Model which checks agreement in number and gender and, where more
than one candidate remains, picks as antecedent the most recent subject matching the gender
and number of the anaphor (we shall refer to it as "Baseline Subject") and (ii) a Baseline
Model which picks out as antecedent the most recent noun phrase that matches the gender and
number of the anaphor (we shall refer to it as "Baseline Most Recent"). We have also
introduced the measure "critical success rate" which exclusively accounts for the performance
of the antecedent indicators since it is associated only with those anaphors which still have
more than one candidate for antecedent after gender and number filters i.e. anaphors whose
antecedents can be tracked down only on the basis of the antecedent indicators.

The evaluation shows that the results are comparable to and even better than syntax-based
methods (Lappin & Leass 1994). The evaluation results also show superiority over other
knowledge-poor methods (Baldwin 1997; see also below)3. We believe that the good success
rate is due to the fact that a number of antecedent indicators are taken into account and no
factor is given absolute preference. In particular, this strategy can often override incorrect
decisions linked with strong centering preference or syntactic and semantic parallelism
preferences (Mitkov 1998)

The evaluation corpus included texts from different technical manuals (Minolta
Photocopier, Portable Style Writer, Alba Twin Speed Video Recorder, Seagate Medalist Hard

                    
2 In anaphora resolution, the recall would be defined as the ratio number of correctly resolved anaphors / number
of all anaphors and precision - as the ratio number of correctly resolved anaphors / number of anaphors upon
which resolution is attempted  (see also Aone & Bennet 1996; Baldwin1997). Therefore, if the approach is
robust and proposes an antecedent for each pronominal anaphor, the success rate (successfully resolved anaphors
/ number of all anaphors) would be equal to both recall and precision. (This definition refers to the resolution
process only and not to the process of identification of anaphors which of course will have "recall" and
"precision" defined differently)
3 This applies to the genre of technical manuals; for other genres results may be different
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Drive, Haynes Car Manual, Sony Video Recorder) which featured a total of 223 anaphoric
pronouns.  The robust approach correctly resolved 200 anaphors which gives a success rate4

of 89.9%5. The success rates were different for each of the technical manuals (Minolta
Photocopier 95.8% based on 48 pronouns, Portable Style Writer 83.8% - 54 pronouns, Alba
Twin Speed Video Recorder 100% - 13 pronouns, Seagate Medalist Hard Drive - 77.8% - 18
pronouns, Haynes Car Manual - 80% - 50 pronouns, Sony Video Recorder - 90.6% - 40
pronouns) which shows that even for texts belonging to the same genre, results may differ.
Therefore, the conclusion is that for "more definitive" success rate figures very large test data
containing thousands of anaphors are needed.

We used the data from the Portable Style Writer manual for a comparative evaluation with
Breck Baldwin's knowledge-poor approach (Baldwin 1997) which scored 75% on the same
data.

We also measured the critical success rate as 82% on the basis of the Portable Style Writer:
this figure and the significantly lower success rates of the Baseline Most Recent (success rate
65.9% based on Minolta Photocopier and Portable Style Writer) and of the Baseline Subject
(precision 48.6%, recall 31.6%) undoubtedly demonstrate the efficiency of the antecedent
indicators.

The comparative evaluation results obtained can be summarised in the following table:

Approach
Success rate Critical

success rate
Number of
anaphoric
pronouns

Comments

Robust approach 89.7 223

Baseline Most Recent 65.9 223

Baseline Subject 48.6/31.6 223 48.6 precision, 31.6 recall

Robust approach PSW 83.8 82 54 Anaphoric pronouns from
the PSW manual only

Baldwin’s CogNIAC 75 54 Anaphoric pronouns from
the PSW manual only

Figure 1: Comparative evaluation results

We can draw two main conclusions from the evaluation results. First, the evaluation has to
cover not hundreds of anaphors but many thousands: we have already seen that even in the
same genre, results may differ if the samples are not large enough (see above). Secondly, and
not less importantly, the samples used for evaluation should be sufficiently representative,
featuring lexical, syntactical, semantical and discourse varieties. The difference of the success
rate results may be due to both the inadequate number of anaphors in the sample and to
possible deviation from the “average sample” in terms of representativeness.

So far we have focused on anaphora resolution in the genre of technical manuals and since
some of the indicators are genre specific (see section 2.1), if we apply the approach to a
different genre, unchanged, we anticipate lower results. Our expectation would improve if
some new genre-specific adaptation was made.  Preliminary evaluation (on 19 anaphors only)

                    
4The approach being robust (an attempt is made to resolve each anaphor and a proposed antecedent is returned), this figure
represents both "precision" and "recall" if we use the MUC terminology
5 To ensure fairer comparison to other pronoun resolution approaches such as (Baldwin ,1997) and (Hobbs, 1978) and to
concentrate on the evaluation of the resolution component only, we post-edited the output from the POS tagger and the noun
phrase partial parser
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from the genre of research papers suggests that the approach still yields quite promising
results (79%).

Theoretically speaking, the success rate, the recall or precision figures could be regarded as
definitive only if the approach were tested on all naturally occurring texts, which of course is
an unrealistic task. Nevertheless, this consideration highlights the advantages of carrying out
the evaluation task automatically. Automatic evaluation requires a large corpus with
annotated coreferential links, against which the output of the anaphora resolution systems is
to be matched. We have already started working on the development of coreferentially
annotated corpora, with a view to using them in the evaluation process (see below).

Evaluation should also provide information as to how effective an approach is, by
comparing it with typical baseline models. Even if the success rate obtained from a number of
test samples were high, would an approach be worth developing if it were only minimally
more successful than a baseline approach? We believe that evaluation against baseline models
is an imperative task in justifying the usefulness of the approach developed: unless the
approach demonstrates clear superiority over baseline models, it may not be worthwhile
developing it at all. The new measure of "critical success rate" that we proposed should
provide an equally useful insight.

2.3 Automatic scoring

An automatic scoring program is being developed on the basis of information from
coreferentially annotated corpora. It depends on a pattern-matching routine to extract
equivalence classes from both the SGML-tagged input file and the file output from an
anaphora resolver. Each class obtained from the anaphora resolver is then compared with the
relevant class obtained from the corpus. When there is a match between the two, a variable
representing the current score is incremented.

The total score, the total number of classes contained in the corpus and the total number of
classes generated by the anaphora resolver (correct or not), are used to calculate the precision
and recall of the system.

2.4 Annotating coreferential links in corpora

We are developing a 50,000 word coreferentially-annotated corpus covering the genre of
instructional texts (once this corpus is completed, we shall move to the genre of newspaper
articles). We decided to take samples from this genre in order to facilitate the development of
an automatic anaphora resolution system.

The annotation is being made using SGML style tags according to the following criteria
Hirschman, L. et al. 1997).

1. Each noun phrase is marked with a unique reference number, i. For example,

<COREF ID="i">X</COREF>

2. When a noun phrase is used to refer to a previously mentioned entity, it is tagged with a
unique reference number, i, as above, and a number, j, matching the reference of the noun
phrase that first introduced that entity. As in,

<COREF ID="i" TYPE="IDENT" REF="j">X</COREF>.
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The "IDENT" coreference relation is symmetric, transitive and defines equivalent classes.
Noun phrases (including pronouns) form coreferential chains. When a noun phrase does not
corefer, the chain is unary. If two or more items corefer, the chain includes all the noun
phrases between which the coreference relationship holds.

If a number of noun phrases are all being used to refer to the same previously mentioned
entity, then each one is tagged as being coreferential with the first occurring noun phrase in
the chain. That is to say that if four noun phrases are all mutually coreferential, then there is
no need to mark the relation between each pair in the chain.

It is important to identify all equivalence classes (coreferential chains) and all their
members for evaluation purposes. Tracking down the antecedent of a given anaphor is
considered successful if the anaphor and the proposed antecedent are in the same class
(chain).

The annotation task itself is repetitive and labour intensive, involving much manual editing
and concentration. Additionally, the identification of pronouns and noun phrases can require a
fair degree of linguistic knowledge of the annotator. The practical side of the task has been
simplified somewhat by the use of Mitre's Alembic Workbench package which allows easy
point-and-click conversion of a plain text corpus into a coreferentially annotated file
containing SGML tags. Each piece of the corpus is to be marked and compared by at least two
human annotators to ensure consistency and a higher degree of agreement. To this end we
plan to develop a program which automatically compares two annotations and returns the
discrepancies.

The production of a coreferentially annotated corpus will be a major development given
the pressing need for such a corpus in the NLP community.

2.5 The next stage: optimising the antecedent indicators

However promising the evaluation results of our anaphora resolution approach are, we
believe that the success rate can be further enhanced by optimising the performance of each
indicator. At the moment the scores of the antecedent indicators are based on empirical
observation and data manually obtained from the corpus. However, an optimising procedure
which tries out and which analyses the success rate of the approach with each set of scores, is
expected to arrive at the optimal set of scores which would give the best performance. To this
end we plan to run a machine learning algorithm on the training part of the coreferentially
annotated corpus, which will return new, "fine-tuned" optimal scores for each antecedent
indicator.

2.6. A future goal: semi-automatic annotation of coreferential links in corpora

One of our future research goals is to develop a semi-automatic coreference annotation
environment based on post-editing the results of our robust anaphora resolution program
(Mitkov, 1999).
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3. Clause splitting

3.1 Rationale

The identification of clause boundaries is vital for a number of NLP applications such as
machine translation, aligning parallel texts, text-to-speech systems, automatic abstracting and
anaphora resolution. Some high success rate anaphora resolution algorithms, such as our
approach outlined in section 2 for instance, examine preceding clauses with a view to
proposing the most likely antecedents and therefore information on the clause boundaries is
essential. Also, we argue that clause-based automatic abstracting is an efficient way of
abridging an original document to an essential selection.

Employing a full parser for identifying clause boundaries alone, can often be an expensive
option, so a sufficiently accurate corpus-based clause splitter would be an attractive
alternative. To this end we have developed a clause splitter and we are to incorporate it in
anaphora resolution and automatic abstracting programs.

3.2 Related work

Eva Ejerhed (Ejerhed 1988) identifies clause boundaries for the purpose of improving the
results of a text-to-speech system. Ejerhed's approach uses both rule-based and probabilistic
techniques for clause splitting. A handcrafted subset of the Brown Corpus has been used for
training and testing. The reported results are between 95% and 99% for a very specific type of
clause (referred to in the paper as "basic clause").

Clause splitting has been addressed in more recent works (Papageorgiou et al. 1997; Leffa,
1998) as well. In both cases the authors have analysed a large amount of texts and have
extracted rules for identifying the beginning and the end of the clauses. The results have been
integrated in programs for automatic translation.

Both Papageorgiou et al.'s and Leffa's methods require a large hand-crafted set of rules
which make them expensive to implement. We have adopted an approach based on learning
from a large annotated corpus, which considerably reduces the human input.

3.3 Our clause splitting approach

Our approach was inspired by Veenstra's work (Veenstra 1998) where a machine learning
technique was used to produce NP chunking with very good results.

We have looked at corpora which have the clause boundaries marked. Usually this
information can be found in parsed corpora such as Penn Treebank, LOB Corpus and Susanne
Corpus. Our choice was the Susanne Corpus, a corpus derived from the Brown Corpus in
Oxford. It contains 64 of the 500 Brown texts, about 130,000 words from the following
categories:

A press reportage
G belles letters, biography, memories
J technical and scholarly prose
N adventures and Western fiction

The Susanne Corpus contains a very detailed analysis of the grammatical constructions
within the corpus. A full description can be found in (Sampson 1995).
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N13:0100j - PPHS1m He he                 [S[Nas:s.Nas:s]
N13:0100k - VVDt released release [Vd.Vd]
N13:0100m - PPHO1f her she [Nos:o.Nos:o]
N13:0100n - RR reluctantly reluctantly [R:h.R:h]
N13:0110a - IF for for [P:c.
N13:0110b - APPGf her her [Ns.
N13:0110c - JJ enthusiastic enthusiastic .
N13:0110d - NN1n reunion reunion .
N13:0110e - IW with with [P.
N13:0110f - JJ Old old [Nns.
N13:0110g - NP1m Hap Hap .Nns]P]Ns]P:c]S]
N13:0110h - YF +. - .

Susanne Corpus was encoded by humans, so the encoding schema is very detailed.
Analysing the corpus we found out that some kinds of clause cannot be tackled by computers.
This was the reason not to consider verbless phrases (marked in the corpus using “W” –
“with” clause -, “Z” - reduced “whiz-deleted” relative clause - and “L” - miscellaneous
verbless clause - tags).

We used 90% of the corpus (containing 23845 clause boundaries) for training, reserving
10% (3216 clause boundaries) for evaluation.

Our first task was to convert the corpus to an SGML format in which we have kept from
the original tag set only the tags for marking the beginning and the end of a clause. This
formatted corpus was tagged using the Qtag part-of-speech tagger (Mason 1997, Tufis 1998).
We then submitted the tagged texts to the TiMBL (Daelemans 1999) learning algorithm to
find the boundaries of the clauses.

As with all Memory-Based Learning Algorithms, TiMBL, stores some representation of
the training set explicitly in the memory. During testing, new classes are classified by
extrapolation from the most similar stored cases, and not by applying rules extracted from the
training set.

TiMBL allows the user to choose which algorithm, similarity metrics, weights measure and
numbers of neighbours are used for the learning and classification. More technical details can
be found in (Daelemans 1999). After testing different configurations we found that for the
task of clause splitting the best results are obtained using the IB1 algorithm, the weighted
overlap metric, the gain ratio weighting and considering only one neighbour.

We also noticed that the best results were obtained if we used a window of three elements
in the form:

Wk-1   Tk-1   Wk   Tk   Wk+1   Tk+1   BOS/---   Y/N

where Wk-1, Wk, Wk+1 are words with the positions k-1, k, k+1 in the text and Tk-1, Tk, Tk+1 are
the tags for these words. The last character of the line Y (or N) marks the availability of a
clause boundary before the word k.

Next, in order to improve the result (we established a success rate of 90% at this stage), we
incorporated training set information about sentence boundaries provided by a sentence
splitter. This information is coded in the training set, having on the penultimate position
“BOS” if before Wk is the beginning of a sentence and “---“ otherwise. Our program is not
dependent on a specific sentence splitter, but we chose Ratnaparkhi's maximum entropy
sentence splitter (Reynar and Ratnaparkhi 1997) due to its portability (implemented in Java).
The incorporation of the sentence splitter added 2% to the accuracy of clause boundary
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identification. The information about sentence boundaries is used to correct errors due to the
inability of the learning algorithm to mark some clause boundaries, which coincide with the
end of the (main) sentence.

At this early stage of the project we can report 91.82% precision and 91.32% recall. From
the total of 3216 clause boundaries, 2953 were correctly identified, in 278 cases we have false
positives (a boundary was identified, but no boundary is there) and in 263 cases we have false
negatives (the presence the boundary was not identified).

We also tried to improve the results of the learning algorithm using a different window
size or different parameters for the learning algorithm, but no improvement was obtained. As
an alternative, we are considering a rule based approach for improving the results. We are
analysing the nature of the errors and working towards a set of rules to improve the accuracy
without changing correctly identified boundaries and without marking boundaries which do
not exist.

We noticed in the test corpus a frequent error in complex sentences such as:

"Only a relative handful of such reports was received", the jury said, "considering
the widespread interest in the election, the number of voters and the size of this city",

where the program marks the clause boundary before the last “,”, but is not able to find it
before the “.” there is another clause boundary, which corresponds to the end of the main
clause. This kind of error can be tackled using a rule based approach on the output of the
learning algorithm, and using the information about sentence boundaries.

The rule based approach will also help us to identify the beginning and the end of the
clauses, which is not possible with the learning algorithm, and will help us to process
embedded clauses successfully. Again, for this task the information about sentence
boundaries is very important, because at the end of the sentence, all the clauses have to be
closed. Veenstra’s approach (Veenstra 1998) does not identify embedded noun phrases, so the
output from the learning algorithm is sufficient.

Each type6 of clause carries a specific type of information. For the task of automatic
abstracting we are aiming to identify which types of clause are most content-bearing with a
view to selecting them. Therefore, we envisage the development of a clause classifying
program which is to be incorporated in the clause splitter.

4. Conclusion

Our paper discussed two ongoing NLP projects that depend extensively on the availability
and exploitation of annotated corpora and outlined the way these corpora are used.

We described the coreferential annotation of a corpus, showing its significance for our
anaphora resolution project, in terms of evaluating the approach and going on to improve it.
Likewise, for our implementation of a clause splitter, we showed how an annotated corpus
was crucial for the application of a machine learning method to the task.

To conclude, we find the continued application of annotated corpora to these challenges a
favourable prospect. We also consider the corpora to be promising sources for formulation,
evaluation and optimisation of algorithms in NLP.

                    
6 The Susanne  corpus features 17 types of clauses
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