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Abstract 
An automated method for clustering terms/concepts from a set of documents on the same topic was 
developed for the purpose of multidocument summarization. The clustering method makes use of a 
combination of lexical overlap between multiword terms, syntactic constraints and semantic consideration 
based on a manually constructed taxonomy to generate hierarchically organized clusters of terms. This study 
evaluates the machine-generated clusters by calculating the proportion of overlap with two sets of human-
generated clusters for 15 topics. It was found that the overlap between machine-generated clusters and 
individual human-generated clusters are higher than that between two human-generated clusters. A 
qualitative analysis of the human clustering found that clusters formed are either semantic-conceptual based 
or lexical based (similar to machine clustering). The semantic-conceptual based clusters that were formed 
tended to be different for different human coders. This has raised questions about whether machine-generated 
clustering can be evaluated by comparing with human clustering. 
 
Introduction 

This paper reports a study of machine and human clustering of concepts across 
documents. The study is carried out in the context of multi-document summarization 
research—to develop an automatic method to summarize a set of related documents on 
a particular topic. Multi-document summarization involves identifying common 
information found in multiple documents, relations between the pieces of information, 
as well as unique information found in individual documents. Our approach to multi-
document summarization focuses on extracting important terms/concepts in the 
documents and identifying the relations specified between the concepts. Thus an 
important step in the summarization method involves clustering similar or related 
concepts. 

We adopt a method for clustering concepts using a “global taxonomy” developed 
manually based on a corpus, in combination with a “local taxonomy” or hierarchical 
structure of terms constructed from the set of related documents to be summarized. In 
this paper, we report the results of an evaluation that compares the clusters generated 
by the automatic method with clusters constructed by human coders. The objectives are 
to find out: 

1. How “good” the machine-generated clusters are compared to human-generated 
clusters 

2. The characteristics of human-generated clusters. 
Clustering and categorization are a fundamental human behavior, and though there 

have been many studies of human categorization in the field of cognitive psychology, 
they have focused on categorization of common objects and concepts. We have not 
found any work by information science researchers on human clustering of terms and 
concepts taken from documents. The kind of human clustering research that is closest 
to ours is the card sorting studies sometimes carried out to develop menu hierarchies 
and taxonomies for organizing Web sites and information system interfaces. Bar-Ilan 
and Belous (2007) studied how children organized subject categories taken from Web 
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directories using card sorting. Faiks and Hyland (2000) used card sorting to find out 
how users would organize the concepts for a digital library help system. However, most 
articles have focused on the practical aspects of card sorting methodology, analysis and 
use. 

We view document summarization as involving the fundamental steps of 
identification, clustering and categorization of concepts in the documents. From this 
point of view, knowledge of how humans cluster concepts in documents will provide 
insights for the design of good automatic summarization methods. 

This study makes use of dissertation abstracts (from the Dissertation Abstracts 
International database) in the field of sociology as the corpus. 

 
Automatic Clustering Method 

Most clustering algorithms are based on analyzing the positions of items in a 
multidimensional space and the distances between them. Items that are close together 
in the multidimensional space are assigned to the same cluster. The clustering method 
used in this study is not a typical distance-based clustering algorithm. It has two phases. 
In the first phase, similar terms are clustered together based on common words found in 
the terms and organizing the terms into a hierarchy with the shorter terms (representing 
broader concepts) higher in the hierarchy. Various syntactic constraints are also used to 
select the terms for the cluster. The second phase involves assigning term clusters to 
subject areas based on a manually constructed “global taxonomy.” 

The clustering process has following steps: 
1. Segment multiword terms. Multiword terms occurring in the documents are 

segmented into 1, 2, 3, 4 and 5-word terms. A set of predefined syntactic 
patterns is used to filter out valid terms for clustering. 

2. Construct term chains. Starting from each 1-word term, a list of term chains are 
constructed by linking it level by level with other multi-word terms in which the 
single word is used as a head noun. Each chain is constructed iteratively by 
linking a shorter term with the longer terms containing the shorter term. The 
shorter terms represent the broader concepts at the higher level whereas the 
longer terms represent narrower concepts.  

3. Build cluster tree. All the chains sharing the same root node (1-word term) are 
linked to form a hierarchical cluster tree (see illustration in Figure 1). Each 
cluster tree uses the root node as its cluster label. 

4. Assign the clusters to subject areas. The cluster labels are mapped to subject 
areas using a taxonomy. The taxonomy was manually constructed based on an 
analysis of terms extracted from a sample of over 3000 abstracts in the 
Dissertation Abstracts International database indexed under sociology in 2001. 
Frequently occurring terms were manually assigned to subject areas taken from 
two thesauri—the UNESCO Thesaurus, and the Humanities and Social Science 
Electronic Thesaurus (HASSET). 

More details of the clustering algorithm can be found in Ou, Khoo and Goh (2005 & 
2008). 
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Figure 1. A cluster tree containing five term chains 

 
Table 1. Topics used in the comparison of machine and human clustering 
Doc. set 

ID 
Topic No. of retrieved 

docs. 
No. of selected 

docs. 
1 attachment and marriage  483 5 
2 racial socialization  12 5 
3 adolescent suicide  13 5 
4 demographic transition  16 5 
5 school success 21 5 
6 intermarriage 25 5 
7 unemployment 129 5 
8 health policy 36 5 
9 family planning 45 5 
10 mass media 49 5 
11 rural development 64 5 
12 juvenile delinquency  71 5 
13 welfare reform 89 5 
14 substance abuse 106 5 
15 childhood sexual abuse 57 5 
    

16 rural development 64 5 + 5 (from set 11) 
17 juvenile delinquency 71 5 + 5 (from set 12) 
18 welfare reform 89 5 + 5 (from set 13) 
19 substance abuse 106 5 + 5 (from set 14) 
20 childhood sexual abuse 57 5 + 5 (from set 15) 
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Table 2. Overall similarity between two coders and between the system and each coder  
Similarity between  Doc. set 

ID two coders system and coder 1 system and coder 2 
Avg. similarity between 

system and the coder 
1 0.111 0.149 0.533 0.341 
2 0.092 0.093 0.137 0.115 
3 0.144 0.106 0.137 0.122 
4 0.196 0.236 0.274 0.255 
5 0.170 0.259 0.085 0.172 
6 0.092 0.199 0.123 0.161 
7 0.438 0.085 0.171 0.128 
8 0.274 0.182 0.131 0.157 
9 0.147 0.080 0.123 0.102 
10 0.172 0.321 0.452 0.387 
11 0.394 0.374 0.602 0.488 
12 0.258 0.227 0.550 0.389 
13 0.035 0.040 0.403 0.222 
14 0.216 0.244 0.698 0.471 
15 0.234 0.172 0.433 0.303 

Average 0.198   0.254 
     

16 0.136 0.154 0.205 0.180 
17 0.258 0.236 0.588 0.412 
18 0.163 0.205 0.274 0.240 
19 0.173 0.235 0.300 0.268 
20 0.038 0.081 0.083 0.082 

Average 0.154   0.236 
 
Human Clustering of Concepts 

For the comparison of machine versus human clustering, 15 topics in the field of 
sociology were haphazardly selected from the titles of dissertations. The topics are 
listed in Table 1. For each topic, a set of PhD sociology dissertation abstracts were 
retrieved from the Dissertation Abstracts International database using the topic as the 
search query, and five abstracts were selected to form a document set. Moreover, for 
five of the topics (Document set ID 11 to 15), an additional five abstracts were selected 
for each topic and combined with the previously chosen five abstracts to form a second 
bigger document set. These bigger document sets were used to examine the difference 
in clustering between small (5-document) and bigger (10-document) sets. For each 
dissertation abstract, terms were extracted from the research objectives and research 
results sections automatically by the system.  

The human coders were asked to read the abstracts and then examine the list of 
terms extracted by the system. They then sort similar concepts into clusters and assign 
a label to each cluster. The coders were not compelled to sort all the terms listed, but 
could leave out terms that they did not perceive as forming clusters. It was felt that this 
approach was more naturalistic. The human coders were social science graduate 
students at Nanyang Technological University, Singapore. Each document set was 
coded by two human coders, and each human coder coded three 5-document sets and 
one 10-document set on different topics. 

 
Results 

On average, the coders created 4 clusters for the 5-document sets and 7 clusters for 
the 10-document sets, whereas the system created 17 clusters for the 5-document sets 
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and 32 clusters for the 10-document sets. Thus, the system created many more clusters 
than the human coders. The average size of the clusters created by the coders was 12 
concepts for the 5-document sets and 15 concepts for the 10-document sets, whereas 
the average size created by the system was 6 concepts for the 5-document sets and 7 
concepts for the 10-document sets. The average size of the system-created clusters was 
almost half that of human-created clusters. The system created much smaller clusters 
than the human coders.  

For a 5-document set, on average, the system clustered 68 concepts in total whereas 
the coders clustered 46 concepts in total. For a 10-document set, on average, the system 
clustered 149 concepts in total whereas the coders clustered 85 concepts in total on 
average. This indicates that the system “worked harder” and clustered a bigger number 
of concepts than the human coders. When the size of the document set increased, the 
difference in the number of clusters between system and humans increased.  

For each document set, two sets of clusters (codings) were created by two human 
coders and one set of clusters was created by the system. We calculate the similarity 
between two sets of clusters, set 1 and set 2, using the similarity measure employed by 
Macskassy et al. (1998). First, all possible pairs of terms in each cluster are identified, 
i.e. we obtain the set of same-cluster-pairs of terms for set 1 and for set 2. We then 
determine how many pairs are common between set 1 same-cluster-pairs and set 2 
same-cluster-pairs, and the total number of unique pairs in the union of set 1 same-
cluster-pairs and set 2 same-cluster-pairs. The overall similarity between set 1 and set 2 
is calculated using the following formula:  

Number of common same-cluster-pairs between set 1 and set 2 
Total number of unique pairs obtained from set 1 and set 2 

The overall similarity between two coders and between the system and each coder 
for each of the 20 document sets is given in Table 2. The similarity values range from 
0.04 to 0.44 across the 20 document sets. The average similarity obtained for the 20 
document sets was a low 0.19. This means that clustering is a very subjective operation. 
The average inter-coder similarity obtained for the 10-document sets (0.15) was lower 
than that for the 5-document sets (0.20), indicating that human clustering becomes 
more difficult when the size of the document sets increases. However, there is no dif-
ference between the system-coder similarity for the 10-document sets (0.24) and that 
for the 5-document sets (0.25). This indicates that the system’s clustering does not 
become worse when the size of the document sets increases.  

Among the 20 document sets, the average similarity between the system and the 
coder (0.25) was surprising higher than the average inter-coder similarity (0.19). A 
Paired-Samples T-test found that the system-coder similarity scores were significantly 
better than the inter-coder similarity scores (p=0.04).  

This result is counter-intuitive. A qualitative analysis of the human-generated 
clusters is being carried out to understand the characteristics of the human clusters and 
how they differ from the machine-generated clusters. Our preliminary observations are 
as follows. Both human and machine clustering can take two approaches: 

1. A lexical approach to identifying similarities between two terms by locating 
words that are common in the two terms 

2. A semantic-conceptual approach based on domain knowledge, and conceptual 
understanding of the common issues in the domain area. 
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The machine is best at using the lexical approach because it is tireless and thorough in 
carrying out word matching. Human coders were expected to adopt the semantic-
conceptual approach. However, we found variations in the clustering approach used by 
different coders—some adopted mainly a semantic-conceptual approach, others used 
mainly a lexical approach, and yet others creating both types of clusters. 

For example, one coder created the following semantic-conceptual clusters for topic 
15 “child sex abuse”:  

• Victims (groups of people) 
• Characteristics of victims 
• Family factors 
• Mediating factors 
• Clinical interventions 
• Eating disorders (a consequence) 
• Psychological disorders (consequence) 
• Context of the abusive experience 
• Personality tests/psychological measurements 

Another coder created the following lexical-based clusters for topic 11 “rural 
development”: 

• Rural development 
• Participation 
• People’s participation 
• Farmer’s participation 
• Community participation 
It was observed that for most of the semantic-conceptual clusters, their cluster labels 

refer to one of the following types of concepts:  
• Groups of people 
• A type of effect or consequence 
• A type of factor that produced the effect 
• An issue that is important in the field 
• A sub-topic of the main topic. 
It is hypothesized that whether a coder uses the lexical or the semantic-conceptual 

approach of clustering depends on the conceptual ability of the coder, domain and 
research knowledge, and perhaps whether the coder is prepared to make the mental 
effort of conceptualizing the categories. If two coders use different clustering 
approaches, then of course their clusters are likely to be different. 

Furthermore, many terms in the documents do share common words, and thus the 
lexical approach used by the automatic method manages to construct many clusters and 
appears to be quite effective in matching at least some of the human-generated clusters 
(especially the lexically-based clusters). 

For five of the topics, two coders were asked to cluster terms taken from 10 
documents and another two coders clustered terms taken from 5 documents. For the 10-
document sets with more terms to sort, coders tended to form narrower or more specific 
categories compared to the broad categories formed for the 5 document sets. 
Unfortunately, the higher number of possible narrow topics means that different coders 
can choose different narrow topics to form clusters. This may explain the lower inter-
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coder similarity for the 10-document sets. On the other hand, lexical-based clusters are 
more similar between human coders and between machine and human coding! 
 
Conclusion 

The automatic method generated relatively good clusters compared to human 
clustering. According to the similarity measure used, the machine-generated clusters 
obtained a significantly higher similarity with the human-generated clusters (0.25) than 
the similarity between two human-generated clusters (0.19). However, the machine 
clustering did not take into account the semantics and thus cannot handle similar 
concepts having quite different syntactic forms, e.g. “computer”, “desktop” and 
“workstation”. Moreover, all the machine clusters were labelled with single-word terms 
that may have different meanings in different contexts. Thus, the clustered terms are 
sometimes not semantically very similar. For example, “computer network” and “social 
network” were assigned to the same cluster labelled “network”, though they are quite 
different in meaning. 

The human coders were expected to use a semantic-conceptual approach to 
clustering terms. Instead, different coders were found to use different approaches, some 
using a combination of lexical and semantic approaches. Even when two coders use a 
semantic-conceptual approach, they often form different narrow categories since there 
are many possible narrow categories to “choose” from. Overall, this study has raised 
questions about how machine-generated clusters should be evaluated since there is so 
much variation in human clustering. 
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