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Abstract
The information and knowledge era, in which we are living, creates challenges in
many fields, and terminology is not an exception. The challenges include an
exponential growth in the number of specialised documents that are available, in
which terms are presented, and the number of newly introduced concepts and terms,
which are already beyond our (manual) capacity. A promising solution to this
‘information overload’ would be to employ automatic or semi-automatic procedures
to enable individuals and/or small groups to efficiently build high quality
terminologies from their own resources which closely reflect their individual
objectives and viewpoints. Automatic terminology processing (ATP) techniques have
already proved to be quite reliable, and can save human time in terminology
processing. However, they are not without weaknesses, one of which is that these
techniques often consider terms to be independent lexical units satisfying some
criteria, when terms are, in fact, integral parts of a coherent system (a terminology).
This observation is supported by the discussion of the notion of terms and
terminology and the review of existing approaches in ATP presented in this thesis.
In order to overcome the aforementioned weakness, we propose a novel methodology
in ATP which is able to extract a terminology as a whole. The proposed methodology
is based on knowledge patterns automatically extracted from glossaries, which we
considered to be valuable, but overlooked resources. These automatically identified
knowledge patterns are used to extract terms, their relations and descriptions from
corpora. The extracted information can facilitate the construction of a terminology as
a coherent system. The study also aims to discuss applications of ATP, and describes

an experiment in which ATP is integrated into a new NLP application: multiplechoice test item generation. The successful integration of the system shows that ATP
is a viable technology, and should be exploited more by other NLP applications.
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Chapter 1: Introduction

In this chapter we discuss the motivations for our study, and the context in which it is
carried out (Section 1.1). We argue that terms and terminology play a very important
role in today’s information and knowledge-driven society, and that this calls for the
development of methods for processing terminology automatically or for assisting
terminology processing activities. Given these motivations and context, which will be
detailed in the rest of this chapter, the presented study aims to contribute to advances
in automatic terminology processing in two areas: methodology and application.
These original contributions will be discussed in Section 1.2. The overall structure of
the thesis is outlined in Section 1.3.
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1.1 Motivations and context
Terms and terminology are playing an increasingly important role in today’s
information and knowledge society. Maintaining a good command of terminology,
which is vital for anyone who wants to communicate and exploit knowledge
accurately and efficiently, is now a major challenge. The terminologies of many
subjects, such as Medicine and Bio-chemistry, are as dynamic as the subjects
themselves. New developments which could potentially affect the lives of many
people happen continuously; new terms are being constantly introduced, and old
terms assigned new meanings. This dynamic nature of terms and terminologies calls
for the development of more efficient methods of terminology processing. The need
for automatic terminology processing to support information retrieval, such as
building and optimising terminologies to be used for indexing purposes, also arises
from the work of library and information scientists. For more than 40 years, they have
studied the question of how indexing vocabularies and terminologies can be designed,
organised and controlled, in order to facilitate the storage and retrieval of books and
other documents (Lancaster 1968, Vickery 1970, Foskett 1982). This need also
becomes more and more urgent as the amount of documents needing to be indexed (to
facilitate efficient information retrieval) increases exponentially.
Researchers in natural language processing (NLP) have taken on this
challenging task, and as a result, NLP methods to process terminology automatically
or to aid humans in this task have been developed. In particular, methods have been
developed to extract terms and terminological knowledge, as well as to provide
terminology management capacities (Bourigault et al. 2001). Although these
automatic methods are very useful, there is still a gap: most of the methods consider
terms as separate units, and thus extract them individually, whereas it can be argued

3
that terms are not independent units but are integral parts of a coherent system, a
terminology. Seeking to bridge this gap and to contribute to advances in automatic
terminology processing is amongst the main motivations for the study.
This section discusses the need for a good command of terminology (Section
1.1.1), the effect of the information and knowledge era on terminology-related
activities (Section 1.1.2), natural language processing applications and automatic
terminology processing (Section 1.1.3), and the context of this study (Section 1.1.4).

1.1.1 The need for a good command of terminology
A good command of terminology is vital in any professional or academic practice,
especially one involving specialised communication. To accurately and efficiently
communicate scientific results and discussions, we must use appropriate terminology,
as this ensures that other people will understand our problems, solutions,
methodologies and results1 correctly. Inappropriate use of terminology would, in most
cases, waste time and/or prevent works being widely disseminated; in more severe
cases, it may even cost lives. Imagine using the term document condensation 2 to
describe document summarisation techniques, or carbon monoxide instead of carbon
dioxide in a health and safety document: the former may lead to confusion and
misunderstanding, but the consequence of the latter could be fatal. Experiments have
proved that, without any guidelines on the use of vocabulary, different human subjects
will label objects, concepts, and actions differently (Furnas et al. 1983). It was found
that a random pair of people would use the same word for an object only 10-20% of
the time. From these experiments, it is possible to hypothesise that without a good
command of terminology, communication can very easily spiral out of control due to
1

Further discussion of the significance of terms and terminology in scientific communication can be
found in Chapter 2.
2
Several authors (e.g. Zhou 1998) actually use this term to describe document summarisation.
Although it can be argued that document condensation is slightly different from document
summarisation, there is no need to use a different term.
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the tendency to use different words and phrases to refer to the same
object/method/technique.

1.1.2 The effect of the information era on terminology-related
activities
The information era in which we are living has brought many advantages, but also
created challenges in many fields. As the amount of information available to us is
increasing exponentially, the number of specialised documents in which terms are
presented, and the number of newly introduced concepts and terms, will soon be well
beyond our manual capacity. Every year, for example, around 23,000 journals publish
2,000,000 Biology and Medicine papers in a variety of languages. According to the
National Electronic Library for Cancers (NELC), keeping up with the ten leading
medical journals means looking at 200 papers and 70 editorials per month (NELC
2003). Within one year (from January 2002 to January 2003), 98,315 (10%) more
concepts with 226,729 more names were added to UMLS knowledge sources (UMLS
2003). Such large numbers of documents and terms make it difficult to maintain good
terminological knowledge. As terminologies become more diverse and dynamic,
relying on manually compiled terminologies is no longer an ideal solution. Despite
their preparation being time-consuming and labour-extensive, these resources are
often either too general or too specific, and easily become outdated. An example of
this is UMLS (Humphrey et al. 1998, http://umlsinfo.nlm.nih.gov/, see also Section
2.2.4.1). Although being a very well maintained general terminology in the field of
medical research, it still does not have detailed information for terms such as pleural
mesothelioma or magic bullet 3 , which may be of interest to some researchers.
Furthermore, it reflects the viewpoints of its compilers and serves predefined purposes,

3

UMLS 2003
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so other researchers may find some of its definitions either unsuitable for their
purposes, or irrelevant. Comparing definitions of placebo effect in UMLS, (1.1):
(1.1) An effect usually, but not necessarily, beneficial that is attributable to an expectation
that the regimen will have an effect, i.e., the effect is due to the power of suggestion.

and in cancerhelp.co.uk glossary, (1.2):
(1.2) Used to describe improvement in the condition of patients who think they are treated,
but are, in fact, getting dummy treatment.

it is clear that (1.2) will be more easily understood by a non-specialised audience (the
target audience of the glossary) than (1.1), which is written for specialists and uses
technical terms like regimen and expressions like usually but not necessarily. These
expressions are not often used in the cancerhelp glossary, mainly because they are
difficult for a non-specialised audience to understand. These differences indicate that
a terminology can only be used for specific purposes by certain groups of users
however well built or maintained it is. This suggests that different terminologies of
the same subject should be built to serve different purposes. However, the time and
expense involved in manual construction can be an obstacle. One solution to this
problem would be to employ automatic or semi-automatic procedures to enable
individuals and/or small groups of people to use their own resources to build high
quality terminologies which closely reflect their objectives and viewpoints. These
procedures can help users in terminology processing tasks such as (i) finding term
candidates, (ii) finding useful information about term candidates, and (iii) supervising
the terminology resources. They will also ensure that the resulting terminologies can
be accessed and exploited easily and efficiently by using computers and the Internet in
terminology management tasks. These (semi)automatic procedures can significantly
reduce the time and effort involved in building terminologies, making it possible for
individuals/groups to have the inexpensive, in-house terminologies they require to
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sustain high quality communication. Such techniques are a subset of the wider field of
natural

language

processing,

which

aims

to

process

natural

language

(semi)automatically.

1.1.3 Natural language processing applications and terminology
processing
Natural language processing is a field in which automatic techniques are developed to
perform (or to assist humans into performing) certain tasks involving natural language
texts and speeches. The main aim is to improve efficiency and reduce the human
workload. Applications of NLP include machine translation, automatic indexing,
automatic summarisation, and information retrieval.
As a subset of natural language processing technologies, automatic
terminology processing (ATP) is both a beneficiary of advances in NLP and required
by other NLP tasks and applications. ATP uses NLP techniques such as statistical
analysis, part-of-speech tagging, statistical parsing and semantic analysis, which is
discussed in detail in Chapter 3. Terminological information may also be required by
any NLP task or application which involves the processing of specialised texts. An
example of the application of ATP in NLP is automatic summarisation, where the
most important terms in a document should be identified in order to produce a high
quality summary. NLP applications where ATP is required are discussed in detail in
Chapter 8.

1.1.4 Context
Whilst ATP techniques have already proved to be quite reliable and time-saving, they
do have certain weaknesses which limit their usefulness. Most approaches consider
terms as independent lexical units satisfying specified criteria, rather than integral
parts of a coherent system (a terminology). Very often the output of these systems is
simply a list of terms. Such outputs, although they can be used by automatic processes
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such as indexing or summarisation, are not sufficient in other terminology processing
tasks. For example, in order to build a terminology it is not only important to identify
which linguistic units should be included, but also which information is associated
with those units, and to provide relations between these terms and other terms in the
terminology or a short description of the term (term gloss). Details of ATP techniques,
including their strengths and weaknesses, will be discussed in Chapter 3.

1.2 Fundamental assumptions and original contributions
This section outlines the original contributions of the thesis. First, we present the
fundamental assumptions based on which the thesis is developed. We then present
major original contributions of the work presented.

1.2.1 Fundamental assumptions
The study presented is based on the following assumptions about the feasibility of
automatic terminology processing:
i) The concept of term exists, and terms are substantially different to other
lexical units and can be distinguished from them. Terms, as specialised,
domain-specific lexical units, have statistical, lexical-syntactic and semantic
features which can be used to distinguish them from other lexical units;
ii) Some of these features can be exploited by automatic processes to recognise
terms amongst other lexical units in context, i.e. to enable automatic
terminology extraction. This assumes that automatic terminology processing
is a feasible task;
iii) Terminological information, such as relations between terms and term
glosses, are often explicitly expressed in a corpus, and automatic processes
can be used to extract this information. This assumption is borrowed from
corpus-based terminology processing research (Sager 1990, Meyer et al.
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1992, Meyer and Mackintosh 1996, Pearson 1998, Condamines and
Rebeyrolle 2001) which argues that almost all of the knowledge we need to
build a good terminology exists in corpora of specialised texts.
In summary, we assume that terms can be automatically extracted, and that in order to
extract terms and terminology-related data, corpora of specialised texts should be
used as primary sources.

1.2.2 Original contributions
This study contributes to advances in automatic terminology processing in two areas:
methodology and application. A novel methodology in automatic terminology
processing, which can extract not only individual terms from a corpus, but also term
relations and term glosses, is developed and evaluated. From an application
perspective, automatic terminology processing is successfully integrated into an NLP
application: multiple-choice test item generation (Mitkov et al. 2006).
The first main contribution of this work is the development of a novel
methodology in automatic terminology processing which can extract not only
individual terms from a corpus, but also term relations and term glosses. In other
words, it can extract a terminology as a whole. This methodology has two main stages:
the extraction of knowledge patterns from a glossary, and the integration of the
extracted knowledge patterns into automatic terminology processing. The proposed
methodology is based on several preliminary observations:
i)

Terms should be considered integral parts of a coherent system, a
terminology; as a result, the extraction of terms should be the
extraction of a terminology as a whole;

9
ii)

Glossaries are knowledge-rich and readily available resources.
Amongst other things, knowledge patterns, which are valuable for
terminology processing, can be extracted from them;

iii)

The extracted knowledge patterns can be used to extract not only terms,
but also term relations and term glosses from a corpus;

iv)

A term gloss can be considered a summary of information about the
term; this suggests that methods similar to those used in automatic
summarisation can be used to produce glosses automatically.

A review of the notions of terms and terminology from both theoretical and pragmatic
perspectives reinforces the first observation, whilst an analysis of glossaries found on
the Internet confirms the second. This analysis also leads to the development of a
method for extracting and scoring knowledge patterns from a glossary. These patterns
are then used to identify relations between term candidates in a corpus. In turn, these
relations are to be used in a termhood function. We propose a recursive way of
incorporating knowledge pattern scores into a termhood function, and develop a
method of producing term glosses by scoring sentences according to the terms and
knowledge patterns contained within them. An extensive evaluation is performed, to
validate the proposed methodology and confirm the third and fourth observations
above. The proposed methodology does not depend on any specifically developed
resource. Instead, it relies on widely available ones, glossaries. In this way, the
proposed methodology can be considered to be domain-independent.
The second main contribution of the study is the integration of automatic
terminology processing into an NLP application: multiple-choice test item generation.
One premise of the multiple-choice test item generation system is that a multiplechoice test item should be about an important term mentioned in a document; this
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makes it an ideal test bed for automatic terminology processing technologies. The
purpose of the integration experiment is to show whether current ATP techniques can
be successfully utilised by NLP applications, especially those which process
specialised texts. The success of the integration, in which the quality of the extracted
terms receives very positive feedback from actual users, strongly encourages the
implementation of an automatic terminology processing module in other NLP systems.
The above contributions are achieved by setting the following goals:
Goal 1 is to review the notion of terms and terminology from both theoretical and
pragmatic perspectives. This review aims to emphasise the view adopted in
this thesis that terms are not independent units, but integral parts of a coherent
system, a terminology, and that the notion of terms depends on their
applications;
Goal 2 is to perform a critical review of existing approaches in automatic terminology
processing. This examines the preliminary observation that existing
approaches in automatic terminology processing still extract terms as
individual units. The similarity between these approaches in terms of the lists
of term candidates produced is also analysed;
Goal 3 is to collect data needed for the development and evaluation of the proposed
methodology. Texts from at least two domains and a set of glossaries on the
Internet are to be collected. We use at least two different domains to
investigate the adaptability of the proposed methodology;
Goal 4 is to perform an empirical analysis of glossaries and their glosses. This will
help us to gain an insight into features of glossaries and glosses, and to provide
guidance for the extraction of knowledge patterns;
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Goal 5 is to develop a method for extracting knowledge patterns from glossaries.
Literature relevant to pattern extraction methods is to be reviewed, and a
specialised method for extracting knowledge patterns from glossaries
developed;
Goal 6 is to review and develop methods for incorporating knowledge patterns into
automatic terminology processing. Knowledge patterns are to be used to
extract not only terms, but also term relations and term glosses;
Goal 7 is to perform an evaluation of the developed methodology and system. This is
to examine the effect of the proposed methodology on automatic terminology
processing from a quantitative perspective;
Goal 8 is to integrate automatic terminology processing into a novel NLP application:
multiple-choice test item generation. This will show whether current ATP
techniques can be successfully employed by other NLP applications;
Goal 9 is to implement a user interface in which products of the developed system can
be presented. This is to facilitate the dissemination of the developed system at
a later stage;
Goal 10 is to identify the main weaknesses of the proposed methodology, and to
provide ways forward.

1.3 Structure of the thesis
This chapter (Chapter 1) presents an introduction to the context of this study, the
original contributions made by the work, and goals set to achieve its objectives.
Chapter 2 discusses various theoretical and practical issues surrounding the
notions of terms and terminology (Goal 1). It is argued in the chapter that the question
of what a term is cannot be fully answered or, indeed, its answer agreed upon. In the
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context of automatic terminology processing, it is argued that what constitutes a
terminological unit has to be specified for each application. It is also argued that terms
are parts of a coherent system, a terminology, rather than independent units. From this
perspective, the extraction of terms should be performed together with the
construction of a terminology. This is the view of terms and terminology adopted
throughout the thesis.
Chapter 3 addresses Goal 2, which is to perform a critical review of
automatic terminology processing technologies. It confirms the preliminary
observation that one of the problems of current ATP approaches is that they extract
individual terms rather than considering terms as integral parts of a coherent system.
The similarity between these approaches in terms of the lists of term candidates
produced is also analysed. The experiment indicates that each approach produces a
different term list and that, as a result, one has to decide very carefully which
approach or combination of approaches is to be used.
Chapter 4 discusses glossaries in general, and presents an empirical analysis
of 13 randomly-chosen glossaries. We show that glossaries contain valuable
information for terminology processing, including knowledge patterns which reflect
the relationships between terms in the domain (the connection between terms needed
to form a coherent terminology). This chapter serves as a foundation for the proposed
method for extracting knowledge patterns from glossaries, which is discussed in
Chapter 5. Goal 4 is achieved in this chapter.
Chapters 4 and 7 also describe the collected glossaries and corpora (Goal 3).
Thirteen glossaries of various subject fields are collected. Two corpora of texts from
two domains, Chemistry (386,400 words) and Cancer (749,400 words), are also
collected.
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Chapter 5 discusses ways of extracting knowledge patterns from glossaries
(Goal 5). We propose a novel pattern heuristic which is capable of capturing patterns
at different levels of detail, and two types of knowledge patterns, which are referred to
as unary patterns and binary patterns. Several scoring methods to score knowledge
patterns are also discussed in this chapter.
Chapter 6 discusses the use of knowledge patterns extracted from a glossary
in automatic terminology processing. Several methods of extracting relations
suggested by those patterns, as well as various ways of incorporating knowledge
pattern scores into term scores, are proposed. A recursive way of fully incorporating
the knowledge pattern scores into the termhood function is also developed. In this
new termhood function, the term score of a term candidate is affected by the scores of
other term candidates linked to it through knowledge patterns, and is calculated
recursively. We also describe a novel notion of term-centred summarisation (TCS) as
a way of producing a gloss for a particular term, and discuss how this can be done
using term scores and knowledge pattern scores. Finally, we argue that the use of
knowledge patterns helps to extract not individual terms, but a terminology as a whole;
this is in line with arguments developed in Chapters 2 and 3. As a result, Goal 6 is
achieved.
Chapter 7 features an extensive evaluation of the proposed methodology and
system (Goal 7). The evaluation of different types of output of the proposed system,
including terms, term relations, and term glosses, is performed. The evaluation shows
that knowledge patterns extracted automatically from glossaries play a role in
improving the performance of traditional term extraction. The use of extracted
knowledge patterns in the extraction of term relations and term glosses further shows
the usefulness of these patterns. A methodology to evaluate term glosses, including an
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automatic similarity metric and a small-scale nugget-style evaluation, is proposed and
used to evaluate term glosses. The evaluation of term glosses shows that this is a
promising direction in automatic terminology processing towards an automatic system
to produce glossary entries.
Chapter 8 discusses applications of ATP in other NLP tasks and applications,
as well as a user interface for ATP itself. We argue that any NLP application dealing
with specialised documents will have to process terminology. However, each
application will have its own criteria regarding what constitutes a term; as a result, the
ATP engine used must be adjusted accordingly. We present experiments in which
ATP is used in an automatic multiple-choice test item generation system, showing that
fundamental methods of automatic terminology processing can be successfully
deployed in an NLP application. We also describe a user interface which presents
output of the developed system. Goals 8 and 9 are fulfilled in this chapter.7
The thesis ends with Chapter 9: conclusion and future directions. This achieves Goal
10.

Chapter 2: Terms and terminology

In this chapter, a discussion of the nature of terms is presented from both theoretical
and pragmatic perspectives. Its purpose is to discuss several basic questions related to
terms: what is a term? why do we need to study terms? what do we need to study
terms? Although comprehensive answers for these questions are beyond the scope of
this study, partial answers are provided. We argue that a term is not an independent
unit, but is an integral part of a coherent system: a terminology. And thus, the
automatic extraction of terms should consist of the automatic extraction of a
terminology as a whole.
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In any terminology-related work, the question of “what is a term?” must be addressed,
as its answer will provide insights into our research subject. It will help us to define
and limit the scope of a project. By answering this question, computable features of
terms can be comprehended and exploited by automatic terminology processing
modules. The answer to this question is also important for the design of the evaluation
methodology of an automatic terminology processing system, in order to assess which
lexical units are a correct term.
“What is a term?” is not an easy question to answer and, despite considerable
discussion, there is still no agreement about what a term is. Our task is not to find a
perfect definition that everyone can agree on, as such a definition may not exist.
Rather, it is to find an appropriate, reasonable definition that will enable us to learn
much about the nature of terms, and to use that definition to define the scope of our
study and specify the evaluation methodology of our work. In the search for an
appropriate definition, it has become clear that there is a gap between theoretical
definitions of terms and definitions that can be used in the automatic extraction of
terms (which will be referred to as “pragmatic definitions”).

2.1 Theoretical and pragmatic views of terms
In this section, theoretical and pragmatic views of terms are analysed. Whilst
theoretical views try to answer directly the question of what a term is, pragmatic
views assume that terms are either well understood or indefinable. They study other
aspects of terms, such as their classification and their contexts. Both views provide
valuable insights into the nature of terms that can be exploited by an automatic
processing system.
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2.1.1 Theoretical views of terms
In general, theoretical views regard terms as linguistic labels for specialised
abstractions (e.g. concepts, ideas, methods). There are always three elements denoting
the definition of terms: they are linguistic labels; they are subject to specialisation (i.e.
they assume specialised meanings, and are used to describe specialised
concepts/objects); and they are associated with the abstraction process (which
generalises real world objects or phenomena on the basis of common properties into
linguistic signals). The primary feature differentiating terms from other linguistic
units is that they are subject to a process of specialisation. This specialisation feature
requires an inter-disciplinary approach to terminology: we have to study terms from
the perspectives of both linguists and specialists.
Consider the following definition for terms in ISO 1087 (ISO 1990), which defines
the following notions:
Term: Designation of a defined concept in a special language by a linguistic
expression.
Concept: A unit of thought constituted through abstraction on the basis of
properties common to a set of objects.
Special language: A linguistic subsystem, intended for unambiguous
communication in a particular subject field using a terminology and other
linguistic means.
In this definition, a term is defined using the notion of concept. In turn, concept is a
unit of thought, which is a primitive and used to define other concepts. Whilst this is a
systematic view of terms, it has several problems. The qualifier “intended for
unambiguous communication” is problematic in that communication can only be truly
unambiguous in limited cases, such as controlled languages. Terms, whether
ambiguous or not, occur in almost any communication or language activity.
Controlled languages, languages that are intended for unambiguous communication,

Chapter 2: Terms and Terminology

18

on the other hand, are only used in limited contexts, such as those of large,
multilingual organisations.
The notion that concepts involve “abstraction on the basis of properties
common to a set of objects” implies that the number of concepts (and thus the number
of terms) is almost infinite. This is because if we have N objects, we will have 2N sets
of objects; together with our increasing understanding of the world, the number of
identified objects (N) is enormous even before 2N is considered. This enormous
number of objects can only be processed by means of computers and automatic
systems. Nevertheless, this may cause problems for automatic terminology processing
systems, as computers still have difficulty providing fuzzy matches on large numbers
of objects (i.e. it is difficult for computers to respond adequately to tasks such as
listing the 100 most relevant concepts to pleural mesothelioma, from over 1,000,000
concepts in a database).
As noted in the ISO 1087 itself, concepts are “influenced by the social or
cultural background”. This means it is vital to accept that different people can and will
have different conceptual systems 1 , and it confirms the need to develop many
terminologies for use by different people in different scenarios. Each individual
conceptual system is also influenced by factors other than socio-cultural background,
such as scientific training, working environment, and personal preference. This
influence makes the objective of completely unambiguous communication more
difficult, or perhaps even impossible, to achieve. The fact that different people can
develop different conceptual systems also contributes to the difficulty of the
computational representation of concepts, e.g. the modelling of all of those variations.
1

It should be noted that this difference, whilst possibly affecting the quality of the communication
process, ensures the diversity of human knowledge. Thus the task is to ensure diversity whilst
maintaining the efficiency of communication, rather than to unify the system of concepts (through
standardisation) and eliminate this much needed diversity. UMLS architects (which will be discussed in
Section 2.2.4.1) recognise this diversity, and preserve it in their database.
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Figure 2-1: A term’s meaning triangle.

Sager (1990) defines terms as lexical items with specific reference in a restricted
subject field. By this definition, the specific reference (where reference means
reference to specific objects or ideas) is more or less equivalent to the abstraction
element discussed above, although in this definition, a term is not bound to a concept
and may refer to any specific referable2. The notion of restricted subject field can be
considered equivalent to the specialisation element described earlier. The problem
specific to automatic terminology processing is how to convert these specific
references into computable measures.
Rondeau’s (1984) view on terms is that terms are basically linguistic signs in
the Saussurian sense: they have a signifiant (meaning) and a signifié (label). This
raises the issue of relations between terms and what they represent. To say that a term
has a meaning is to be overly simplistic: terms can have different meanings,
depending on various factors such as context and personal perceptions. One way to
model the meaning of a term is to use a triangle similar to the semantic triangle
proposed by Ogden and Richards (1946). In this model, the meaning of a term can be
represented as a triangular relation between the form of the term, the context in which
it appears, and personal perceptions about the term (Figure 2-1). For example,

2

Sager uses the word referable as a noun to refer to anything which is referable.
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researchers in NLP often use the term word sense disambiguation to refer to the
process of automatically identifying the used sense of a word, but for other linguists
this process is not necessarily automatic. This illustrates the way in which a term’s
meaning is affected by personal perceptions: here, the only way to identify the
meaning being used is to look at the context in which the term appears. If the context
makes it clear that the term refers to an automatic process, then this will prevail over
the linguist’s perceptions: otherwise, personal perceptions will be responsible for
interpretation. All three factors (the term’s form, personal perceptions, and context)
should be equally important in identifying the meaning of a term.
From a theoretical perspective, it can be summarised that terms are: i) lexical
units; ii) subject to specialisation; iii) abstractions. The three elements that define
terms represent three layers: a linguistic layer, a sub-linguistic layer (i.e. domain
knowledge), and an abstraction layer. In turn, these layers represent the three layers of
the communication process which takes place between originators and receivers, and
through which terms must undergo.
The discussion of factors affecting the relationship between terms and their
meanings is important in the study of automatic terminology processing, as it provides
argument and direction for the process of automatic term extraction. If we accept that
a term always has one meaning, regardless of its contexts, then the automatic
techniques we use to extract terms should not rely on the contexts in which they
appear. In reality, the prevalence of corpus-based terminology processing (see Section
2.2.2), which relies on the contexts in which terms appear in a corpus when
processing them, suggests that contexts are very important in terminology processing.
Another reason why we should rely on corpora when processing terms is that personal
perceptions are constructed through the process of interacting with specialised
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materials in the field, and a corpus may be considered a rough model of the materials
available to a person during this interaction.

2.1.2 Pragmatic views
Researchers adopting a pragmatic view of terms do not attempt to define them,
assuming that they are either well understood or indefinable. Instead, other aspects of
terms are studied. Trimble and Trimble (1978) distinguish between three types of
terms: highly technical terms (i.e. domain-specific terms, such as mesothelioma in the
domain of medicine), technical terms (shared by different disciplines, such as the term
hybrid approach), and sub-technical terms, which are “common words that have taken
on special meanings in certain scientific and technical fields”. This view is similar to
that of Hoffmann (1985), who suggests that, within a specialised vocabulary, there are
three categories: subject-specific specialised vocabulary, non subject-specific
specialised vocabulary, and general vocabulary. Items falling into the first two
categories are considered terms.
Pearson (1998) argues that these views do not help in the search for an
objective means of recognising terms. She uses a different approach, trying to define
“terms in context”, i.e. recognising whether a word or phrase functions as a term in
different settings. She identifies four communicative settings in which terms are most
likely to be found:
i) expert–expert communication, in which terms are used intensively and
probably without explanation;
ii) expert–initiate communication 3 , in which terms are used but sometimes
accompanied by explanations, and these explanations may be compiled into a glossary;

3

An initiate is someone who has some knowledge in the field, but at a lower level than the expert.
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iii) relative expert–uninitiated 4 , where term density is much lower than in
either expert–expert or expert–initiate communication. Articles from popular science
journals such as New Scientist fall into the relative expert–uninitiated category;
iv) teacher–pupil communication, in which the teacher is trained to transfer
knowledge to the pupils effectively using appropriate terminology, although they do
not necessarily have the same knowledge level as an expert.
Within these four settings, Pearson uses term formation (similar to the part-of-speech
sequences discussed in Section 3.2.3) and other selection criteria including generic
reference and linguistic signals, such as “called”, “known as”, and “the term”, to
distinguish terms from other linguistic units. Pearson’s views on terms are directly
beneficial to an automatic terminology processing system, as she clearly specifies
where terms can be found, and how.
Jacquemin (2001) takes a different approach, and considers that terms are the
output of a terminological analysis process. This process must satisfy two
requirements: firstly, it should produce stable and domain-specific lexical items
(terms), and secondly, it should contain units which are useful for further applications
in terms of economy, internal cohesion, and efficiency. Under this approach, a term is
defined by the specific terminological analysis process. Different terminological
analysis processes will have to follow different sets of guidelines as to what
constitutes a useful terminological unit for intended applications. This implies that
different terminological analysis processes would produce different terminologies.
Under this definition, a terminological analysis process can be either manual,
semi-automatic, or fully automatic. In all of these modes, an automatic terminology
processing engine can play a variety of roles. It is used in fully automatic mode in
4

An uninitiated is an adult with a general education who is not necessarily familiar with a particular
subject field.
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automatic indexing (Jacquemin and Bourigault 2003) and multiple-choice question
generation (Mitkov et al. 2006). It is also used in semi-automatic mode in computeraided terminology processing and semi-automatic indexing. In principle, an automatic
terminology processing engine should implement the guidelines of the terminological
analysis process (producing units that are useful for further applications in terms of
economy, internal cohesion, and efficiency), or should be used to ensure that these
guidelines are followed. The question is how to convert these requirements of a
terminological analysis process (economy, internal cohesion and efficiency) into
measurable scores.
From Jacquemin’s definition, some features of terms, such as their stability
and domain specificity, can be established. The stability feature can be considered
roughly equivalent to the abstraction feature of terms discussed in the previous
section. Since terms and the concepts they represent would have to undergo an
abstraction process, they would have to be stabilised. The domain specificity feature
remains the same (as in theoretical views). This pragmatic view also implies that
terms are not independent units, but the products of a terminological analysis process,
and parts of a coherent system: a terminology. The next section will discuss what a
terminology is and will argue that terms are not independent units, but elements of a
terminology.

2.2 Terms and terminology
In this section, we discuss the notion of a terminology, and the view that terms are not
independent units, but are integral parts of a coherent system, a terminology. This
means that the extraction of terms should entail the extraction of a terminology as a
whole, which is the premise of this study. We also discuss the construction and
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maintenance of a terminology, as well as two examples of today’s large
terminological resources: UMLS and Eurodicautom.

2.2.1 What is a terminology?
According to Sager (1990), terminology can have three meanings: i) the set of
practices and methods used for the collection, description, and presentation of terms;
ii) a theory explaining the relations between concepts and terms; iii) a vocabulary of a
specific subject field. To avoid confusion, in this study we use the word
“terminology” to refer to the coherent system produced by a terminological analysis
process (see Section 2.1.2). Although this is close to the third meaning suggested by
Sager, it should be noted that, as the output of a terminological analysis process, a
terminology contains more information than a vocabulary. Whilst the exact
specifications for a terminology depend on its applications, it is agreed that a
terminology should contain terms, their relationships, and their explanations (Sager
1990, Wüster 1991, Picht and Draskau 1985, Otman 1997). In order to differentiate
between terminology as a discipline and as a specific terminology, different notions
such as terminological data banks, term banks (Picht and Draskau 1985, Sager 1990),
terminological knowledge bases (Otman 1997, Condamines and Rebeyrolle 2001),
and terminological repositories (Meyer 2001) are used.
It should be noted that terminologies are different from ontologies, another
notion often used in Computer Science and NLP. In Computer Science, an ontology is
a description of the concepts and relationships that can exist for an agent or a
community of agents (Gruber 1995). The main different between a terminology and
an ontology is that in an ontology relationships between concepts have to be specified
explicitly, whereas in a terminology, the relationships can be specified either
explicitly or implicitly. This is because the main audience of terminologies is humans,
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who can easily comprehend the relationships, whereas the main audience of
ontologies is automatic agents, for whom relationships need to be explicitly specified.
The most important aspect of a terminology is the methodology used to build
it, including the specification of the data that the terminology will contain, and how to
acquire this data. This will be discussed in the next section.

2.2.2 Constructing and maintaining a terminology
The construction and maintenance of terminologies have been discussed substantially
in the literature, both explicitly and implicitly (Sager 1990, Picht and Draskau 1985,
Pearson 1998). Whilst Sager (1990) and Pitch and Draskau (1985) explicitly discuss
the principles and methodologies of constructing a terminology, Pearson provides a
corpus-based framework for extracting terms, their defining expositories, and their
synonyms from corpora; these outputs, when combined together, constitute a
terminology.
It is generally agreed that, in order to produce a terminology, its compiler5
must perform two main tasks: identify which terms should be included, and justify
their inclusion. The latter task, depending on the requirements of the terminology, can
vary from simply providing a short explanation, or definition, of what the terms mean,
to a formal conceptual analysis of terms, explicitly providing relations between one
term and others within the same terminology. Here, the word “definition” is used in
its broader sense, describing or explaining rather than defining the term. This
explanation often establishes a link between the current term and others in the
terminology. Depending on the applications or users of the terminology, the compiler
may also need to perform a linguistic analysis of the terms, looking at how they are
used in context.
5

The compiler of a terminology is somebody who gathers terms and their associated information and
compiles them into a coherent system.
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Sources of information for the compilation of terminologies vary and depend
on their applications. If the intended terminology is only a glossary for a website or a
book, then sources of information may be limited to the compiler’s knowledge and
notes. On the other hand, if the intended terminology is of a larger scale, it is now
generally agreed that corpora should be used as sources to provide naturally occurring
evidence for terminological analysis processes (Sager 1990, Pearson 1998, Meyer
2001). This methodology is being aided by advances in computer science and
information technology, which enable the processing of large corpora and the
construction, maintenance, and exploitation of terminologies on previously impossible
scales.

By

way

of

example,

UMLS

(Humphreys

et

al.

1998,

http://umlsinfo.nlm.nih.gov/) contains more than 1.3 million concepts and 6.4 million
unique concept names, together with their definitions and relations (Section 2.2.4.1
will discuss UMLS in detail).
Corpus-based terminology processing suggests that there is a very close
relationship between a terminology and a sublanguage, which is defined as a subset of
expressions in natural language exhibiting some systemic patterns that distinguish
them from language as a whole (Kittredge 2003). By analysing a corpus of specialised
texts (a sample of a sublanguage), one can derive its terminology. In turn, if a text is
to be classified as belonging to a sublanguage, one of the conditions is that it has to
use the proper terminology of the sublanguage. In this thesis, the notion of
sublanguage is not used explicitly. Instead, two corpora of specialised texts have been
collected; implicitly, they constitute samples of sublanguages.
Terminologies are not only compiled by large organisations, but also by
individual specialists. A glossary is an example of a small terminology compiled by
individual specialists, yet this is often overlooked by terminologists, who consider
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glossaries to be informal, or a by-product of terminology compilation (Sager 1990). A
glossary contains a list of terms used in a (set of) specific specialised text(s), along
with short explanations of these terms. As will be shown in Chapter 4, these short
explanations provide important information about terms, including implicit
information regarding the relationships between them. In this way, the two
requirements of the compilation of a terminology, the identification of terms and the
justification of their inclusion, are satisfied. Chapters 4 and 5 will also show that
valuable patterns can be extracted from glossaries and used by automatic terminology
processing modules.

2.2.3 Terms as parts of a terminology
If we consider a terminology as a coherent system of terms, then terms are not
independent units; rather, they are integral parts of this system, and should be
analysed as such. The compilation of a terminology often begins with the
identification of potential candidates to be included. It can be argued, though, that the
next step of the process is more important, as it will provide both the justification for a
particular linguistic unit being considered a term and the connection between the term
and the terminology (or other terms in the domain). During this second step, the term
status of a specific candidate is confirmed or denied from the perspective of a
terminology as a coherent system. It is possible that the term status of a particular
candidate is revised after several rounds of processing to reflect its relations to the
terminology at different stages.
The view that terms are an integral part of a terminology has an important
implication for automatic terminology processing. It implies that terms should not be
extracted independently; rather, the extraction of terms should entail the extraction of
a terminology as a whole.
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2.2.4 Today’s large terminology resources
In today’s knowledge and information era, large terminology resources are readily
available and are increasingly exploited thanks to the Internet and World Wide Web.
We will discuss two representative terminologies which have had a great impact on
their subject fields: UMLS and Eurodicautom.
2.2.4.1 UMLS (Unified Medical Language System)
UMLS (Humphrey et al. 1998, http://umlsinfo.nlm.nih.gov/) is an ambitious project
aiming to provide “multi-purpose, electronic Knowledge Sources and associated
lexical programs for system developers. Researchers will find the UMLS products
useful

in

investigating

knowledge

representation

and

retrieval

questions”

(http://umlsinfo.nlm.nih.gov/). UMLS contains information about biomedical and
health-related concepts, their various names, and the relationships between them. It is
built from electronic versions of many different resources and, rather than imposing a
single consistent opinion, preserves the many views prevalent within the field. These
different views are useful in different applications.
To date, UMLS contains 1.3 million concepts and 6.4 million unique concept
names. UMLS also contains a semantic network containing 153 semantic types and 54
relationships, and a specialist lexicon providing lexical data for the purpose of
facilitating NLP applications. UMLS is designed as a relational database; its main
data tables include MRCONSO, MRREL, MRSTY, and MRDEF. Basically,
MRCONSO contains terms and their associated concept identifiers (CUI), as well as
other data. A term can associate with different concepts, and a concept with different
terms. Using this data table, a term can be linked to concepts it represents. MRREL
contains relations between concepts, for example “C0009443 ISA C0035243” (which
means common cold ISA respiratory tract infection). MRSTY contains relations
between concepts and their semantic types (for example, C0009443 – Disease or
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Syndrome, meaning common cold is a type of Disease or Syndrome). MRDEF
contains the definitions of these concepts when available. Using the relational
database, various pieces of information about a concept, such as the concept
identifiers of a term, relations between a concept and other concepts, and definitions
of a concept, can be easily retrieved and presented to users. It is also possible to
download and install a local copy of the database. Below is an example of a basic
entry found when searching for common cold in UMLS, together with additional
information:
(2.1) Concept: Common Cold
CUI: C0009443
Semantic Type: Disease or Syndrome
Definition:
A catarrhal disorder of the upper respiratory tract, which may be viral, a mixed
infection, or an allergic reaction. It is marked by acute coryza, slight rise in
temperature, chilly sensations, and general indisposition. (Dorland, 27th ed) (MeSH)
catarrhal disorder of the upper respiratory tract, which may be viral or a mixed
infection; marked by acute coryza, slight rise in temperature, chilly sensations, and
general indisposition. (CRISP Thesaurus)
Synonyms:
Common Cold
Acute coryza
….
Common cold (disorder)
Common cold syndrome
Head cold
Infective nasopharyngitis
Infective rhinitis
nasopharyngeal; catarrh, acute
RHINITIS INFECTIOUS
Upper respiratory infection acute
UPPER RESPIRATORY INFECTION VIRAL
URI (head cold)
Broader Concepts:
Virus Diseases (Alcohol and Other Drug Thesaurus) [R00691469]
Respiratory Tract Infections (CRISP Thesaurus) [R00892629]
Virus Diseases (CRISP Thesaurus) [R00892630]
….
Common Cold (ICPC2-ICD10 Thesaurus) [R42112320]
Infection (MedlinePlus) [R43095986]
Infection (Metathesaurus Names) [R13413461]
Respiration Disorders (Metathesaurus Names) [R28754669]
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Respiratory Tract Infections (Metathesaurus Names) [R02660392]
Virus Diseases (Metathesaurus Names) [R02660393]
RESISTANCE MECHANISM DISORDERS (Metathesaurus Names) [R02660394]
Picornaviridae Infections (National Drug File - Reference Terminology) [R26939953]
Respiratory Tract Infections (National Drug File - Reference Terminology)
[R26939954]

As previously mentioned, UMLS maintains many viewpoints, so it is possible that
one of them indicates that head cold is a synonym of common cold. Thanks to the
preservation of original data, users can locate the source of information and filter out
unwanted sources where necessary. Due to its scope and availability, UMLS is used
intensively in NLP applications.
2.2.4.2 Eurodicautom
Eurodicautom (EURODICAUTOM 1990) is a European Commission multilingual
term bank. A typical entry contains a term, its synonyms, definitions, explanatory
notes and references; these entries are classified into one or more out of 48 subjects.
The terminology has been developed mainly for translators and interpreters. It
specialises in terminologies that are related to EU policy, and serves some 120,000
queries per day.
Below is an example of an entry found when searching for “European
Commission of Human Rights”, with English specified as the source language, and
French and Spanish6 as the target languages.
(2.2) Subject Law - Legislation - Jurisprudence (JU) International Organisations (OR)
(1) English
TERM European Commission of Human Rights
Reference Convention...Human Rights...1950,art.19
Note {NTE} Council of Europe,Strasbourg
(1) French
TERM Commission européenne des droits de l'homme
Reference Convention...droits de l'homme...1950,art.19
Note {NTE} Conseil de l'Europe, Strasbourg

6

Although Spanish is specified in the search, there is no Spanish entry of the search term returned.
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As can be seen from this example, the information found in the entry targets the needs
of translators and interpreters, whose main objective is to translate the term. In
comparison to UMLS, this term bank lacks relational information. This is justifiable,
as translators have to translate the terms correctly without necessarily fully
understanding the conceptual system of the domain. The term bank is currently
migrated into a new inter-institutional terminology system, IATE, which will
incorporate various European terminologies (Eurodicautom, TIS, and EUTERPE).

2.3 Summary of views on terms and terminology, and their
implications for automatic terminology processing
As discussed earlier, the question “what is a term” cannot be fully answered or,
indeed, its answer agreed upon. In the context of automatic terminology processing, it
is argued that what constitutes a terminological unit has to be specified for each
application. In other words, our definitions of terms depend on our eventual target
applications.
We have argued that terms are parts of a coherent system, a terminology,
rather than independent units. A terminology can be described as a set of terms from a
specific subject field, together with their descriptions and relations. From this
perspective, the extraction of terms should be performed together with the
construction of a terminology; this, in turn, provides a better view of each individual
term. We adopt this view in order to propose a novel methodology in automatic
terminology processing.
The exact specification for a terminology depends on its applications. As will
be discussed in Chapter 8, terms can be used in different applications, such as
(automatic) indexing, and multiple-choice test generation. A suitable term for one
application may not be appropriate for another. Although automatic indexing is a
major application of automatic terminology processing, it should be noted that the
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notion of terms discussed in this thesis subsumes the notion of index terms. Index
terms are intended to enable the retrieval of individual documents, and thus the focus
is on their power to differentiate documents. In the present research, terms are used to
refer to specialised lexical units in a domain (and thus it could be said that they
differentiate domains from one another), and index terms can be considered a subset
of these domain terms. Index terms have already been intensively researched
(Svenonius 1972, Sparck Jones 1973, Robertson and Sparck Jones 1976, Jacquemin
and Bourigault 2003, etc.), and will not be discussed in detail.
Later in this study, we will use the term “terminology” to denote the system of
terms in the context of a specific subject. When there is a need to refer to
“terminology” as a subject, it will be explicitly stated.

2.4 Other features of terms
This section summarises other features of terms which are often discussed in other
studies. We will discuss the classification of terms as single-word and multi-word
ones (Section 2.4.1), term variations (Section 2.4.2), non-noun terms (Section 2.4.3)
and the process of term formation (Section 2.4.4).

2.4.1 Single-word terms and multi-word terms
Several approaches (Frantzi 1998, and Maynard 2000) distinguish between singleword terms and multi-word terms, paying great attention to the latter. This may arise
from pragmatic reasons in automatic term extraction: there exist more multi-word
terms than single-word ones, and thus it is more practical to concentrate on multiword terms. It can be argued that this distinction is rather artificial in the sense that a
term is a term per se, and its term status should not be affected by the question of
whether it is a single-word or a multi-word unit. For example, many important terms
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in the domain of cancer, such as cancer, treatment, chemotherapy, and radiotherapy7,
are single-word terms.

2.4.2 Term variation
Term variation is the phenomenon in which a specific instance of a concept in a text
has a different linguistic form from that normally associated with the concept (for
example white cells, instead of white blood cells). Term variations have been used for
various reasons, such as avoiding repetition or shortening texts, or because different
people use different terms to refer to the same concepts, or simply different spelling
(e.g colour/color, optimisation/optimization). One of the reasons why using term
variations is acceptable is that humans can easily recognise when one term refers to
the same concept as the “official” term, regardless of differences in surface forms.
ISO-704 (ISO 1987) recognises this reality, and permits the use of term variants
(synonyms) within a subject field.
Although the use of term variants does not cause significant problems for
humans, it is a serious problem in automatic processing. By default, an automatic
process does not recognise that white blood cells and leukocytes refer to the same type
of cell, and a search for white blood cells may not return documents containing only
leukocytes.
Term variations can be classified into two main types. The first is context-free
variation, where the original form of a variation can be recovered independently from
its contexts (for example, cancer of the lung can always be understood as lung cancer,
regardless of its contexts). This type of variation can be described by a set of rules that

7

One can argue that originally, radiotherapy was a multi-word term. Nevertheless, from an automatic
processing perspective, there is no space between “radio” and “therapy”, and thus the automatic
process would treat the term as a single-word unit.
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can also be used by computers, and its effect has already been extensively studied in
various works (Jacquemin 1999, Jacquemin 2001, Ananiadou and Kehagia 2001).
The second type of term variation, the use of anaphoric expressions that refer
to terms, is still more difficult for computers to process. Section 3.1.1.1 will detail an
experiment showing the hypothetical effect of these variations on counting terms’
frequencies. In that section, it will be shown that, within a text, terms are often
referred to by different anaphoric expressions such as pronouns and definite noun
phrases.
Variations in hyphenation (e.g. finite-state machine/finite state machine) may
also cause problems for automatic processes. Nevertheless, this problem can be solved
by simply replacing the hyphen with a space character (and in effect, normalising the
term candidates). More sophisticate techniques can also be used to decide whether the
hyphens are to be removed completely, or replaced by a space character, by
comparing frequencies of the two forms. These techniques can also be used to
normalise inconsistent uses of single-word and multi-word forms of a term
(website/web site, webpage/web page).

2.4.3 Non-noun terms
Although most terms can be classified as a noun or noun phrase, there are several
cases where it can be argued that a verb or an adjective8 has term status. For example,
several chemists include acidic in their glossaries to describe a specific property of
chemical substances. In the field of automatic terminology processing, non-noun
terms are often overlooked, as terms that are nouns or noun phrases constitute the
largest part of the terminology.

8

Or verb phrases and adjective phrases.
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2.4.4 Term formation
It has been argued that understanding term formation is one of the most important
aspects of automatic terminology processing (Sager 1990, Lauriston 1994, Maynard
2000), as it helps to distinguish terms from other linguistic units. Knowledge acquired
from the study of term formation has already been used in automatic terminology
processing, either implicitly (Justeson and Katz 1996) or explicitly (Annaniadou
1994). The applications of term formation in automatic terminology processing will
be discussed further in Chapter 3. In this section, several principles that have often
been used to “coin” new terms are summarised.
Sager distinguishes between primary term formation, or the “coining” of a
new term, and secondary term formation, i.e. standardising existing terminology or
deriving term variants that may be necessary in the context of knowledge transfer. An
example of the latter is white blood cells: this arises from the need to make medical
knowledge available to the general public, which requires a “friendlier” term than
leukocytes. We believe that the two processes are not very different, although primary
term formation may be more ad hoc, and secondary term formation more systematic.
Sager describes three patterns of term formation: one utilising existing resources; one
involving modification of existing resources; and one involving creation of new
linguistic entries.
As argued in Section 2.2.3, terms are parts of a coherent system, a terminology.
This implies that the formation of new terms is usually influenced by the current
terminology: in other words, new terms often have similar structures to, or are derived
from, existing terms. Each subject has its own practices for forming new terms, and
these practices may differ greatly. Medicine often uses Greek and Latin roots to form
terms, such as adenocarcinoma (carcinoma in Greek means cancer, and adeno means
gland; hence adenocarcinoma means cancer of the glandular tissue) or pulmonary
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tuberculosis. Computer specialists, on the other hand, tend to borrow words and
phrases from everyday English language to name new concepts or objects in the field,
such as network, wireless, and bubble sort.
There is a general trend toward using everyday language to form new terms.
This is due to the increasing need to make knowledge available to the general public,
which requires the use of language that is easy to understand and remember.

2.5 Who needs to study terms?
We need to study terms and terminology because they are vital to communication and
knowledge acquisition processes. Mishandling terms and terminology can cause
problems ranging in extent from minor to very serious. Anyone who is involved in or
studies the communication and knowledge acquisition process will need to have good
understanding of terms and terminology.
Using Shannon and Weaver’s (1949) theory, a scientific communication
process can be described as a sequence of actions: the encoding of thoughts into data
(textual and non-textual); the transmission of these data from sender(s) to receiver(s);
and the decoding of these data into knowledge at the receiving end. In this model,
terms play vital roles in both the encoding and decoding phases. Accurately encoding
a message using the appropriate terminology will ensure that it is correctly interpreted,
acknowledged, and used by the receivers. Also, in today’s information era when the
Internet and search engines (which are based mainly on the words appearing in
documents) are extensively used to find information, the use of proper terms9 would
allow documents to be found more easily. Correctly decoding knowledge, including
understanding terms and terminology, would help researchers to take full advantage
of others’ works, avoiding unnecessary repetition of experiments, and to correctly

9

It should be noted that the use of proper terms still does not eliminate the problem of ambiguity.
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incorporate current and state-of-the-art research into their own work. Knowledge of
appropriate terms will also allow us to search for works related to a subject more
efficiently (for example, imagine searching for “document condensation” when, in
fact, the correct term is “document summarisation”).
Work in neuroscience, pschycolinguistics and cognitive science has indicated
that the recognition of a word makes its syntactic and semantic properties available
(Thompson-Schill et al. 1997, Wagner et al. 2001, Muller and Hagoort 2006). As
terms are also linguistic units like words, we can also hypothesise that the recognition
of a term by a person when reading a document also makes available reader’s internal
knowledge related to it (knowledge about the concept denoted by the term). In this
way, terms can be said to play the role of an access point to information and
knowledge stored in one’s memory.
In the past, when the numbers of terms and concepts were limited due to the
slower rate of advance of knowledge, the need for communication between experts
and non-experts was not urgent, and the number of people studying terms and
terminology was small. Only specialists needed deep knowledge of terms, and if
linguists also studied terms, then it was to enrich their own knowledge rather than to
improve the quality of communication.
Recently, this situation has changed dramatically, and the acquisition and
transfer of knowledge is now one of the most powerful forces driving the knowledge
and information society. Since terms and terminology are important elements in the
knowledge acquisition and transfer process, there is a need to study terms further in
order to ensure that communication is as efficient and as accurate as possible.
The number of people with a need to study terms is no longer limited.
Terminology has become an interdisciplinary subject, with contributions made by
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specialists from different areas of expertise. Linguists study terms as a linguistic
phenomenon, trying to explain and describe the construction and perception of terms
as opposed to other types of linguistic units, and to describe the interaction between
terms and other linguistic units. Lexicographers study terms in the context of either
monolingual or multilingual dictionary construction. Translators have to understand
the terminology of the domain whose texts they have to translate, in both source and
target languages. This is a serious challenge, as the translation has to be accurate in
order to communicate information correctly.
In fact, anyone who has to deal with technical documents on a day-to-day
basis, such as an engineer working in the car industry or an editor of a scientifically
orientated magazine, will need to study terms, albeit from a different perspective.
They may not need to understand the nature of terminology as a discipline, but they
do need to have a good command of the terminology in their subject fields. The
engineer needs to correctly understand the technical manual produced by other
engineers; the editor has to ensure that the use of terms in the materials that they
publish is consistent and up-to-date.
As more and more people require a good understanding of terminology, the
need for the help of automatic processes grows. Automatic terminology processing
can improve productivity, eliminating repetitive work such as counting the appearance
of a term in a corpus, and helping people to focus on gaining a better understanding
and consistent use of terms and terminology.
Natural language processing experts who want to develop automatic engines to
process natural language will also have to study terms and terminology, as these
automatic NLP engines may have to deal with technical documents in which terms
play the central role.
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2.6 Summary
In this chapter, we have discussed several definitions of terms, from both theoretical
and pragmatic perspectives, in the search for an appropriate definition that can be
used in automatic terminology extraction. It has been decided that an applicationorientated approach will be taken, asking the question “which linguistic units should
be considered as terms in this application?” The view that corpora should be used as
the sources for the construction of a terminology has been presented. We have also
argued that terms should be analysed in the context of a coherent system – a
terminology – in which terms are interconnected, rather than as individual linguistic
units. This view constitutes an important part of the proposed methodology: the
extraction of terms should entail the extraction of the terminology as a whole.
The need to study terms has also been addressed, emphasising their
importance in communication and knowledge acquisition processes. There has been a
brief discussion of those who need to study terms, showing that nowadays more and
more people need to have a good command of terminology. This has created a
demand for automatic terminology processing to provide aids for their work.
It should be noted that the discussion is orientated toward automatic
terminology processing. Extensive discussion of terms and terminology from a
linguistic perspective can be found in Picht and Draskau (1985), Sager (1990), and
Pearson (1998).
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Chapter 3: Approaches in automatic terminology
processing

In this chapter, we discuss a variety of methodologies in automatic terminology
processing, including statistical, lexical-syntactic, and semantic approaches that
currently focus on the extraction of individual terms. Six representative approaches
are implemented, and the similarity of the extracted term lists is assessed. Lessons
learned from this experiment are also presented. We argue that it is necessary to move
from the automatic extraction of individual terms to the extraction of terminology in
general, a process referred to as automatic terminology processing.
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Automatic term extraction (ATE) is not a new field; the need to process terms
automatically and the importance of doing so have long been recognised. Various
automatic methods for recognising new terms, or variations of known terms, in
contexts have been developed, and the basis for these methods can be traced back to
the definition and features of terms discussed in Chapter 2. The premise is that
(theoretical) features of terms, such as units of thought, specific references, or
specialised lexical units, can be converted into computable features and used to
distinguish terms from other lexical units. In other words, ATE research is the search
for a computable termhood function F(t), whose value correlates with the likelihood
that t is a term1.
The difficulty is that the gap between theoretical properties and computable
measures is still considerable, and a one-to-one relationship between a theoretical
feature and a computable measure is almost impossible to derive. Even theoretically,
terms are not a clearly defined concept (as discussed in Chapter 2); this makes it
difficult to develop computable measures to identify them. Nevertheless, trial and
error has been used to develop various measures, and usable measures have been
found for specific applications.
Computable features of terms used in ATE can be classified into three types:
statistical features, lexical-syntactic features and semantic features. An ATE approach
often combines at least two of these features. In the following sections, computable
features frequently that are used in ATE approaches will be discussed.

1

In some applications, where there is a need to recognise different forms of a known term in a
document, such as in controlled automatic indexing, F may be represented as F(t,d), in which t is a
known term, and d is the document which needs to be indexed.
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3.1 Statistical features
The hypothesis behind the use of statistical features in ATE is that the frequency
distribution2 of a term in a corpus should be statistically different from that of other
lexical units. The basis of this difference can be traced back to theoretical and
pragmatic features of terms discussed in Section 2.1. For example, we would expect
terms to appear more frequently in a specialised corpus than in a general corpus,
because they are specialised lexical units: this expectation can be represented by
relative frequency measures. Also, because terms are lexical units, the degree of
association between their components (words, or morphemes) should be very high;
this, in turn, can be determined using measures of association strength such as mutual
information and chi-square. In subsequent sections, important statistical measures
often used in ATE systems will be discussed. We will begin with statistical measures
which quantify the use of a term as a whole unit (Sections 3.1.1 and 3.1.2). These
measures can be applied to both single-word and multi-word terms. Measures that
quantify the association strength of different components in a term, which apply
mostly to two-word terms, will be discussed in Section 3.1.3. Measures which
combine both of the above will be discussed in Section 3.1.4. Section 3.1.5 discusses
several other measures which are also used in ATE.

3.1.1 Term frequency
Term frequency – the number of times a term appears in a corpus – is a fundamental
statistical measure in ATE. In order to construct a new concept node in a conceptual
system, and to establish links to other known nodes, we must have sufficient
information: in other words, we need to have encountered the term in sufficient
contexts. The more contexts we encounter, the more information is acquired, and the

2

By frequency distribution, we mean raw frequency, as well as its derivatives such as relative
frequency and document frequency.
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more complete is the knowledge obtained about the concept denoted by the term.
From this observation, we can hypothesise that: i) a term should appear frequently in a
specialised corpus; ii) Nouns and NPs (see also Section 2.4.3) that appear frequently
in a specialised corpus should constitute good term candidates in the field.
The knowledge acquisition process does not depend only on the number of
times that a term is encountered, it also relies on the occurrence of elements such as
contexts and sources of information, as well as personal background and preference. It
is important to bear in mind that whilst some terms appear frequently in a specialised
corpus, others may not; a lexical unit that appears repeatedly may not be a term.
Therefore, despite being a good indicator, term frequency is not a perfect indicator in
ATE.
The use of term frequency exploits the indisputable ability of computers to
count and calculate very accurately. Whilst they may lack human skills such as
reasoning and planning, this is their most obvious strength. Nevertheless, computers
do face problems in this seemingly simple task: term variation poses considerably
difficulties. Consider the following paragraph discussing electromagnetic waves,
extracted from Lynds (1995) (bold font is used to highlight terms and their
variations):
(3.1) An electromagnetic wave can be defined in terms of the frequency of its oscillation,
designated by the Greek letter nu (v). The wave moves in a straight line with a
constant speed (designated as c if it is moving through a vacuum); the distance
between successive 'peaks' of the wave is the wavelength of the wave and is equal to
its speed divided by its frequency.

Despite the concept of electromagnetic wave being mentioned several times in (3.1),
the full form of the term appears only once, in the first sentence. Subsequently, it is
referred to using different anaphoric expressions: pronouns (it, its) and definite noun
phrases (the wave). An automatic method often has difficulty recognising that it, its
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and the wave are variations of the term electromagnetic wave. It may count the
number of appearances of the concept electromagnetic wave as only one, whereas a
human can recognise that it is mentioned eight times in this paragraph.
Since term frequency is the basis of all statistical measures, it is important to
understand how term variation may affect term frequency counts, and thus gain
insight into the limitation of the use of statistical measures in ATE. In the next
section, a case study is presented showing the degree to which term frequency is
affected by the use of anaphoric expressions referring to terms.
3.1.1.1 A case study: the influence of anaphoric expressions of terms on
counting term frequency
The phenomenon of term variation has been discussed generally in Section 2.4.2,
where we classified it into two types: context-free variations and anaphoric
expressions referring to terms. As the former has been discussed extensively in the
literature, we will focus here on anaphoric expressions referring to terms (in the
previous electromagnetic wave example, all of the variations are anaphoric).
Anaphoric variations are difficult for automatic systems to process, partly because
automatic anaphora resolution is not an easy task. It requires an extensive range of
knowledge from lexical, syntactic, semantic and discourse to real-world knowledge
(Mitkov 2002). This raises the question of the effect that the counting of anaphoric
variations of terms would have on a term’s frequency (or the cost of overlooking
anaphoric expressions referring to terms in ATE). In order to address this question, an
experiment is carried out to look at different types of anaphoric expression used to
refer to terms, and to investigate the significance of their use in scientific texts and the
effect of counting them on term frequency. Several types of anaphoric expression in a
corpus (pronouns, possessive pronouns, and definite noun phrases, but not relative
pronouns) are resolved. Frequency counts are then calculated for a randomly selected
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list of terms, both when anaphoric references are included in the count and when they
are not.
The corpus used for this experiment was a small collection of introductory
chemistry texts, containing around 30,000 words (it is a subset of the corpus which is
used in the evaluation presented in Chapter 6). Initially, the experiment included
definite noun phrases, pronouns, possessive pronouns and relative pronouns, but
subsequent empirical observation indicated that counting relative pronouns could be
problematic. Consider (3.2):
(3.2) Thermodynamic temperature is the fundamental temperature; its unit is the kelvin
which is defined as the fraction 1/273.16 of the thermodynamic temperature of the
triple point of water.

One could ask whether the kelvin should be counted once, or twice by including the
relative pronoun which that refers to the kelvin. There are arguments for and against
each decision. Example (3.2) can be rewritten into another equivalent sentence, (3.3):
(3.3) Thermodynamic temperature is the fundamental temperature; its unit is the kelvin
defined as the fraction 1/273.16 of the thermodynamic temperature of the triple point
of water.

In this case, it can be argued that there is no need to count the kelvin twice despite the
use of the relative pronoun, which. However, the sentence can also be rewritten into a
more or less equivalent paragraph:
(3.4) Thermodynamic temperature is the fundamental temperature; its unit is the kelvin.
The kelvin is defined as the fraction 1/273.16 of the thermodynamic temperature of
the triple point of water.

In (3.4) it can be argued that the kelvin should be counted twice. As a result, relative
pronouns are excluded from the experiment, although this remains an interesting
research subject in itself. Direct and indirect relations between definite noun phrases
and their antecedents are also recorded, to provide “guidance” for future anaphora
resolution engines used in ATE. The following relations are recorded: i) same head, as
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in (3.5), ii) “part of” or “property of”3 (3.6), and iii) alternatives (e.g. hypernyms) in
(3.7).
(3.5) As a result, the ion beam can be "tuned" to the required light quanta energy by simply
varying the beam velocity.
(3.6) For AFLCs the pitch is the distance for the director to precess 180 degrees instead of
360 degrees as for FLCs.
(3.7) In 1783, working with the mathematician Laplace, and a guinea pig in a mask, he
checked out quantitatively that the animal used breathed-in oxygen to form what we
now term carbon dioxide.

In (3.6) the pitch and the director are the pitch and the director of AFLCs. In (3.7),
animal is the hypernym of guinea pig.
We first count the total number of times that these potential anaphoric
expressions appear in the corpus, and how many of them refer to a term (in the case of
definite noun phrases, relations with their antecedents were also logged). This process
identifies types of anaphoric expressions commonly used when referring to terms so
that, in future, we can focus our efforts on resolving them in ATE. Tables 3-1 and 3-2
summarise the results.

it
Frequency
100
Number of
antecedents that 85
are terms

Pronoun
its they their them
55
62
44
17
48

37

38

9

Table 3-1: Pronouns and their term antecedent frequency.

Total number
Number of antecedents
that are terms

Kind of relation with antecedents
Part of
Same head Hypernyms
Total
69
147
13
229
7

96

9

Table 3-2: Relation between definite noun phrases and their antecedents.

3

This can be considered an instance of indirect anaphora.

117

48
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These statistics suggest that resolving “it”, “its” and “their” may help ATE systems,
because a large percentage of their antecedents are terms. It also suggests that
resolving “they” and “them” may be less beneficial. Empirical observation shows that
the percentage of the antecedents of “they” and “them” that are terms is low because
these pronouns are used to refer to both humans and concepts, whereas “their” and
“its” are usually used to refer to the properties of the concepts (terms) being
discussed.

Term
hydrochloric acid
Electron
Molecule
electromagnetic wave
Atom
Polymer
Water
Sulphuric acid
electric field
cell membrane
normal mode cell
Dye
black body
Nylon
Plastic
liquid crystal
photocurable monomer
ion beam
lactic acid
Mercury

Old count
1
43
31
1
70
57
72
1
10
4
3
8
9
3
12
37
1
5
1
4

New count
11
51
39
8
77
64
78
7
15
8
7
12
13
7
16
41
5
8
4
7

Old
frequency
rank
776
8
10
776
2
4
1
776
60
200
285
90
75
200
49
9
776
157
776
200

New
frequency
rank
67
7
10
100
2
3
1
114
35
100
114
57
47
100
32
9
178
100
222
114

Table 3-3: The effect of counting anaphoric expressions of terms on term frequency.

Of the 2195 definite noun phrases found in the corpus, only 229 are anaphoric to
preceding noun phrases, and almost half of these antecedents are terms. The most
common relation between anaphors and their antecedents is “same head” (the
antecedent head and the head of the definite noun phrase referring to it is the same, as
in electromagnetic wave and the wave).
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When anaphoric expressions are included in the term frequency counting
process, it is observed that the frequencies of certain terms, especially low frequency
terms, increase significantly (Table 3-3). This suggests that in order to get more
accurate statistics for term frequency, anaphoric expressions referring to terms should
also be counted. In the context of ATE, this means that we will have to resolve
anaphora automatically. Currently, the performance of automatic anaphora resolution
is relatively poor, with success rates ranging from 45% to 65% (Mitkov and Hallett
2007). In light of this, the extent to which fully automatic anaphora resolution
influences the performance of ATE remains to be investigated.
From Table 3-3, another interesting observation is also drawn: the ratios
between new counts and old counts, as well as the rank enhancements for multi-word
terms, are often significant, whereas those of single-word terms are not. For multiword terms, the average new count/old count ratio is 4.09, with a standard derivation
of 3.29, and these values for single-word terms are 1.04 and 0.4 respectively. One
possible explanation is that there is a stronger motivation to use anaphoric expressions
for longer terms in order to reduce the length of the text and also to avoid unnecessary
repetitions.

3.1.2 Term frequency.inverse document frequency (TF.IDF) and
term frequency.residual inverse document frequency
(TF.RIDF)
Term frequency is not always a good termhood function, as a general lexical unit can
also have a high frequency (in the above corpus, for example, the word time4 appears
22 times and is ranked 11th in the frequency list). To penalise units appearing in many
documents (suggesting that they are generic rather than specialised lexical units),

4

Time is also the most frequent noun in the BNC.
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TF.IDF measures are introduced 5 . Term frequency is adjusted by taking into
consideration the number of documents from a collection in which the term appears
(document frequency): the more documents in which a term candidate appears, the
lower the score it should obtains. Despite traditionally being called TF.IDF, term
frequency (TF) multiplied by inverse document frequency (1/DF) is not the only
formula used. Other possible formulae for TF.IDF include (from Manning and
Schütze, 1999)
(3.8)

TFIDFL(t ) = tf (t ) log(

N
)
df (t )

(logarithm TF.IDF; in which N = total number of documents in the collection); and
(3.9)

TFIDFA(t ) = 0.5 +

0.5tf (t )
N
log(
)
max(tf (t ))
df (t )

(augmented TF.IDF)
Examples of TF.IDF being used in ATE are the approaches reported in Nakagawa
(2001), Hernandez and Grau (2003), Vintar (2004), Patry and Langlais (2005).
TF.IDF measures are also widely used in information retrieval (Sparck Jones 1972,
Salton and McGrill 1983) and term-based automatic summarisation (Zechner 1996,
Teufel 1999). The assumption is that if a term appears frequently in one document and
rarely in others, it is likely that it refers to an important piece of information that
should be included in the summary.
TF.RIDF (term frequency. residual inverse document frequency) is a variation
of TF.IDF, in which the difference between predicted and observed document
frequency is calculated. This measure is believed to have a smoothing effect over both

5

Or more accurately, borrowed from information retrieval techniques, where IDF is designed to be a
collection-based distance-maximising weighting factor.
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low and high frequency terms. The formula for TF.RIDF is (from Manning and
Schütze 1999)
RIDF (t ) = IDF (t ) − log(1 − p(0; λ (t )))

(3.10)

In (3.10), IDF (t ) = log

λ (t ) =

cf (t )
N

N
; p is the Poisson distribution that uses the parameter
df (t )

- expressing the average frequency of the term candidate t per document.

3.1.3 The use of standard contingency table and related measures
In order to measure the degree of association between the individual components (i.e.
words) of a term candidate, a standard contingency table can be used. The
contingency table shows the number of times that different components of a lexical
unit (or term candidate) appear together in a corpus compared to the number of times
that they appear alone. This indicates whether individual words in a term candidate
are strongly bound together, suggesting a stable lexical unit6 and thus a good term
candidate, or whether the sequence is coincidental. Taking a collocation, physical
change, as an example, the number of times that it appears and the number of times
that its components, physical and change, appear independently in a 329,569 word
chemistry corpus are summarised in Table 3-4. From this, different statistical
measures of association strength can be calculated, and the stability of the unit can be
interpreted from these measures. Examples of these measures, their formulae, the
results for the term candidate physical change, are shown in Table 3-5. Table 3-6
displays interpretation of these results.

physical
physical
Total

change
change
Total
15 (a)
140 (b)
155 (c1)
312 (c)
329092 (d)
329404
327 (c2)
329242 329559 (N)

Table 3-4: Standard contingency table of physical change.

6

As discussed in Chapter 2, a term should be a stable lexical unit.
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In Table 3-4, a denotes the number of times the collocation “physical change” can be
found in the corpus; b, the number of times the word “physical” is found not followed
by “change”; c, the number of times the word “change” is found not following
“physical”; and d denotes the total number of bigrams which does not contain neither
“physical” nor “change”. In Tables 3-4 and 3-5, N=a+b+c+d, c1 =a+b, c2 =a+c, and
c12=a. The measures described in Tables 3-4 and 3-5 include mutual information, tscore, chi-square test, and log-likelihood.

Measure

Formula

Mutual
information
(MI)

c N 
log 12 
 c1 c 2 

1.98

a c1 c 2
− 2
N
≈ N
a
s2
N2
N

x−µ

t-score
Pearson’s
chi-square
test

Results for
physical change

X2 =

3.83

N (ad − bc) 2
(a + b)(a + c)(b + d )(c + d )

1435.26

c 
c 


logγ = log L c12 , c1 , 2  + log L c 2 − c12 , N − c1 , 2 
N
N



loglikelihood


c
− log L c12 , c1 , 12
c1




c − c12
 − log L c 2 − c12 , N − c1 , 2
N − c1







-54.94
(more often 2logλ is used,
and in that case,
the value is
109.88)

Table 3-5: Formulae and values of different statistical tests for the collocation physical change.
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Measure
Mutual
information
(MI)
t-score
Pearson’s
chi-square
test
loglikelihood

Results for
physical
change
1.98

3.83

1435.26

-54.94

Interpretation
Mutual information is greater than zero, suggesting that
physical change is a collocation
t-score value is greater than 2.576, the critical value for P
= 0.005, suggesting that we can reject the hypothesis that
physical and change only appear together by chance
Chi-square value is much greater than 7.88, the critical
value for P = 0.005, again suggesting that we can safely
reject the null hypothesis that physical and change only
appear together by chance
change is e 54.93 = 7.17 x10 23 times more likely to follow
physical than the base rate of occurrence would suggest;
this indicates that physical change is a very strong
collocation

Table 3-6: Results and interpretations of different statistical tests.

In Table 3-5, mutual information is the amount of information that each word in the
collocation contains about another (given their statistical distribution in the corpus).
The higher the value, the greater the degree of dependence between these words, and
the more likely that the collocation is a stable unit. Examples of the use of mutual
information in automatic term extraction can be found in Church and Hanks (1990) as
well as Patel and Lin (2001). The t-score is used to test the null hypothesis that
occurrences of physical and change are independent, assuming a normal distribution;
it is also used by Church and Hanks. The chi-square test can be used to overcome this
limitation of having to assume a normal distribution. It is used to compare the
observed frequencies in the contingency table with the frequencies expected for
independence. If the difference is large, it indicates a strong collocation. Loglikelihood is also commonly used for hypothesis testing, it provides a numeric value
that tells us how much more likely one hypothesis is compared to another.
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It has been discussed in Read and Cressie (1988) as well as in Pedersen (1996)

that, asymptomatically, -2logλ (where logλ is the value of the loglikehood calculated
using the formula presented in Table 3-6) and Pearson’s chi-square test (X2) are
approximations of χ2 distribution, and thus their values should be similar.
Nevertheless, it is also noted when the minimum expected value in the contingency
table is less than 1, it is uncertain whether -2logλ holds to the χ2 distribution. This
may be the reason why there is a noticeable difference between the values of -2logλ
and X2 (109 vs. 1435) for physical change, as the expected value of a in Table 3-4 is
0.154 (=

c1 c 2
N

), much smaller than 1.

One drawback of contingency table-based statistical measures is that it is very
difficult to apply them to collocations of more than two words. It is also impossible to
apply them to single-word terms. Further discussion of these measures can be found
in Smadja (1993), Daille (1994), Manning and Schütze (1999), as well as Schone and
Jurafsky (2001).

3.1.4 A combination of association strength and term frequency
Whilst frequency-based measures tell us about the use of a whole term candidate,
contingency table-based measures indicate how strongly the component words in a
term candidate are bound together compared to other lexical units. It is also possible
to incorporate these two aspects into a unified score. An example of this approach is
C-value (Frantzi 1998). The formula for C-value is:

(3.11)

log 2 | t | f (t ) : if t is not nested

C − value(t ) = 
1
log 2 | t | ( f (t ) − | T | ∑q∈T f (q)) : if t is nested
p

tt

In (3.11) | t | denotes the length of the term candidate t; f (t ) , its frequency; Tt - the set
of all term candidates containing t; and | Tp | is the number of such term candidates.
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C-value rewards high frequency term candidates and those nested in a high
number of other candidates, whilst penalising those that are nested in only a small
number of other candidates. For example, given that change, which has a high
frequency count, also appears in terms such as physical change, chemical change,
thermal change, pH change, etc., its C-value would be high. Other studies in
automatic term extraction which also use C-value include Ananiadou et al. (2001),
Nakagawa (2001), and Hliaoutakis et al. (2006).

3.1.5 Other statistical scores also used in automatic term
extraction
It can be said that almost all possible statistical measures for ATE have been
experimented with (Daille 1994 tried 14 different contingency table-based measures
in a single study), partly because terms are considered to be lexical units and
collocations, and thus statistical measures used to discover collocations are adopted.
Below are some of the other statistical scores used in ATE.
To score term candidates, Jones et al. (1990) use score = WFN 2 where W is the
sum of weights of all non-stopwords in the term candidate (the weight of a word is its
frequency in the text, or 0 if it is a stopword), F is the frequency of the candidate in
the corpus, and N is the number of words in the candidate. Paice and Black (2003)
modify this formula to score = W ( F − 1) N 2 , which is reported to be better than the
original one. These formulae favour longer term candidates over shorter ones, using
N 2 rather than log 2 | N | (as in C-value) to factor in the length of the term candidate.

Evans and Zhai (1996) use a rather complicated scoring method to find the
most likely association combination in a sequence of words. For example, given the
sequence: “general purpose high performance computer”, the scoring method will try
to identify which of the following is the most prominent association combination:
general purpose [high performance] computer
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[general purpose] [high performance] computer
[general purpose] [[high performance] computer]
[[general purpose] [high performance] computer]

This scoring method is similar to that of a statistical parser, which tries to choose the
best attachment combinations from a number of possible parse trees using statistics.

3.1.6 Limitations of statistical measures
In ATE, the use of statistical measures alone cannot ensure optimal performance.
Firstly, as we have discussed in Section 3.1.1.1, even the counting of terms is not an
easy task given the phenomenon of term variation (including the use of anaphoric
references of terms). Secondly, terms are mainly used in specialised languages: the
number of texts suitable for use in extracting statistics is not as high as the number of
texts containing general lexical units. It should be borne in mind that probabilities
calculated as (n/N) are not true probabilities, but maximum likelihood estimations
which contain a certain level of error. Thus the more complicated the formula is, the
more errors are introduced into it. The third important limitation is that statistical
measures do not reveal anything about the meanings of term candidates.

3.2 Lexical-syntactic features
The use of lexical-syntactic features to recognise terms in corpora exploits the nature
of terms as linguistic units. They are expected to have distinct lexical-syntactic
features, which can be used to separate them from other lexical units.
Lexical-syntactic features can be divided into two groups: group one uses only
the word, lemma and part-of-speech information (Bourigault 1994, Justeson and Katz
1996), whilst group two uses information provided by a shallow parser to identify
terms (Arppe 1995, Hulth 2003a, 2003b). Both groups rely on an assumption that
terms are high frequency noun phrases in specialised corpora, and that the main task is
to identify noun phrases in texts.
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Sections 3.2.1 – 3.2.4 will discuss in detail the lexical-syntactic approaches
often used in ATE, including the use of morphological analysis, boundary markers,
part-of-speech sequences (group one), and the use of shallow parsers (group two).

3.2.1 Morphological features
Morphological analysis can be considered a good starting point for ATE (Ananiadou
1994), especially in subjects such as Medicine whose terminology often relies on
Greek and Latin neoclassical elements for the creation of terms (such as
adenocarcinoma and erythrocytes). The assumption of the morphological analysis
process is that terms tend to follow certain morphological rules, and lexical units that
follow these rules are likely to be terms. By analysing the formation of terms, we can
not only recognise whether a lexical unit is a term, but also obtain information about
its meaning. For example, in Medicine, a word ending with ‘cyte’ or ‘cytes’ is used to
refer to a type of mature cells (e.g. leukocytes, erythrocytes, phagocytes, monocytes,
etc.). It should be noted that, whilst this is valuable for understanding the nature of
terms, morphological analysis has limited use. There is a trend of using everyday
language to name new concepts or to rename known concepts (for example white
blood cells instead of leukocytes). This is due, in part, to the increasing need for
specialists to communicate knowledge to the general public, which requires the use of
less technical, more easy-to-remember terms. This phenomenon reduces the degree of
coverage provided by the techniques based on morphological analysis.

3.2.2 Boundary markers
Boundary markers are used by Bourigault (1994) to split texts into maximal-length
noun phrases using lexical-syntactic patterns (verbs, pronouns, certain sequences of
prepositions and determiners) that clearly identify the boundaries of a noun phrase.
These boundary markers can be identified with the help of empirically developed
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rules using knowledge of term composition, or by machine-learning methods where a
set of known terms can be used to extract these boundary markers. Consider the
sentence (3.12):
(3.12) The Ea SOLID is the activation energy that has to be applied to any solid object to
start a physical change

Using the verbs (is, has to be applied, to start), relative pronouns (that) as well as the
determiners (the, a, any) as boundary markers, we can split it into (3.13):
(3.13) The [Ea SOLID] (is the) [activation energy] (that has to be applied to any) [solid
object] (to start a) [physical change].

From (3.13), term candidates (Ea SOLID, activation energy, solid object, physical
change) can be identified.

3.2.3 Part-of-speech sequences
In this approach, sequences of part-of-speech (POS) that component words of a term
may follow are identified; a sequence of words which follows these POS sequences is
considered a good term candidate. Rather than using knowledge of which elements
should not belong to a term (as with the method based on boundary markers), this
approach uses knowledge of what should belong to a term. Justeson and Katz (1996)
propose the use of the POS sequence regular expression [AN]*NP?[AN]*N (A
denotes adjective; N: noun; P: preposition) to recognise terms, and any sequence of
words following this POS pattern is considered a good term candidate. Examples of
terms in the domain of Physics whose POS sequences match this regular expression
include electromagnetic wave (AN), ion beam (NN), and energy of thermal motion
(NPAN). A variation of the use of such POS regular expressions is the use of a finite
state machine to model the POS sequences of terms.7 Other studies which employ a

7

Finite state machines and regular expressions are equivalent in term of expressive power.
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POS sequence regular expression include Herd (1999), Hong et al. (2001), and
Vivaldi et al. (2001)

3.2.4 Shallow parsing
In this approach, shallow parsers such as CLARIT (Evans and Zhai 1996), FDG
(Tapanainen and Järvinen 1997), and LTChunker (Mikheev 1996) are used to label
each word in an input sentence with syntactic information. This syntactic information
can be used to identify noun phrases, and noun phrases in specialised texts are likely
to be terms. For example, from (3.12), LTChunker returns the following chunks:
(3.14) [[ The Ea SOLID ]] (( is )) [[ the activation energy ]] [[ that ]] (( has to be applied ))
to [[ any solid object ]] (( to start )) [[ a physical change ]].

whereas FDG shallow parser returns:
(3.15) 1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21

The the det:>3 @DN> DET
Ea Ea attr:>3 @A> N SG
SOLID solid subj:>4 @SUBJ N SG
is
be
main:>0 @+FMAINV V
the the det:>7 @DN> DET
activation activation attr:>7 @A> N SG
energy energy comp:>4 @PCOMPL-S N SG
that that subj:>9 @SUBJ PRON
has have mod:>7 @+FMAINV V
to to pm:>11 @INFMARK> INFMARK>
be be v-ch:>12
@-FAUXV V
applied apply obj:>9 @-FMAINV EN
to to ha:>12 @ADVL PREP
any any det:>16 @DN> DET
solid solid attr:>16
@A> A
object object pcomp:>13
@<P N SG
to to pm:>18 @INFMARK> INFMARK>
start start mod:>16 @-FMAINV V
a
a
det:>21 @DN> DET SG
physical
physical
attr:>21
@A> A
change change obj:>18 @OBJ N SG

Both parsers are more or less in agreement in identifying noun phrases from 3.12 (Ea
SOLID, activation energy, solid object, physical change). Other studies in automatic
term extraction which also use a parser include Basili et al. (2001), Savova et al.
(2003), and Bernth el at. (2003).
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It should be noted that the three lexical syntactic approaches described above

can be combined to produce better results. Noun phrases provided by LTChunker can
be put through POS sequence filters, for example, or boundary markers can be used to
refine output from FDG.

3.3 Semantic features
Since semantic features are the main properties distinguishing terms from other
linguistic units, they should be the most promising solution for ATE. Unfortunately,
their use is dependent upon advances in computational semantic systems (Lappin
2003) that are still in the early stages of development (in comparison to POS taggers
and shallow parsers). However, semantic features of terms have been used, notably in
NC-value (Frantzi and Annaniadou 1999) where contexts are used to represent
semantic features of terms. In another line of research, Paice and Black (2003) encode
semantic information in the form of predefined knowledge patterns to process terms.
Approaches using semantic features are more similar to the approach proposed in this
study, and will be discussed in detail in Chapters 5 and 6.

3.4 Similarities between the above features
The availability of different methodologies in ATE can create a confusing situation:
where there are so many approaches, each one has to be designed, implemented and
tested in a specific domain or application. In order to make decisions such as whether
or not to purchase a shallow parser when a POS tagger is already available, anyone
wanting to develop a new ATE module would want to know whether the use of
different features would yield similar or different lists of terms (whether the list of
term candidates produced using a POS tagger would be very different from that
produced using a shallow parser). To compare the lists of terms produced by several
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approaches, we implement four lexical syntactic filters and two statistical filters, and
apply them to two corpora. The similarity of their outputs is then assessed.

3.4.1 Settings for the comparison
Corpora: Two corpora of technical texts from two domains are compiled. One

corpus, containing around 430,000 words, consists of articles collected from the
http://www.cancerhelp.co.uk website (CAN). These articles discuss general
information about cancer, different specific cancers, their diagnoses and treatments, as
well as other relevant information. They communicate knowledge from experts to
users of intermediate knowledge about cancer (Pearson’s second setting, expertinitiate, as discussed in Section 2.1.2). The second corpus (CHEM) comprises
different articles on chemistry for beginners, and contains about 350,000 words.
These articles were also collected from the Internet.8
Pre-processing tools: For filters that use word, lemma, and POS information, the

FDG shallow parser is used to provide data. Furthermore, LTChunker is used to test
the performance of an alternative shallow parser.
Similarity measures: Similarities between filters are calculated using cosine

distances. Let S1 denote the set of term candidates produced by the filter 1; S2, the set
of term candidates produced by the filter 2; |S1| and |S2|, their sizes (in term of the
number of term candidates); and |S1∩S2|, the size of S1∩S2, then the cosine distance
is calculated as:
Dis =

S1 ∩ S 2
S1 S 2

8

This comparison was performed in the early stages of the study, and the two corpora have been
extended since (see Chapter 7).
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3.4.2 Filters to be tested
Justeson and Katz regular expression (which will be referred to as JUS), LEXTER
boundary markers (Bourigault 1994), LTChunker and the FDG parser (FDG) were
selected as representative examples of lexical-syntactic filters. For statistical filters,
term frequency and C-value9 were chosen. Whilst frequency is the basic statistical
measure, C-value combines association strength and term frequency. It should be
noted that since we do not distinguish between single-word and multi-word terms
(Section 2.4.1), it is not possible to implement a standard contingency table-based
measure.

3.4.3 Implementation notes
Methods based on both JUS regular expression and LEXTER boundary marker filters
are easy to implement, and any POS tagger can be used as the pre-processing tool for
them. The LTChunker is freely available for research purposes, and the FDG shallow
parser is a commercial tool. The two statistical scores are easy to implement; C-values
require O(n2) time (n: the number of term candidates) to calculate, which is not
computationally intensive. With lexical syntactic filters, we extract every lexical unit
that satisfies the filter. For statistical filters, we use the JUS regular expression filter to
find term candidates before extracting the 1500 with the highest scores.

3.4.4 Results
3.4.4.1 Lexical-syntactic filters
Table 3-7 compares the total number of term candidates identified by different

lexical-syntactic filters. It shows that LTChunker tends to produce the smallest
number of candidates, and FDG the largest number. The boundary marker approach
(LEXTER) produces more candidates than either JUS or LTCHunker.

9

We choose simple measures because they are better understood and are also easier to implement.
Several studies (Orasan et al. 2004, Mitkov et al. 2006) have shown that simple measures do not
necessarily perform badly.
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CHEM
CAN

LEXTER

JUS

LTCHunker

FDG

29600
32676

24834
19604

18364
19412

37572
33901

Table 3-7: Number of lexical units identified by different lexical-syntactic filters.

Table 3-8 shows similarities between filters. The figures indicate that these lexicalsyntactic filters are quite different from one another, suggesting that in order to extract
the right term candidates for a specific application, we must choose our filter
carefully. The fact that JUS and LTChunker is the most similar pair suggests that they
use similar grammars, so it may not be necessary to incorporate the LTChunker if JUS
has already been implemented (and vice versa) 10. On the other hand, the fact that
LEXTER and LTChunker produce the least similar lists of term candidates suggests
that if we have already tried LEXTER, it may still be helpful to try LTCHunker; it
will produce a very different list of term candidates, and may significantly alter the
performance of an ATE module (though not necessarily for the better). If more term
candidates are needed, FDG can be used. It should also be remembered that the
LTChunker produces the smallest list of term candidates (which may therefore affect
the recall rate).
LEXTER- LEXTER- LEXTERJUSJUS-FDG LTCHunker
JUS
LTCHunker
FDG
LTCHunker
-FDG
CHEM
0.49
0.35
0.48
0.54
0.48
0.38
CAN
0.46
0.37
0.46
0.53
0.47
0.39
Table 3-8: Similarity between those lexical-syntactic filters.

3.4.4.2 Statistical filters
Table 3-9 shows the similarity between the lists of the first 1500 term candidates from

the two corpora ordered by applying frequency and C-value measures to the lists of
term candidates produced by JUS. The similarities between the two lists indicate that

10

It should be noted that although the level of similarity of this pair is the highest among all compared
pairs, the absolute value is only around 0.53, so this recommendation has to be taken in context (i.e. it
must be decided in a specific context whether this similarity level is high enough to justify the
overlooking of an alternative term extraction method).
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these measures will produce different lists of term candidates. The degree of similarity
is comparable to that between JUS and FDG, and between LEXTER and JUS. This,
again, suggests that if the C-value has already been implemented, it may be worth
trying the frequency based approach to discover what term candidates are suggested
by it.

CHEM
CAN

Similarity
0.48
0.48

Table 3-9: Similarity between the two lists of 1500 term candidates identified by frequency and
C-value measures.

This section deals with the similarity between the lists of terms produced by different
filters only, rather than the performance of these filters. It should be noted that
different measures may be suitable for different purposes, and thus their performance
may vary depending on applications (i.e. a useful filter for automatic summarisation
may not be as useful in automatic indexing, and vice versa).

3.5 Connecting the dots: what remains to be solved in ATE
If we accept the view that terms are integral parts of a coherent system, as set out in
Chapter 2, then one of the problems for current ATE approaches is that they mostly
extract individual terms. Figuratively, this is like trying to create a picture using only
black dots, each dot representing a term. Other important features of a terminology,
which we discussed in Chapter 2, such as the meanings of the terms (the dots’ colour)
and relations between them (connections between the dots) are overlooked. There are
several external factors that affect ATE approaches, including other NLP techniques
such as parsing and semantic processing, and a lack of materials that can provide
terminological knowledge to “train” automatic systems. Only in the field of medical
research do we have a well-built and well-maintained terminology, UMLS, which is
valuable for researchers in ATE (Section 2.2.4.1).
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It should be emphasised that, even if only individual terms are extracted, these
automatic methods are already very useful in numerous applications such as automatic
indexing, automatic summarisation and multiple-choice test item generation (see
Sections 8.1 and 8.2). But for some other terminological tasks, such as preparing a
glossary or building a terminology, term identification is only the first step; without
additional information, the most difficult work is still to be done. The question is
whether ATE can be even more useful: can it create a connected, colourful picture by
extracting terms, their relations, and their descriptions11, and thus reduce the amount
of human input necessary to refine these automatic outputs? Can ATE evolve into
automatic terminology processing? The answer relies on advances in other NLP
techniques and the availability of materials containing terminological knowledge.
In the next three chapters, a novel methodology is proposed which attempts to
unify ATE and automatic terminology processing. It relies on the automatic extraction
of knowledge patterns from a glossary, and uses these patterns to extract terms and
terminological information (their relations and descriptions). The methodology is
based on the observation that specialised sources of terminological knowledge,
glossaries, can be readily found and mobilised. We will present a method for
extracting knowledge patterns from glossaries, and use these extracted patterns to
extract terms, term relations and term descriptions. Rather than extracting individual
terms, the proposed methodology aims to extract a terminology as a coherent system
of terms with their associated information.

11

By “descriptions”, we mean the information which may help humans to understand terms
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In this chapter, glossaries and glosses are studied from various perspectives; we look
at their definitions and usages, as well as their statistical and linguistic characteristics.
Our analysis shows that they are widely available and are increasingly used, and that
valuable terminological information can be extracted more easily from glossaries and
glosses than from a corpus. This chapter serves as a foundation for the proposed
method for extracting knowledge patterns from glossaries which will be discussed in
Chapter 5.
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4.1 Glossaries: valuable but forgotten resources for
automatic terminology extraction
In the search for resources to be used in automatic terminology processing systems,
one valuable source of information was encountered: glossaries. A glossary is a list of
the most important terms relating to a specific subject, together with their brief
definitions or explanations. For almost any subject field, at least one glossary is
available. As a result, a methodology that extracts patterns from glossaries and uses
them to identify terms and term-associated information from a corpus would be very
flexible and easy to adapt to a new domain. Before describing how patterns can be
extracted from them, we will discuss various aspects of glossaries. Section 4.1.1
presents the definitions of glossaries, and details their uses. Section 4.1.2 emphasises
the importance of glossaries in this information and knowledge-driven era. Section
4.1.3 describes how a set of glossaries is collected from the Internet to be used in the
analysis of glossaries and glosses.

4.1.1 What is a glossary and what is it used for?
4.1.1.1 Definitions
In contrast to other terminological resources, there is a lack of studies on glossaries in
terminology processing literature; this means that definitions and discussions of
glossaries are very difficult to find. More often, authors discuss dictionaries or
encyclopaediae (Sager 1990, Picht and Draskau 1985, Pearson 1998), possibly
because they consider glossaries to be similar to these resources. Sager (1990) does
mention glossaries, but considers them a by-product of larger terminologies rather
than independent resources. Later, we argue that glossaries are different from
dictionaries, and ontologies.
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According to Collins Cobuild English Dictionary (Cobuild 1998), a glossary is
“an alphabetical list of special, usual or technical words or expressions, giving their
meanings.” More definitions of a glossary can be collected using Internet searches:
An alphabetical list of technical terms in some specialized field of knowledge; usually
published as an appendix to a text on that field
(www.cogsci.princeton.edu/cgi-bin/webwn)
An alphabetical list of words and their meanings or interpretations (glosses) in
various contexts. In the translation/localization industry, it may refer simply to a
bilingual or multilingual terminology list and is often confounded with dictionary.
Especially valuable are term lists that are suited to machine searches with glossary
tools like Lingo Translator's Assistant or Avalon Glossary Assistant (deadlink).
Glossaries on the web vary from long static HTML web pages to database-backed
dynamic sites that present the results of a term search.
(www.openinternetlexicon.com/Glossary/TranGlossary.html)
A list of words and explanations of what they do. Not to be confused with a
dictionary, which is also a list of words and explanations.
(www.linuxhq.com/guides/SAG/g2531.html)
A glossary is an alphabetical list of words or expressions and the special or technical
meanings that they have in a particular book, subject, or activity.
(www.ee.oulu.fi/research/ouspg/sage/glossary/)
An alphabetized list of terms with definitions often created by an organization to
reflect its needs. Normally lacks hierarchical arrangement or cross references. Also
known as a term list.
(library.csun.edu/mwoodley/dublincoreglossary.html)
List of project or company specific terms and their definitions. Frequently, people in
different departments (and often even in the same departments) have used the same
terms to mean something different.
(cm-solutions.com/cms/glossary.htm)

It is generally agreed that a glossary is a list of technical terms along with their brief
explanations, but glossaries can be used for alternative purposes. An author may want
to compile a glossary for a book to serve as a reference point for readers. A company
may want to compile a common glossary to be used by different employees from
different departments, to ensure that the use of terminology in internal communication
is co-ordinated: when someone uses a term, others can look it up in the glossary to
find its intended meaning, and thus reducing misunderstanding. A webmaster may
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want to include a glossary on a specialised subject website to help users understand
the jargon that appears on it. In the past, a glossary was considered informal (this is
reflected in the definitions above), and only appeared at the end of a book. This may
be one reason why they were, and to a certain extent still are, overlooked. However,
the information era has changed many things, including the nature of glossaries. Now
that new terms are constantly being introduced, and more and more technical
materials are available and of interest to the general public, glossaries have become a
much-needed source of information. A glossary is the place where the terminology
used on a website can be explained. The importance of glossaries in this information
and knowledge-driven era will be discussed further in Section 4.1.2.
In summary, nowadays, glossaries are important resources. They provide
explanations of the terms used in specialised material, which are increasingly
available to and exploited by the general public. In the next section, we discuss how
glossaries are different from other resources such as dictionaries and ontologies,
showing that they are independent resources and need to be studied.
4.1.1.2 Differences between glossaries and dictionaries, and between glossaries
and ontologies
There are several differences between glossaries and (specialised) dictionaries, and
between glossaries and ontologies. These differences, including the informal nature,
author, and scope of a glossary, are summarised in Table 4-1.
Glossaries are informal and have been researched far less than dictionaries and
ontologies. The scope of a glossary is more likely to be limited to the materials it
accompanies, making it specialised, whereas the scope of a dictionary or ontology is
much wider. The compiler of a glossary is often also the author of the material,
whereas the compilers of other terminological resources are normally trained
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specialists. This ensures the high degree of formality and consistency found in
dictionaries and ontologies1, a feature that is not required for glossaries.
The main purpose of a glossary is to provide readers with a list of the main
concepts mentioned in, or relevant to, the materials it accompanies, and short
descriptions of those concepts (i.e. why they are important). This makes its function
different from that of a dictionary or ontology.
Glossary
Specific to very
specific
Human
Subject specialists

Human
Lexicographers

No
Moderate
Small to medium

Yes
Good
Medium to large

Widely available

Available

Cost to prepare
Special features

Inexpensive

Expensive

Example

CancerHelp
glossary

OED

Specificity
Target audience
Author
Linguistic Features
Consistency
Size (number of
entries)
Availability

Dictionary
General to specific

Ontology
Specific to very
specific
Human, Machine
Subject specialists
and Ontologists
Sometimes
Very good
Medium to large
Limited
availability
Expensive
Explicit relations
between Entries
UMLS

Table 4-1: Glossaries, Dictionaries, and Ontologies.

4.1.1.3 Glossaries and Wikipedia
Recently, Wikipedia (http://www.wikipedia.org) has emerged as the universal
encyclopaedia of the World Wide Web. People can contribute to specific articles
about concepts, and these articles are freely available. Research in NLP has begun to
take advantage of this enormous and valuable resource (Ahn et al. 2004, Bunescu and
Pasca 2006, Strube and Ponzetto 2006).
Wikipedia cannot serve as an adequate substitute for glossaries. Its entries
have become more and more lengthy; the proportion of important information in
Wikipedia articles has gradually become reduced as increasing amounts of material,
1

In the case of ontologies, which are also used by automatic processes, the need for consistency is vital
to ensure that an automatic process can exploit information provided by them.
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accommodating too much information and too many views, are added to them. As a
result, a user looking for quick, concise explanations may be disappointed. In contrast,
a glossary targets a very specific audience and subject. Nevertheless, the popularity of
such an encyclopaedia reinforces the observation that this type of information
(explanations of specialised terms) is in great demand.

4.1.2 Glossaries in the information and knowledge era
The Internet and World Wide Web have started a new information and knowledge
era, in which the general public constantly exploits increasingly available resources
for their own needs. Just as with books, there may be several terms or concepts on a
website with which some readers are not familiar. In these cases, a glossary is needed
to explain them, even though this explanation may be brief. Recognising this fact,
website authors use glossaries in their websites, and enhance them with features
provided by the Internet and World Wide Web such as hyperlinks, multimedia
presentations, and quick search facilities. Glossaries can now even be found on the
front page of a website (rather than the back of a book).
Google (http://www.google.com) has developed a search feature allowing
users to search for definitions of words and phrases2. The search engine will return
glossary entries of the search term from its indexed database. This shows that there is
a demand for this information and that glossaries are widely available. The definitions
of glossary discussed in Section 4.1.1 are extracted from the results of this search
feature.
There are three implications of the observation that glossaries are increasingly
available: i) they are valuable terminological resources which should be studied and
exploited, ii) there is a need for this type of information, and iii) this need suggests

2

Other search engines are also developing this feature.
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that computational methods should be developed to generate them (semiautomatically if not completely automatically). In the next section, we describe how a
set of glossaries from different subject fields is collected from the Internet, which will
be used in our empirical analysis.

4.1.3 Collecting glossaries from the Internet
In order to have a better understanding of glossaries, i.e. what they can provide, and
how they can be exploited for automatic terminology processing, a set of
representative glossaries from a wide variety of subjects from the Internet has been
collected to serve as a dataset. Collecting a glossary means collecting all the termdefinition pairs from it.
To collect glossaries on the Internet, we have searched Google for the
keyword “glossary”, and obtain the glossaries from the first 100 results. The final set
of selected ones comprises 13 glossaries covering 13 different subjects. The selection
process is arbitrary, the only criterion being that the selected glossaries cover a variety
of subjects.
As will be shown later in our analysis, glossaries on the web are presented in
various ways and formats, from plain texts without any hypertext features at all to
those that use every available feature (such as multimedia, hyperlinks, and javascript).
This variety means that the task of collecting glossaries is not a trivial one.
The hypertext markup language (W3C 1999) provides a set of html tags to be
used to mark terms and definitions. They are <DL> (Definition list), <DT>
(Definition term), and <DD> (Definition). When a webpage author uses this set of
tags, the terms are usually highlighted in bold and the definitions indented (depending
on the browser and style used).
An example of the use of the DT and DD tags is:
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<dt><a name="aminoacid"></a>
<b>Amino acid</b>
<dd> Any of a class of 20 molecules that are combined to form
proteins in living things. The sequence of amino acids in a
protein and hence protein function are determined by the
genetic code.

<p></p> (from GENOME)

The browser will usually render these html codes as:
Amino acid
Any of a class of 20 molecules that are combined to form proteins in living things.
The sequence of amino acids in a protein and hence protein function are determined
by the genetic code.

The use of this set of tags could have simplified our task of collecting glossaries from
the Internet. In fact, Google and other search engines rely on it to provide the glossary
search feature. However, not all compilers of Internet glossaries are aware of this html
feature, or want to use it. More than half (7) of our collected glossaries use other
mechanisms to highlight terms and their explanations.
For glossaries that do not use <DL>, <DT> or <DD> tags to mark terms and
definitions in glossaries, we rely on other html tags to identify term and definition
pairs. Tags which are often used are <b> and <strong> to mark terms, with
explanations immediately following. In such cases, we use a finite state machine to
identify and collect the term-definition pairs.
Like traditional glossaries, glossaries on the web are organised alphabetically.
The whole glossary may be contained inside one page, or divided into several pages,
each containing entries beginning with one or more characters. In some cases, each
term-definition pair is put on a separate page; these caused problems for our collection
process. Table 4-2 summarises the sources of collected glossaries, Table 4-3
summarises the descriptions and domains, and Table 4-4 shows the term-definition
separation methods (which affect the collection method) as well as the number of
entries in these glossaries. The collection process proved to be fairly accurate; only a
few manual corrections have been made.
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Abbreviations
GENOME
INTER
JAVA
EUROPA
WEATHER

Source
http://www.ornl.gov/sci/techresources/Human_Genome/glossary/
http://www.lib.berkeley.edu/TeachingLib/Guides/Internet/Glossary.html
http://java.sun.com/docs/glossary.html
http://europa.eu/scadplus/glossary/index_en.htm
http://www.weather.gov/glossary/

CANCER

http://www.cancerhelp.org.uk/glossary.asp

UNICODE
CITIZEN
BIO
ENERY
CHEMISTRY
WATER
FINAID

http://www.unicode.org/glossary/
http://www.uscis.gov/graphics/glossary.htm
http://www.ucmp.berkeley.edu/glossary/glossary.html
http://www.energy.ca.gov/glossary/
http://antoine.frostburg.edu/chem/senese/101/glossary.shtml
http://ga.water.usgs.gov/edu/dictionary.html
http://www.finaid.org/questions/glossary.phtml
Table 4-2: Abbreviations and sources of the collected glossaries.

Glossary
GENOME

WEATHER

Description
A glossary of genetic terms from the DOE Human
Genome Program
Glossary of Internet & Web Jargon
Reference
Some 220 terms relating to European integration and
the institutions and activities of the EU
National Weather Service Glossary

Internet
Java
European
integration
Weather

CANCER

Website glossary

Cancer

INTER
JAVA
EUROPA

UNICODE
CITIZEN

The Unicode Standard, Version 4.0 glossary
Glossary and Acronym of the U.S. Citizenship and
Immigration services
BIO
UCMP Glossary for biologists and paleontologists
ENERY
Glossary of Energy Terms
CHEMISTRY General Chemistry Glossary
WATER
Water Science Glossary of Terms
FINAID
Financial aid glossary
Table 4-3: Domains and descriptions of the collected glossaries.

Domain
Genome

Unicode Standard
US Citizenship
Biology
Energy
Chemistry
Water science
Financial Aid
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Glossary

GENOME
INTER
JAVA
EUROPA

Term-definition
separation

Number
of
entries
381
74
256
241

WEATHER

DT-DD
DT-DD
DT-DD
Nothing (1 term per
page)
DT-DD

CANCER

DT-DD

1109

UNICODE
CITIZEN
BIO
ENERY
CHEMISTRY
WATER
FINANCE

Term in Italic
Term in Bold
Term in Bold
Term in Uppercase
Term in Bold
DT-DD
Term in Bold

347
121
658
356
1044
153
218

2641

Table 4-4: Term-definition separation methods and number of entries.

4.2 Features of glossaries
Empirically analysing the set of glossaries above, we identify a set of important
features that any glossary should have. This analysis is both theoretically and
practically important, as it can indicate the characteristics of glossaries, as well as
provide directions for generating them automatically, which is one of the aims of the
present study. The observation shows that glossaries’ features can be divided into two
categories: i) essential features, which are the features required in order for something
to be considered a glossary; ii) supplementary features, which would be used to enrich
glossaries.

4.2.1 Essential features
Essential features of a glossary include: i) a list of terms; ii) a short description
attached to each term (which will be referred to as a gloss); iii) a method to quickly
search for entries.
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A list of terms: This is the list of terms that the author thinks may need a short
explanation, are worthy of inclusion in the glossary, or are important in the field. It
should be noted that this is not an exhaustive list of terms in the field or materials that
the glossary accompanies, but usually covers most of the important terms. Depending
on the glossary in question, the number of entries varies from several dozen to several
thousands. In our sample set, WEATHER contains the largest number of entries
(2641), and INTER contains the smallest (74).
A short description attached to each term (gloss): This provides an
explanation, a description or information that the author thinks will help readers to
understand the term and the materials in which it appears. These glosses are the most
important part of a glossary, and will be analysed in detail in Section 4.3.
A method to quickly search for entries in the glossary: Traditionally, the
list of terms in a glossary is sorted alphabetically, facilitating the usual alphabetical
search. In fact, for many online glossaries this is still the only way to find an entry.
From our set of glossaries, only GENOME, WEATHER and CHEMISTRY allow
users to search for a specific term by typing the query term into the search textbox
provided on the webpage.

4.2.2 Supplementary features
Supplementary features of glossaries include: i) cross references; and ii) multimedia
presentation.
Cross references: These provide the reader with references to other terms
which may relate to the current entry; they help readers to gain a better understanding
of the term by providing contexts: (e.g. other terms that are closely related to the
current term). In traditional glossaries, cross references often appear in the form of
“see also” notes. In addition to this, online glossaries use hyperlinks to provide instant
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access to other terms of interest. All but two glossaries in our sample set (WEATHER
and CITIZEN) provide hyperlink cross references.
Multimedia presentation: The use of computers and the World Wide Web as
a medium provides the opportunity to present information using audio and animated
visual effects, in addition to the traditional textual and static graphic forms. Online
glossaries have begun to embrace this new way of presenting information, but it has
yet to become a standard feature. In our set, only one glossary (CHEMISTRY) uses
multimedia presentation.

4.2.3 Glosses in glossaries
We borrow the term “gloss” from WordNet (Fellbaum 1998) to describe the
information attached to a term in a glossary. Originally, glossary meant a collection of
glosses, and glosses were notes made in the margins or between the lines of a book
(OED 1989).
The glosses of a glossary constitute its most important parts. A gloss (of an
entry) provides description, explanation, or any information the author thinks may
help readers to understand the entry quickly. The following extracts, (4.1), (4-2) and
(4.3), are examples of glosses3.
(4.1) absolute temperature.
Temperature measured on a scale that sets absolute zero as zero. In the SI system, the
kelvin scale is used to measure absolute temperature. (CHEMISTRY)
(4.2) asexual reproduction
A type of reproduction involving only one parent that usually produces genetically
identical offspring. Asexual reproduction occurs without meiosis or syngamy, and
may happen though budding, by the division of a single cell, or the breakup of an
entire organism into two or more parts. (BIO)
(4.3) Accession negotiations
Accession negotiations are vital in terms of evaluating how ready candidate countries
are for accession. Each country is judged on its own merits from the point of view of
compliance with the accession criteria. Negotiations help candidate countries to
3

All of the glosses are presented as they are extracted from the Internet. As a result, there are
inconsistencies in capitalisation, as well as the use of British and American English.
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prepare to fulfil the obligations of European Union membership. They also allow the
Union to prepare itself for enlargement in terms of absorption capacity.
Negotiations relate to the adoption and implementation of the Community acquis,
which is monitored by the Commission. The acquis is divided into chapters. There are
as many chapters as areas in which progress must be made. These areas are identified
by screening the acquis. The Technical Assistance and Information Exchange
programme (TAIEX) plays a part here. Each chapter is negotiated individually.
Negotiations take place at bilateral intergovernmental conferences between the
Member States and the candidate country. Common negotiating positions are defined
for each of the chapters relating to matters of Community competence.
The results of the negotiations are incorporated into a draft accession treaty, once the
negotiations on all chapters are closed. Where appropriate, the system of transitional
measures allows negotiations to be concluded even if transposal of the acquis has not
been completed.
See:
Accession partnership
Candidate countries
Community acquis
Enlargement
PHARE (Programme of Community aid to the countries of Central and Eastern
Europe)
Pre-accession aid
Pre-accession strategy
Screening
TAIEX (Technical Assistance Information Exchange) (EUROPA)

Generally speaking, a gloss is different from a definition found in a dictionary or
encyclopaedia. Due to the fact that glosses are written by the authors of the materials
themselves rather than lexicographers who specialise in writing definitions, they tend
to be shorter and more informal than dictionary definitions.
A gloss can also be considered a summary of information that the compilers
think will provide readers with concise knowledge of the term. Section 4.3.2.3 will
provide more details of this observation.
A summary of various statistics on glosses can be found in Table 4-5. The
average length of a gloss varies from 25.2 to 69.3 words, with the exception of those
found in EUROPA (271). The average number of sentences varies from 2.4 to 4.3,
again with the exception of those in EUROPA (19.2). Since these numbers suggest
that EUROPA is not an ordinary glossary, it is excluded from our gloss analysis.
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Glossary
GENOME
INTER
JAVA
EUROPA
WEATHER
CANCER
UNICODE
CITIZEN
BIO
ENERY
CHEMISTRY
WATER
FINANCE

Total # of
sentences
1009
319
684
4627
6353

Average # of
Number
sentences per gloss
of words
2.65
9601
4.31
5130
2.67
6860
19.20
65475
2.40
78827

3515
858
393
1763
968
3010
458
734

2.70
2.47
3.25
2.68
2.72
2.88
2.99
3.37

34229
10095
8053
17286
12397
35159
6190
9922

Average # of
words per gloss
25.20
69.32
26.80
271.68
29.85
54.19
29.09
66.55
26.27
34.82
33.68
40.46
45.51

Table 4-5: Number (#) of sentences and words in glosses.

4.2.4 Glossaries are terminologies
As discussed in Section 2.2, if we consider a terminology as the system of terms, their
descriptions and their relations, then it can be argued that a glossary is a terminology,
as it contains a list of terms and their descriptions. Relations between these terms are
expressed implicitly through the glosses.

4.3 Some linguistic features of glosses
As mentioned in Section 4.2.3, glosses are the most important parts of a glossary. In
order to understand the nature of glossaries, and to develop NLP engines that can
generate them automatically, we have to understand the features of glosses. As
glosses are usually presented in textual form, the next step is to analyse them from a
linguistic perspective. The analysis will show that a gloss is not only a definition; it
also provides other valuable terminological information that can be exploited by an
automatic process. The analysis will also provide guidelines for the process of
automatic generation of a glossary.
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Given that glosses are used to explain the meaning of their entries and to
provide important information about terms, we first discuss several studies of
definitions in terminology processing. We then analyse our glosses to see whether
they follow these recommendations (either because the authors of glossaries are aware
of the recommendations, or due to their own intuitions).

4.3.1 The study of definitions in terminology processing literature
ISO 1087 (ISO 1990) defines a definition as “a statement which describes a concept
and permits its differentiation from other concepts within the system of concepts,”
(ISO 1990:p4). The classic formula for a definition is X = Y + distinguishing
characteristic, in which X is the entry, and Y is a class word superordinating X. The
distinguishing characteristic differentiates X from other concepts.
Several studies into definitions have been carried out, notably those of Swales
(1971, 1981), Allen and Widdowson (1974), Selinker, Trimble and Trimble (1976),
Amsler (1980), and Flowerdew (1992). Swales (1971) suggests that the most common
formula for definition is:
T=G+(d1+d2+d3+ …)

Where T denotes the term that is being defined; “=” is “be”; G - a general class word;
and d1+d2+d3 - properties which distinguish T from the other members of the general
class. He summarises methods of formulating definitions in texts as follows:
An X is class word [which is verb + ed|verb+ed|for verb + ing|wh-word +s|verb
+ing|preposition wh-word|with noun phrase|with the property of verb+ing].

Indeed, it is shown in our glossaries that most of these patterns occur.
Selinker, Trimble and Trimble (1976) argue that an explicitly stated definition
contains i) the term being defined; ii) the class of which the term is a member; and iii)
a statement of the essential characteristics or differences that distinguish the term
from other members of the class. They also acknowledge that defining information is
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more likely to be provided implicitly in texts. This is an interesting point, suggesting
that defining information can be retrieved from texts.
By studying the definitions presented in Merriam-Webster Pocket Dictionary,
Amsler (1980) suggests that a definition often consists of a genus term, which
identifies the superordinate concept of the defined word, and differentia which
distinguish this instance from another instance. This is basically in line with the
structure of definitions previously discussed: genus is equivalent to class word and
differentia is equivalent to distinguishing elements. Based on this work, Chodorow
and Byrd (1985) design an automatic procedure to extract and organise genus terms
from definitions of nouns and verbs from an online dictionary. They suggest that the
genus term of a definition found in the dictionary is often the head of the defining
phrase, and propose a method to identify these heads using boundary markers (such as
prenominals on the left, and relative pronouns, prepositions not followed by a
conjunction, etc. on the right). A similar observation (that genus terms are often the
head of the ‘first sentence’ in a gloss) is also made by analysing our set of glosses
(Section 4.3.2). We adopt the terms genus and differentia to refer to the superordinate
concept and distinguishing elements in a gloss, due to their simplicity.
In order to understand the structure of definitions, Flowerdew (1992) examines
329 definitions of 314 terms extracted from a series of science lectures, and classifies
them into three subsets: formal, semi-formal, and informal. It is claimed in the study
that the presence of definitions can be signalled by either syntactic or lexical devices.
Approximately half of the definitions in Flowerdew’s corpus are signalled by lexical
devices such as “we call”, “is called”, “are called”, “called”, and “known as”.
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4.3.2 Analysing our glosses
Parsing technologies allow us to analyse glosses quickly without a great deal of error.
Parsers such as that of Charniak (2000) provide a reasonably accurate shallow
syntactical analysis of a sentence. Charniak’s parser is a statistical parser, but also
uses dependency information expressed in the form of heads’ statistics to find the best
parse. The use of dependency information provides optimised performance as it
combines both linguistic intuition and statistical information. The reported accuracy
of the parser is over 90%, and one of our experiments demonstrated that the
performance of a parser in a specific NLP application was acceptable (Karamanis et
al. 2006).
Using the output from the parser, we can analyse the glosses collected in terms
of sentence structure as well as the head words of these structures. Head words of NPs
and VPs are retrieved by a deterministic procedure described in Collins (1999).
We use the parser to process 12 glossaries (as aforementioned, EUROPA is
not included in our analysis, as the statistics in Section 4.2.3 show that it is too
different from other glossaries). It is observed that the parser sometimes produces
mistakes when parsing sentences that consist solely of an NP. These are the main
errors that the parser makes, which may stem from the fact that sentences in the
training data are usually complete sentences. Several rules have been used to fix the
problem. Otherwise, the parser’s outputs have proved to be sufficient. Analysing
glosses using the outputs of a parser also provides an indication of what to expect
from a parser in an automatic terminology processing environment.
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4.3.2.1 Genus terms in first ‘sentences’
Generally speaking, a gloss contains more than one sentence (as shown in the
statistics presented in 4.2.1). The first ‘sentence’4 of a gloss often fits very well into
the formula X = Y + distinguishing characteristic, but without the X element. In
(4.1)5, for example, the first ‘sentence’ is “Temperature measured on a scale that sets
absolute zero as zero”, which follows the “Y+ distinguishing characteristic” part of
the formula. The X element in this case (absolute temperature) is omitted. In other
words, the first ‘sentence’ is often in the form of an NP. This is to make the gloss as
compact as possible, avoiding unnecessary repetition. The results from the parser
indicate that almost half of the glosses begin with an NP (Table 4-6).
Glossary
GENOME
INTER
JAVA
WEATHER
CANCER
UNICODE
CITIZEN
BIO
ENERGY
CHEMISTRY
WATER
FINANCE

First ‘sentence’ is NP Percentage
234
61.4
29
39.2
121
47.3
1182
44.8
601
54.2
158
45.5
45
37.2
266
40.4
203
57.0
397
38.0
102
66.7
97
44.5

Table 4-6: Number of glosses where the first ‘sentence’ is an NP.

A closer look into the first ‘sentence’ of a gloss indicates that frequent genus
terms (Y element of the definition formula) of the domain can be identified. Where
the first sentence is an NP, the genus term is the head of that NP. The example (4.4)
illustrates this observation (genus terms are underlined).
(4.4) acidulant
A substance added to food or beverages to lower pH and to impart a tart, acid taste.
Phosphoric acid is an acidulant added to cola drinks. (CHEMISTRY)
4

Around 50% of the first ‘sentences’ are in their reduced forms (i.e. NPs) rather than complete ones,
hence the inverted commas.
5
To remind the reader, (4.1) (page 76) is as follows: absolute temperature. Temperature measured on
a scale that sets absolute zero as zero. In the SI system, the kelvin scale is used to measure absolute
temperature. (CHEMISTRY)
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The first ‘sentence’ of the gloss in (4.4) (“A substance added to food or beverages to
lower pH and to impart a tart, acid taste.”) is an NP, and its head is substance.
Similarly, we have process and cancer as two genus terms in the examples (4.5) and
(4.6).
(4.5) volcanism
The process by which magma and associated gases rise to the Earth’s crust and are
extruded, or expelled, onto the surface and into the atmosphere. (BIO)
(4.6) Kaposi's sarcoma
A cancer of the cells that line the walls of the blood vessels (endothelial cells).
Widespread lesions develop on the skin, in the mouth, lymph nodes and internal
organs such as the lung, liver and spleen. It is commonly, but not always, found in
people who are HIV (Human Immunodeficiency Virus) positive. (CHEMISTRY)

In the case that the first sentence is a complete sentence, if it can be described using
the formula “Y is genus term {which/verb+ing/verb+ed/with+properties}*” then the
genus term is the head of the argument of the copular verb. This is illustrated by the
examples (4.7) and (4.8).
(4.7) Anthracycline
Anthracyclines are a group of chemotherapy drugs. They are a type of cytotoxic
antibiotic. This group of drugs includes aclarubicin, daunorubicin, doxorubicin
(Adriamycin), epirubicin and idarubicin. Mitozantrone is made from anthracyclines,
so is sometimes included in this group. (CANCER)
(4.8) visible light.
Visible light is electromagnetic radiation with a wavelength between 400 and 750 nm.
(CHEMISTRY)

Sometimes the heads of the NPs or subjects of the first sentences are the word type,
e.g. type of cancer, and type of weather, as in (4.9) and (4.10).
(4.9) Angiosarcoma
Type of cancer that develops from the cells making up the walls of blood or lymph
vessels. They are called either haemangiosarcomas (blood vessels) or
lymphangiosarcomas (lymph vessels). (CANCER)
(4.10) Present Weather
The type of weather observed at the reporting time. These conditions may include
types and intensity of precipitation such as light rain or heavy snow, as well as the
condition of the air environment such as foggy, hazy or blowing dust. (WEATHER)
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In such cases, although type is the linguistic head, the real genus terms are cancer and
weather. The program that extracts genus terms is modified to accommodate this
phenomenon.
Using this procedure, genus terms for our 12 glossaries can be retrieved; the
ten most frequent genus terms for each glossary are shown in Table 4-7. It should be
noted that the genus term type in JAVA is a real genus term (i.e. variable types such
as string, int, and long).
Glossary
GENOME

Genus term
process, sequence, organism, study, method, cell, gene, use, map,
technique
INTER
ability, tool, language, blogs, page, computer, term, example,
JAVA
keyword, protocol, method, item, system, class, language, unit,
type, definition
WEATHER
system, model, time, area, wind, term, cloud, center, product,
instrument
CANCER
cancer, operation, treatment, cell, lymphoma, drug, doctor, tube,
substance, disease
UNICODE
character, acronym, synonym, standard, sequence, name, system,
script, set, collection
CITIZEN
alien, category, limit, child, provision, number, immigrant, person,
public, law
BIO
organism, rock, term, region, cell, process, layer, plant, group,
structure
ENERGY
device, process, unit, gas, entity, system, term, utility, energy,
acronym
CHEMISTRY substance, compound, reaction, example, unit, element, change,
prefix, acid, process
WATER
water, process, substance, rock, term, unit, measure, amount,
feature, system
FINANCE
loan, program, school, form, student, agency, fee, government, aid
Table 4-7: Ten most popular genus terms extracted from glossaries.

As shown from these lists, genus terms can be extracted reliably and used by
automatic processes. These genus terms closely reflect the classification system in
each domain. It is also noted that sometimes, the word term appears in the first
sentence of a gloss, as illustrated in (4.11) and (4.12).
(4.11) ILEV (Inherently Low Emission Vehicle)

87
Term used by federal government for any vehicle that is certified to meet the
California Air Resources Board's Low Emission Vehicle (LEV) standards for nonmethane organic gases and carbon monoxide, ULEV standards for nitrogen oxides
and does not emit any evaporative emissions. (ENERGY)
(4.12) stream
a general term for a body of flowing water; natural water course containing water at
least part of the year. In hydrology, it is generally applied to the water flowing in a
natural channel as distinct from a canal. (WATER)

In these cases the genus terms can still be retrieved by looking for the “for X”
constituents of the NPs (e.g. “for any vehicle” and “for a body of flowing water”).
This will have to be taken into account when the automatic method for extracting
genus terms is implemented.
Genus terms such as process and system appear in the top ten lists of several
glossaries from various domains: this indicates that they are general genus terms. The
genus term group is particularly problematic; it is used in cases such as group of
drugs and group of undifferentiated cells, where it can be argued that the actual genus
terms should be group of drugs or group of cells, rather than group or either drug or
cell. It is noted that the group of drugs expression can also be rewritten as various
drugs, and thus the actual genus is drug rather than group of drugs. Nevertheless, the
question of whether the genus should be X or group of X when the expression group
of X is found in a definition remains open for discussion.
4.3.2.2 The use of verbs in glosses
Having discussed the genus terms used in the formula (Y part), we progress to the
distinguishing characteristic elements (differentiae). It is noted that a differentia in a
gloss is not always distinguishing; rather than explaining what the term is, it
sometimes states why the term is important. The following example, (4.13), illustrates
this observation.
(4.13) Alpha-Fetoprotein (AFP)
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Substance found in the bloodstream of some men with testicular cancer. The level
rises when the cancer is growing and falls when the cancer is shrinking. So a blood
test can measure the progress of the disease and success of treatment. (CANCER)

In this example, it can be argued that there are many substances which can be found in
the bloodstream of men with testicular cancer. Thus, while the first ‘sentence’ does
distinguish AFP from many other concepts, it does not distinguish AFP from other
substances absolutely. We argue that the information provided in this sentence is
intended to explain why AFP is important rather than to explain what AFP is. In other
words, it can be argued that in glossaries, definitions can be classified into two types:
‘closed’ and ‘open’ definitions. A closed definition distinguishes the defined term
from other terms absolutely, whereas an open definition only distinguishes the defined
term from other terms relatively6. In the case of AFP, the gloss is an open definition
which provides a connection from AFP to other important concepts in the domain
(e.g. testicular cancer).
Consider the example (4.14), which is extracted from the same glossary:
(4.14) Xenylamine
Chemical which has been found to cause bladder cancer. (CANCER)

In this example, the most important fact about Xenylamine is that it is found to cause
bladder cancer. This explanation is about why Xenylamine should be included in the
glossary, rather than how it is distinguished from other chemicals. The following
examples (4.15, 4.16, and 4.17) are from different glossaries, reinforcing the point
that a gloss of an entry in a glossary explains why the term is included. Very often,
this explanation is in the form of a connection between the entry and other concepts in
the domain.
(4.15) case
6

More formal definitions of closed and open definitions are: if the pair of term-definition is {X,Y}, a
closed definition means that if something fits the description Y, it should be X; whereas an open
definition means that if something does not fit the description Y, it cannot be X.
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A Java keyword that defines a group of statements to begin executing if a value
specified matches the value defined by a preceding switch keyword. (JAVA)

The connection between case and the Java domain is that case is a keyword, and case
defines a group of statements. Here, the gloss is also a true definition: it contains
information that states the differences between case and other Java keywords.
(4.16) aqueduct
a pipe, conduit, or channel designed to transport water from a remote source, usually
by gravity. (WATER)

The connection between aqueduct and the WATER domain is that an aqueduct
transports water.
(4.17) Certificate of Citizenship
Identity document proving U.S. citizenship. Certificates of citizenship are issued to
derivative citizens and to persons who acquired U.S. citizenship (see definitions for
Acquired and Derivative Citizenship). (CITIZENSHIP)

The connection between Certificate of Citizenship and the US Citizenship domain is
that Certificate of Citizenship is an identity document, Certificate of Citizenship
proves U.S citizenship, and Certificate of Citizenship is issued to derivative citizens
and acquired citizens. Many more such examples can be found in our set of
glossaries.
In the majority of cases, relations between the entry and other terms in the
domain are explicitly stated using verbs such as “contain” (CHEMISTRY), “cause”
(CANCER), and “define” (JAVA). Empirical observation suggests that such verbs,
whilst varying across different domains, are used repeatedly within a glossary. It is
possible to use a reference corpus to confirm this empirical observation. For example,
we can extract the list of verbs from the glossary CHEMISTRY and calculate their
frequencies (FRE), relative frequency (REL: FRE divided by total number of words in
the glossary), its relative frequency in the BNC (BNCREL), and the relative ratio
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(REL/BNCREL). The list of 20 verbs that have the highest relative ratios is shown in
Table 4-8.
Most of the verbs in the list reflect relations and knowledge specific to the
domain of Chemistry, such as DISSOLVE, ABSORB, and REACT. REFER,
DEFINE, and EXPRESS are interesting cases, as they are used frequently in the
glossary but do not reflect any important domain-specific relations. They can be
considered genre-related verbs rather than domain-related ones. The use of such verbs
has already been discussed in other studies (Flowerdew 1992, Hearst 1998, Pearson
1998, Meyer 2001).
Verb
dissolve
absorb
react
measure
bind
convert
contain
lower
form
release
consist
determine
use
define
attach
produce
refer
result
express

Fre
32
31
24
27
33
16
75
10
61
19
13
20
118
19
10
50
23
16
15

Rel-Fre
0.009143
0.008857
0.006857
0.007714
0.009429
0.004571
0.021429
0.002857
0.017429
0.005429
0.003714
0.005714
0.033714
0.005429
0.002857
0.014286
0.006571
0.004571
0.004286

BNCREL
9.09E-05
0.00015
0.000146
0.00026
0.00035
0.00019
0.00095
0.00015
0.000976
0.00036
0.00028
0.0005
0.003
0.0005
0.000264
0.0015
0.0007
0.000489
0.000466

Ratio
100.5815
59.04762
46.96673
29.67033
26.93878
24.06015
22.55639
19.04762
17.85714
15.07937
13.26531
11.42857
11.2381
10.85714
10.82251
9.52381
9.387755
9.348525
9.196812

Table 4-8: Top 20 highest relative frequency ratios verbs in CHEMISTRY.

It can be argued that these significant verbs are, in fact, the central parts of the
knowledge patterns which signal the important knowledge in a field, such as “A
CONTAIN B” in the domain of Chemistry:
acid: a compound containing detachable hydrogen ions;
alloy: A mixture containing mostly metals;
saturated fat: A lipid that contains no carbon-carbon double bonds
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or “A STOP B” in the domain of Cancer:
Anaesthetic: Drug which stops feeling, especially pain;
Aminoglutethamide: Drug used to treat breast cancer which stops the Adrenal Gland
from making sex hormones. Has to be taken with Steroid tablets as it also stops
steroid production.

It is also noted that “used to do something” and “used for something” are popular verb
patterns across different glossaries. It can be inferred that “used to” and “used for” are
useful linguistic signs for information about a term regardless of domain. Examples of
these patterns across several glossaries are: “used to clone …”, “used to identify …”
(GENOME); “used to define…”, “used to declare …” (JAVA); as well as “used to
calculate …”, and “used to measure …” (WEATHER). It can be said that important
information about the term is contained in the verbs that follow “used to”, i.e. “clone”,
“identify”, “define”, “declare”, “calculate” and “measure”. This will be reflected in
our methodology used to extract these knowledge patterns presented in the next
chapter.
4.3.2.3 A gloss as a summary of information about an entry
One of the main functions of a gloss is to give readers a short description of an entry,
providing the most important facts related to the term. As a result, the gloss of an
entry can sometimes be considered a summary of the most important information
about the entry term. For example, the following gloss
(4.18) antioxidant
Antioxidants are compounds that slow oxidation processes that degrade foods, fuels,
rubber, plastic, and other materials. Antioxidants like butylated hydroxyanisole
(BHA) are added to food to prevent fats from becoming rancid and to minimize
decomposition of vitamins and essential fatty acids; they work by scavenging
destructive free radicals from the food. (CHEMISTRY)

describes the most important information about antioxidant: what it is (a compound),
its function (slowing oxidation processes), its usage (added to food to prevent....), and
how it works (by scavenging destructive free radicals from the food). Another
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example of a gloss as a summary is (4.19), which is the entry for B Lymphocytes (B
cells) in the CANCER glossary.
(4.19) B Lymphocytes (B cells)
Type of white blood cell. Lymphocytes make up a quarter to a third of the white
blood cells. Then there are two types of lymphocytes, B and T cells. The B
lymphocytes make antibodies in response to disease or anything the body recognises
as foreign. The antibody response is part of the immune response. A cancer of the B
lymphocytes is called a B cell Lymphoma. (CANCER)

This gloss also contains the most important information about B cells such as what B
cells are, what their functions are, and how they work.
The fact that glosses contain summarised information makes them an
attractive source of information.

Using a gloss, a reader can obtain an overall

understanding of the terms they describe quickly without having to search for
reference materials.

4.4 Summary
In this chapter, it was argued that glossaries and glosses are valuable resources in
automatic terminology processing. Glossaries and glosses are widely available and
contain information that either defines a term or justifies its importance in a particular
subject field. In other words, a gloss contains the most important knowledge about the
term it describes. A preliminary statistical analysis has suggested that knowledge
about terms in the subject field is expressed using several frequently used patterns.
This frequency means it is possible to design an algorithm to extract the patterns from
glossaries and use them in automatic terminology processing. In the next chapter,
such an algorithm will be described.
It should be noted that this analysis is orientated towards automatic
terminology processing - it is biased towards automatically-extractable patterns rather
than provision of a complete linguistic analysis. Such a thorough linguistic analysis,
although interesting, is beyond the scope of this work.

Chapter 5: Extracting knowledge patterns from
glossaries

In this chapter, the notion of knowledge patterns and their use in automatic
terminology processing are discussed (Section 5.1). We propose that knowledge
patterns can be extracted from glossaries due to their frequent occurrence, as the
analysis in Chapter 4 has shown. Work covering pattern heuristics (the pattern
candidates which are the foci of the extraction effort) and scoring methods are
discussed (Section 5.2). Finally, a method for extracting knowledge patterns from
glossaries is presented (Section 5.3).

Chapter 5: Extracting knowledge patterns from glossaries

94

5.1 Knowledge patterns
In this section, we discuss the notion of knowledge patterns and their use in automatic
terminology processing (Section 5.1.1). The observation made in the previous chapter
that glossaries are valuable sources of knowledge patterns is also reiterated in Section
5.1.2. The discussion serves as one basis for a proposed method to extract them from
glossaries.

5.1.1 Knowledge patterns in automatic terminology processing
As discussed in Section 2.2.3, rather than individually, terms should be considered as
integral parts of a coherent terminology in which individual terms are linked together.
Therefore, automatic terminology processing should extract not only terms, but also
links between terms and associated terminological information from corpora. These
links and terminological information are expressed in specialised texts using linguistic
devices such as knowledge patterns.
Meyer (2001) defines knowledge patterns as predictable, recurrent patterns in
which a conceptual relation will manifest itself. A conceptual relation is a link
between a concept and other concepts in the domain. Meyer also notes that different
domains may have different key relations. In medical texts, for example, the more
important relations are SYMPTOM and TREATMENT, rather than HYPERONYMY.
He proposes a methodology for developing knowledge extraction tools based on
knowledge patterns. It relies on identifying an initial set of knowledge patterns for
each conceptual relation, then manually analysing the output to identify other patterns
or restrictions that should be applied to existing patterns. The process is mainly a
manual one, and relies heavily on human input. Its output is a high-quality
terminology project that aims to illustrate the network of concepts underlining the
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terminology in the domain. Similar works include Ahmad and Fulford (1992),
Bowden et al. (1996) and Davidson et al. (1998), although in these studies, different
terms are used instead of knowledge patterns. Ahmad and Fulford refer to those
patterns as knowledge probes. In another study, Pearson (1998) uses defining
expositives, which Meyer suggests are similar to knowledge patterns, to extract
defining information from a corpus. Pearson exploits two types of defining
expositives: formal and semi-formal. Both are domain-independent patterns, such as
“is/are known as X”, or “is/are used to”.
In this study, the term knowledge pattern assumes a more general meaning: it
denotes a linguistic pattern which expresses important knowledge in the domain. We
shall focus on patterns whose anchor is a verb, for example “X BE compound” (or “X
IS_A compound”), “X CONTAIN ring1”, “X CONTAIN Y”, and “X TREAT Y”. It is
also recognised that there are other types of knowledge patterns, but discussion of
these remain beyond the scope of this study.

5.1.2 Knowledge patterns in glossaries
As our previous analysis shows (Section 4.3.2), a glossary contains essential
knowledge about important terms within a specific subject; this makes it an ideal
source of knowledge patterns. The analysis indicates that a gloss explains why a term
is important in the domain, as there are links between it and other terms in the
domain, or particular facts that make it important. This is in line with the view that
considers a term as an integral part of a coherent terminology, and that a term does not
exist independently, but only in the context of its relationship to the terminology. It is
also noted that relations are often expressed using verbs (i.e. CONTAIN in the domain
of Chemistry, STOP in the domain of Cancer, and DECLARE in the domain of Java
1

E.g. hydrocarbon rings or aromatic rings in organic chemistry. See also Section 5.3 for a discussion
of this type of patterns.
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programming language). For each subject field, there is a distinct set of verbs that
express important relations. The analysis also indicates that these knowledge patterns
can be extracted from glossaries, as they appear in the glossary much more frequently
(thus the name “pattern”) than in a reference corpus. In the next section (Section 5.2),
we shall discuss heuristics and scoring methods aimed at automatically identifying
such patterns in glossaries.

5.2 Pattern heuristics and scoring methods
Pattern extraction is an interesting topic in NLP, as patterns are a means of extracting
further information (including named entities, events, or terms). The process of
pattern extraction often has two components: a pattern heuristic, and a pattern scoring
method. A pattern heuristic (the type of patterns we are looking for) is needed in order
to identify pattern candidates. Without a pattern heuristic, the number of pattern
candidates simply becomes too large and unmanageable. Once the list of pattern
candidates has been identified by a pattern heuristic, these candidates are assigned
scores so that better (i.e. high scoring) patterns have a greater effect on the intended
task. Relevant works that propose pattern heuristics and scoring methods include
Riloff (1993, 1996), Nenadic and Ananiadou (2006), as well as Oakes and Paice
(1999).

5.2.1 Riloff
Riloff’s work (1993) concerns the task of information extraction, and a specific
system called CIRCUS (Lehnert 1990). This system relies on a domain-specific
dictionary of concept nodes to extract information about events. The concept node
$kidnap-passive$, for example, would be activated in a context such as “the major
was kidnapped by the terrorists”. The concept node also contains information as to
how to fill its variable parts (for example, perpetrators, victims, and instruments). The
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concept node2 dictionary represents a set of interesting events given a specific domain
or task. An example of concept node is:
CONCEPT NODE
Name: target-subject-passive-verb-bombed
Trigger: bombed
Variable slots: (target *S*)
Constraints: (class phys-target *S*)
Constant slots: (type bombing)
Enabling conditions: ((passive))

When the system encounters the following clause: “the hospital was bombed”, this
concept node would be activated (because the appearance of the word ‘bombed’). The
CIRCUS parser (used in the paper) would suggest that ‘hospital’ is the subject of the
clause, and that the clause is a passive construction, and also that ‘hospital’ belongs to
the phys-target class. In this case, all of the constraints and conditions specified in the
concept node have been satisfied, and thus, an event (of a bombing of a physical
target) is identified.
As it has been shown that the manual construction of a concept node
dictionary is very time-consuming, Riloff suggests that a set of linguistic pattern
heuristics can be used to build it automatically. Each heuristic looks for a specific
linguistic pattern surrounding a target string. For example, given that the target string
is “public buildings” (as it appears in an event specified in the training data), and that
the clause “public buildings were bombed” appears in the training texts from which a
bombing event has been identified, the heuristic ‘<subject>passive-verb’ would be
satisfied, and used to generate the above concept node. The word ‘bombed’, which
fills the passive-verb slot in the heuristic, would be identified as the trigger for the
concept node. The constraints for physical targets are pulled from the domain

2

Concept node is the term used by Riloff; it can be considered equivalent to the concept of an
information extraction template, in which conditions for an event to be identified by a
particular context are specified.
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specifications. The concept node type (bombing) is assigned because the target string
(public buildings) appeared in a bombing template.
The original set of heuristics and their illustrative examples is shown below
(extracted from Riloff’s paper):
(5.1) <subject> passive-verb : <victim> was murdered
<subject> active-verb : <perpetrator> bombed
<subject> verb infinitive: <perpetrator> attempted to kill
<subject> auxiliary noun: <victim> was victim
passive-verb <dobj>: killed <victim>3
active-verb <dobj>: bombed <target>
infinitive <dobj>: to kill <victim>
verb infinitive <dobj>: threatened to attack <target>
gerund <dobj>: killing <victim>
noun auxiliary <dobj>: fatality was <victim>
noun prep <np>: bomb against <target>
active-verb prep <np>: killed with <instrument>
passive-verb prep <np>: was aimed at <target>

The proposed methodology relies on a dictionary of targeted strings (diplomat,
terrorist), and their classifications (<victim>, <perpetrator>), which are generally not
available4 for automatic terminology processing. The original paper does not suggest
ways of scoring these patterns but, in her later work, Riloff (1996) proposes a scoring
method which uses a training corpus of relevant and irrelevant texts:
(5.2)

score( patterni ) =

Fi
log( N i )
Ni

Here N i denotes the total frequency of the patterni in the training corpus, and Fi is
the frequency of the patterni in relevant texts. The main idea behind this formula is
to promote both relevant patterns and high frequency patterns.
Riloff’s heuristics indicate that verbs play a very important role in information
extraction, as they can activate the identification of an event. We make the same

3

In her paper, Riloff explains that this heuristic is used because the parser sometimes confuses between
active and passive constructions.
4
In Oakes and Paice (1999), a manually constructed thesaurus is used to provide this type of
information.
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observation that verbs are important parts of knowledge patterns, and also build our
pattern heuristics around them (see Section 5.3).

5.2.2 Nenadic and Ananiadou
Nenadic and Ananiadou (2006) are interested in discovering context patterns that
signal term similarity. They use a generic regular expression which contains only
relevant elements, their part-of-speech, syntactic tags, terminological and additional
ontological information when available, as well as lemmatised significant contextual
elements. Examples of those patterns are:
(5.3) PREP:of NP: cancer of the lung, tumors of the lung, diseases of the lung
PREP:in NP PREP:of NP: a mass in the base of the lung, rounded opacities in the
base of the lung, an abscess in the base of the lung
V:activate PREP:by TERM: Pancreatic glucokinase is activated by insulin-like
Growth Factor, Murine p8 Gene Promoter is activated by ATF4.

In (5.3), examples of the patterns are underlined, and terms appearing within the
context of these patterns are italicised.
These patterns are scored using a C-value like formula (see Section 3.1.4):

(5.4)

log 2 | p | f ( p) : if p is not nested

CP − value( p) = 
1
log 2 | p | ( f ( p) − | T | ∑q∈T f (q)) : if p is nested
p

p

In (5.4) | p | denotes the length of the pattern p, f ( p ) – its frequency, Tp – the set of
all patterns that contain p, and | Tp | – the number of such patterns.
In their approach, prepositions and the most frequent verbs in the corpus being
processed are used as pattern anchors (e.g. they search for patterns which contain
either prepositions or frequent verbs). Different terms which appear in the context of
the same pattern are considered to be similar. For example, in their experiments both
NF Kappa B and Transcription Factor appeared frequently in the pattern: “V:activate
PREP:by TERM”; and this contributes to their similarity value.
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5.2.3 Oakes and Paice
The work of Oakes and Paice (1999) discusses the automatic generation of templates
for automatic abstracting. They suggest that, in typical research articles, stylistic and
semantic regularity can be found and is useful for automatic abstracting. An example
of this regularity is embodied by patterns such as “the effect of X on Y”, which
suggests that X is an independent variable or influence, and Y is a dependent variable
or property. Such a regularity (pattern) can be captured by means of contextual
patterns or templates. Instead of building those templates manually, as in previous
research (Paice and Jones 1993), they propose a methodology to automatically extract
templates from a training corpus, utilising a small domain thesaurus. A phrase is
considered a template if it: i) occurs more than once in the training corpus; ii) contains
a role indicator; iii) is of length 2, 3, or 4; and iv) does not start or end with a word in
the stop list. A role indicator is a representation of the concept class that a term
belongs to; ethirimol, for example, is an agent, so the extraction process replaces all
appearances of ethirimol with its role indicator, AGEN. After being identified, these
templates can be weighted by calculating the ratio of the number of times they are
matched with and without the role constraint being used. For example, given that the
weight of the template “spring SPE was sown” (SPE: species) has to be calculated, an
occurrence of “spring CV was sown” (CV: cultivar) is considered to be a match
without the role constraint being used, but not a match when the role constraint is
used.

5.2.4 Summary
In the above studies of pattern heuristics, a pattern has two main components: an
anchor part (which is fixed and fully lexicalised), and variable parts (which can be
instantiated by terms or named entities fillers). In Riloff’s work, the anchor part is
made up of nouns, verbs, or prepositions. In Nenadic and Ananiadou’s work, the
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anchor part is made up of either verbs or prepositions, whilst Oakes and Paice (1999)
propose that the anchor part can be any phrase having length of 1, 2, or 3 words and
not starting or ending with a word in the stop list. Across these three studies,
constraints regarding what can be used to fill the variable parts differ. In Riloff’s
work, they are named entities, or NPs. In Nenadic and Ananiadou’s study (2006),
term candidates can fill the slots, whereas Oakes and Paice (1999) propose that only
terms with the appropriate semantic type can be used. In Paice and Black’s approach
(2003), term candidates can also fill these slots.
In the next section, we propose a method of extracting patterns from a glossary
which includes a pattern heuristic and several scoring methods. Similar to the abovementioned studies, our pattern heuristic also has an anchor and variable parts. The
proposed scoring methods bear some similarity to those of Riloff (1996) and Oakes
and Paice (1999).

5.3 A novel method for extracting and scoring knowledge
patterns from glossaries
As shown in the analysis of glosses (Section 4.3.2), knowledge patterns that express
relations between terms are often realised by verbs: therefore we shall focus our
efforts on extracting patterns which have verbs as their anchors. As the anchors of our
pattern have been identified, the next step is to establish the pattern arguments.
As in Riloff’s studies, we concentrate on subject–verb–argument patterns, as
they often express the most important relations. As sentences in glossaries often omit
the subjects (which are the terms being described), it is safe to concentrate on the
verb–argument parts of knowledge patterns. We propose a pattern heuristic that will
capture patterns from glossaries at three levels of detail as follows:
(5.5) VERB + NP (the verb is followed by an NP)
VERB + TERM (the verb is followed by a TERM found in the glossary)
VERB + head (the verb is followed by a specific head word of an NP)
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These three levels are intended to capture patterns at different levels of detail, leaving
the pattern scoring method to identify whether a pattern is too general or too specific,
or whether it is suitable for our purposes.
The first two pattern heuristics are similar to those proposed in the literature.
The additional pattern heuristic (VERB + NP’s head) is intended to capture patterns
of general verbs (be, have, etc.) which may otherwise be overlooked by other
heuristics. To illustrate this ability, consider the following context: “is a compound”,
from which other pattern heuristics may suggest only two pattern candidates, “be NP”
and “be <TERM>”, both considered to be too general for the domain of Chemistry.
The third level is used to suggest the pattern candidate: “be compound”, whose
usefulness will become clearer when patterns are scored and ranked (Section 5.3.4).
In order to extract pattern candidates from a glossary, the first step is to
process the glossary using pre-processing tools, in order to annotate the glosses with
lexical-syntactic information. In the next two sections, we discuss how pattern
candidates can be extracted using either a part-of-speech tagger or a statistic parser.

5.3.1 Pattern extraction using part-of-speech tagging only
When only part-of-speech tagging is used, the linguistic information that is available
for exploitation by subsequent processing modules is the part-of-speech and lemma of
words. Thus the only available methods for identification of a verb’s arguments are
pattern matching and boundary searching. On the right hand side of the verbs, we
search for verbs, auxiliaries, and relative clause markers (such as which, that).
Anything between the verb and a boundary marker is considered part of its arguments.
A regular expression proposed by Justeson and Katz (1996) (also see Section 3.2.3) is
then used to identify the actual term candidates appearing within those markers, and
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the head of the term candidates is considered to be the last noun before the first
preposition in the term candidate. The algorithm is presented in Figure 5-1. When
term relation extraction is performed, to identify the left argument of the pattern, the
same procedure can be applied to the left hand side of the verb.
Input: the text to be processed
Output: the list of pattern candidates L
1
L:=empty list;
2
For each sentence S in the text
3
Begin
4
For each Verb V in S
5
Begin
6
Find the first boundary marker B on the right hand side of V
7
Find all term candidates As which are confined between V and B
8
For each term candidate Ti in As
9
Begin
10
If (Ti matches one of the entry terms in the glossary)
11
Begin
12
The pattern “V + <TERM>” is added into L
13
End
14
The pattern “V + <NP>” is added into L
15
The pattern “V + Head_Of_Ti” is added into L
16
End
18
End
19
End
20
Return L
Figure 5-1: Pattern extraction algorithm using part-of-speech tagging only.

For example, from the sentence: “Burkitt's Lymphoma is a rare and special type of
lymphoma that is usually treated with combination chemotherapy”, the part-of-speech
tagger identifies three verbs (is, is, and treated). For the first instance of is, that is
identified as the boundary (line 7) because it is a relative pronoun. Between them,
special type of lymphoma is identified as a term candidate, because it follows the
ANPN POS pattern. As it does not match any entry in the glossary, two patterns (BE
<NP>, line 14, and BE type, line 15) are added to the result list. For the next instance
of is, the boundary is treated (a verb), and no term candidate appears between them.
For the verb treated, the algorithm will add three more patterns (TREATED
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<TERM>, TREATED <NP>, and TREATED chemotherapy) to the list, because
combination chemotherapy is also an entry in the glossary.
This method has both strengths and weaknesses. Although part-of-speech
tagging is a proven technology, where accuracy can exceed 95%, this algorithm
overlooks syntactic relations. This approach can be compared to a “shotgun” where
everything around verbs will be captured. For this reason, the method can be expected
to have high recall but low precision. Preliminary experiments indicate that this
approach is inferior to pattern extraction using a parser (discussed below).

5.3.2 Pattern extraction using a parser
After a parser parses the texts, there is no longer a need to find boundary markers; the
parser will provide syntactic information indicating which NPs constitute the
arguments of the verb, so the algorithm presented in Figure 5-1 is modified to derive
the algorithm described in Figure 5-2. The function GetDetail referred to in this
algorithm is presented in Figure 5-3.
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Input:
Output:
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33

List of all sentence Ss in the text
PatternsCount which contain all pattern candidates and their count
For each sentence S in the Ss
Begin
For each Verb phrase VP in S
Begin
Initialise ListOfPatterns;
Add an empty string to ListOfPatterns;
For each constituent C in VP
Begin
WorkingListOfPatterns = new ListOfString();
If(C is the main Verb of VP)
Begin
For each _pattern in ListOfPattern
Begin
Add “_pattern + HeadOf(C)” to WorkingListOfPatterns;
End
End
Else Begin
For(DetailLevel = 1 to 3)
Begin
DetailOfC= GetDetail (C,DetailLevel);
If(DetailOfC is not null)
Begin
For each(_pattern in ListOfPattern)
Begin
Add “_pattern + DetailOfC” to WorkingListOfPatterns;
End
End
End
End
ListOfPatterns= WorkingListOfPatterns;
End
Add (and increase count of) all patterns in ListOfPatterns into PatternsCount;
End

Figure 5-2: Pattern extraction algorithm using shallow parsing.
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1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23

Function GetDetail(Constituent C, int DetailLevel)
Begin
If (C is an NP)
Begin
If(DetailLevel==0)
Return “<NP>”
If(DetailLevel ==1)
If (C matches a term)
Return “<TERM>”
Else
Return Null
If(DetailLevel ==2)
Return HeadOf(C);
End
If (C is a PP)
Begin
If(C is in the form of Preposition NP)
Return Preposition+”_”+GetDetail(NP, DetailLevel)
If (C is an S having the “to do something” construction)
Return “To”+”_”+GetDetail(ObjectOf(C), DetailLevel )
End
Return null;
End
Figure 5-3: The function GetDetail.

This algorithm is typical of exhaustive algorithms, designed to capture different levels
of detail and syntactic information regarding the patterns, and making them easier for
humans to interpret.
The following examples (5.6 and 5.7) are used to provide further clarity to the
algorithm presented.
(5.6) amalgam.
An alloy that contains mercury. (CHEMISTRY)

From (5.6), the shallow parser returns (see also Figure 5-4):
(S1 (NP (NP (DT An) (NN alloy))
(SBAR (WHNP (WDT that))
(S (VP (VBZ contains) (NP (NN mercury)))))
(. .)))
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Figure 5-4: Parse tree of the example (5.6).

The VP found is “(VP (VBZ contains) (NP (NN mercury)))”. This VP has two
constituents, VBZ and NP, and the VBZ constituent is the main verb of the VP. After
processing the first constituent, VBZ, the ListOfPatterns contains one string
“CONTAIN”, since the first constituent is also the main verb of the VP (lines 10-16,
Figure 5-2). After processing the NP constituent, three final patterns are constructed:
“CONTAIN NP”, “CONTAIN <TERM>”, and “CONTAIN mercury”. This is
because the loop shown in lines 18-28 can get the detail of the NP constituent at three
levels: level 0 is “NP” (see line 5, Figure 5-3); level 1 is “<TERM>” because mercury
is a term in the glossary (line 8); level 2 is “mercury” because it is the head of the NP
(line 12, Figure 5-3), and add them into all patterns that are being constructed and
stored in the ListOfPatterns variable. Scoring methods discussed in Section 5.3.3 will
be used to show that “contain mercury” is too specific, and that the use of
“CONTAIN NP” is not as statistically significant as “CONTAIN <TERM>”. In this
case, “contain <TERM>” is shown to be the best pattern candidate.
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(5.7) Burkitt's Lymphoma
Burkitt's Lymphoma is a rare and special type of lymphoma that is usually treated
with combination chemotherapy. (CANCER)

For (5.7), the following output is returned by the parser (see also Figure 5-5):
(S1 (S (NP (NP (NNP Burkitt) (POS 's)) (NNP Lymphoma))
(VP (AUX is)
(NP (NP (DT a) (ADJP (JJ rare) (CC and) (JJ special)) (NN type))
(PP (IN of) (NP (NN lymphoma)))
(SBAR (WHNP (WDT that))
(S (VP (AUX is)
(ADVP (RB usually))
(VP (VBN treated)
(PP (IN with) (NP (NN combination) (NN chemotherapy)))))))))
(. .)))

Figure 5-5: Parse tree of example (5.7).

As can be seen in the parse tree of the example (5.7), there are three VPs in the
sentence, and as shown in line 3, Figure 5-2, the algorithm will process all of them.
For the first VP (“is a rare type of … treated with combination chemotherapy”), the
algorithm suggests two patterns: “BE lymphoma” and “BE NP”. This is because
lymphoma is identified as the head of the NP “a rare and special type of lymphoma
that is usually ….”. The second VP (“is usually treated with combination
chemotherapy”) does not have any NP or PP as its child, thus the GetDetail function
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will return null (line 23, Figure 5-3), and thus no pattern will be suggested. For the
third VP (“treated with combination chemotherapy”), the algorithm discovers three
more patterns: “TREATED WITH chemotherapy”, “TREATED WITH <TERM>”,
and “TREATED WITH NP”. This is because combination chemotherapy is a term in
the glossary, the head of combination chemotherapy is chemotherapy, and the
function GetDetail is also able to deal with prepositional phrases such as “with
combination chemotherapy” (line 17, Figure 5-3).
The above algorithm focuses on the verbs and their right arguments rather than
their subjects, since more than half of the first sentences of the glosses omit the
subject, and the omitted subjects are the terms that the glosses describe (as shown in
Section 4.3.2). We therefore assume that nearly all subjects of verbs found in glosses
are terms. Taking this assumption, the problem of a subject being an anaphoric
expression referring to a term is also avoided.

5.3.3 Assigning a score to a pattern
As we shall use patterns extracted from glossaries to help automatic terminology
processing, assigning a score to a pattern is a central issue. Reliable patterns should
have higher scores, so that they can have stronger influence on automatic terminology
processing than unreliable patterns.
We use pattern frequencies as the basis of pattern scoring methods. The
hypothesis behind this is that the more a pattern appears in a glossary, the more
significant the pattern is. As a glossary also contains patterns which can be found in
general texts, it is necessary to differentiate between patterns that are specific to the
domain and patterns that are general. To take this into consideration, the frequency of
a pattern in the glossary and its frequency in a reference corpus are compared. The
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greater the difference, the more significant the pattern is, and the higher the score it
should be awarded.
Let F ( pi ) denote the frequency of the pattern pi in the glossary, Fr ( pi ) : the
frequency of pi in the reference corpus, and Df ( p i ) : the number of documents in the
reference corpus. The scores of patterns are calculated as shown in 1) - 4) below. It is
worth noting that only patterns appearing more than once in the glossary will be
selected (otherwise they are not regarded as “patterns”).
1) Raw frequency: SF ( pi ) = F ( pi )
2) Relative frequency: SR( p i ) =

F ( pi )
Fr ( p i )

If the pattern does not occur in the reference corpus, its score is set to 1. This is
because if a pattern does not appear in the reference corpus, one possible reason is
that it is too specific and has no actual use. Alternatively, the reference corpus
may not be large enough. It has been suggested that setting the score to 1 may not
be the best way to treat patterns which do not appear in the reference corpus. In
this thesis, the reason for setting the score to 1 is to ensure that these patterns are
not excluded but that at the same time their impacts are restricted. The adjusted
relative frequency score seeks to return a value that caters for this problem, whilst
other ways to treat these patterns will be exploited in future work (Section 9.4).
3) Adjusted relative frequency: SRa( pi ) = SR( pi ) log( F ( pi ))
In comparison to the relative frequency scoring method, this score also rewards
patterns that occur frequently in the glossary. It should be noted that this scoring
method is slightly different from that of Riloff (1996), which uses log( Fr ( p i ))
rather than log( F ( pi )) . Patterns not appearing in the reference corpus are ranked
according to their frequency in the glossary.
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4) TF.IDF: ST ( pi ) =

F ( pi )
Df ( pi )

.

Again, if a pattern does not appear in the reference corpus, its score is set to 1.
In the next section we provide an ad hoc discussion of these four scoring methods,
whereas in Chapter 7 their usefulness will be evaluated in the task of automatic term
extraction. We shall limit our discussion to observations of patterns extracted using a
shallow parser, as the results from the pattern extraction method using only part-ofspeech tagging are inferior.

5.3.4 Comparing pattern scoring methods by means of examples
As previously discussed, the proposed pattern heuristic is capable of capturing
knowledge patterns at different levels of detail. Scoring methods which may employ a
reference corpus can then be used to compare the patterns identified. We decided to
use New Scientist texts from the BNC (BNC 2001) as the reference corpus. This is
because this section of the BNC contains articles discussing sciences and
technologies, so the number of patterns absent from the reference corpus is reduced.
Thanks to the pattern heuristic, we can compare not only patterns of different verbs,
but also patterns of the same verbs at different levels of detail. By way of example, we
shall compare the pattern “CONTAIN <TERM>” against “CONTAIN ring”, and
“CONTAIN <TERM>” against “FORM <TERM>”. The three patterns are identified
by applying the extraction algorithm detailed in Section 5.3.2 to the CHEMISTRY
glossary. Table 5-1 summarises these comparisons.
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Frequency
Frequency rank
Relative Frequency
Relative Frequency Rank
SRa
SRa rank
TF.IDF
TF.IDF rank

contain
ring
5
63
5
17
8.04
18
5
18

contain
<TERM>
14
11
1.4
91
3.69
36
1.55
84

form
<TERM>
6
46
2
67
3.58
37
2
69

Table 5-1: Scores and ranks of patterns in CHEMISTRY.

Amongst the three patterns, “CONTAIN <TERM>” is the most frequent, ranked 11
(according to raw frequency count) in comparison to 63 and 43, the ranks of
“CONTAIN ring” and “FORM <TERM>” respectively (on the basis of raw
frequency). Relative frequencies calculated using the reference corpus indicate that
“CONTAIN ring” is more significant a pattern than both “CONTAIN <TERM>” and
“FORM <TERM>”. Also with this scoring method, “FORM <TERM>” is ranked
much higher than “CONTAIN <TERM>” (67 against 91). When adjusted relative
frequency is used, “CONTAIN ring” remains the most significant pattern of the three;
the difference between “CONTAIN <TERM>” and “FORM <TERM>” is much
smaller, as would be expected. It is suggested that “CONTAIN ring” is a significant
pattern in CHEMISTRY because it reflects an important property of a class of organic
chemicals.
TREAT
cancer
Frequency
Frequency rank
Relative Frequency
Relative Frequency Rank
SRa
SRa rank
TFIDF
TFIDF rank

32
7
1
572
3.4
54
1
575

TREAT
<TERM>
15
17
3
56
8.12
32
3
39

CONTAIN
<TERM>
4
109
0.8
603
1.1
173
0.8
607

Table 5-2: Scores and ranks of patterns in CANCER.

113
A similar comparison is also conducted between three patterns found in the CANCER
glossary: “TREAT cancer”, “TREAT <TERM>”, and “CONTAIN <TERM>”. The
pattern “CONTAIN <TERM>” is chosen in order to compare the degree of this
pattern’s significance in two different domains. Table 5-2 summarises the results. In
this case, “TREAT cancer” does not appear in the reference corpus and, as a result, is
assigned relative frequency and TF.IDF scores of 1. As can be seen above, although
“TREAT cancer” is a frequent pattern in the CANCER glossary, its absence from the
reference corpus suggests that it is too specific. The “TREAT <TERM>” pattern
CANCER pattern
FIGHT <TERM>
HAVE <TERM>
CALLED <TERM>
TREATED WITH_<TERM>
SEE <TERM>
MAKE <TERM>
USE <TERM>
TREAT <TERM>
USE <TERM> TO_
USE <TERM> TO_VP

CHEMISTRY pattern
DISSOLVED IN_<TERM>
CONTAIN <TERM>
FORM <TERM>
BE <TERM>
REMOVE <TERM> FROM_
REMOVE <TERM> FROM_NP
CONVERT NP INTO_<TERM>
MEASURE <TERM>
UNDERGO <TERM>
BE <TERM> SBAR

Table 5-3: Top ten patterns which contain <TERM> from two glossaries.

seems to be specific enough for the glossary, and also appears (albeit infrequently) in
the reference corpus, indicating that it is a better pattern than “TREAT cancer” (by
both relative frequency and SRa). The scores also show that “CONTAIN <TERM>”
is not as prominent a pattern in the CANCER glossary as it is in the CHEMISTRY
glossary, suggesting that the proposed method can discover domain-specific patterns
and also estimate the importance of a pattern in a specific domain.
From this analysis, intuitively it seems that the adjusted relative frequency
scoring method is the best scheme for scoring patterns (as it suggests that CONTAIN
<TERM> and FORM <TERM> should have similar scores, and that TREAT cancer
is a good pattern, but also that TREAT <TERM> is a better one). This scoring method
suggests that in addition to relative frequencies, it is necessary to reward patterns that
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appear frequently in the glossary. It should be noted that this analysis is rather ad hoc;
a more systematic way to evaluate the scoring methods is to apply them in automatic
terminology processing and to assess which of them provides the optimal
performance, as detailed in Section 7.5.2.
Table 5-3 shows the first ten patterns which have <TERM> as their arguments
for each domain. Table 5-4 shows the first 20 patterns of all types for each domain,
ranked using the adjusted relative frequency method.
Several observations can be made from these lists. Firstly, the algorithm
constructs patterns that are readable by humans, for example “TREATED WITH
<TERM>” and “DISSOLVED IN <TERM>”. This feature may be useful when the
patterns in CANCER
BE treatment
BE cell
BE doctor
BE operation
BE tube
BE lymphocytes
BE vitamin
BE tumour
FIGHT <TERM>
INCREASE risk
FIGHT infection
BE drug
BE fluid
HAVE <TERM>
BE gland
BE hormone
BE organ
CALLED <TERM>
HAVE cancer
KILL cell

patterns in CHEMISTRY
BE compound
BE energy
BE unit
BE temperature
BE substance
BE g
BE gas
BE heat
BE zero
BE acid
BE bond
BE variable
BE concentration
BE fluid
BE instrument
CONTAIN group
CONTAIN ring
BE reaction
BE molecule
BE property

Table 5-4: Top 20 patterns from two glossaries.

results are returned to humans for post-editing. Secondly, “BE something” patterns, in
which something is a class word (e.g. treatment, cell, compound, energy), dominate
all other patterns on the lists. This is to be expected, as “IS_A something” is an
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important part of the equation ‘X=Y + distinguishing characteristics’ often used to
describe a term or concept (see Section 4.3.2.1). The proposed scoring method
increases the importance of domain-specific class words (i.e. treatment and cell in
CANCER, as well as compound and energy in CHEMISTRY), and decreases the
importance of class words such as method and process, as the pattern “BE process”
can also be found frequently in the reference corpus. We can interpret this
phenomenon as follows:
“If a term candidate is a treatment, it is more likely for it to be a term in the
domain of Cancer than if it is a process. If a term candidate is a process, then
we have to look for other patterns, to see whether it fights cancer, or produces
hormone, etc., to decide whether it is a good term candidate in the domain of
Cancer.”
The scoring methods also indicate that patterns whose arguments are NPs (e.g. “BE
NP” and “CONTAIN NP”) are too general, and will not subsequently be taken into
consideration.
Table 5-5 shows the top 20 patterns after all “BE something” patterns are
removed from the list. More extensive lists of patterns and their scores from
CANCER and CHEMISTRY can be found in Appendix A.

Chapter 5: Extracting knowledge patterns from glossaries

116

CANCER
FIGHT <TERM>
INCREASE risk
FIGHT infection
HAVE <TERM>
CALLED <TERM>
HAVE cancer
KILL cell
MAKE cell
TREATED WITH_<TERM>
SEE <TERM>
MAKE <TERM>
USE <TERM>
TREAT <TERM>
HAVE cell
HAVE risk
USE <TERM> to_
USE <TERM> to_VP
FIND one
PREVENT cancer
GET <TERM>

CHEMISTRY
CONTAIN group
CONTAIN ring
DISSOLVED IN_ water
REMOVE electron from_NP
DISSOLVED IN_<TERM>
HAVE charge
CONTAIN carbon
CONTAIN <TERM>
FORM <TERM>
CONDUCT electricity
CONTAIN bond
CONTAIN element
MIRROR image
PASS THROUGH_ material
REMOVE <TERM> FROM_
CONTAIN atom
USED IN_ system S
REMOVE <TERM> FROM_NP
USED IN_ system MEAN
CONTAIN ion

Table 5-5: Top 20 extracted patterns from the two glossaries after "BE something" are removed.

5.3.5 Relations suggested by the extracted patterns
The proposed pattern heuristic and scoring methods are capable of capturing two
types of pattern: those whose arguments are a specific word (e.g. “CONTAIN ring”)
and those whose arguments are terms (e.g. TREATED WITH_<TERM>). It can be
said that the first type expresses a relation between the term and the whole
terminology, whilst the second type expresses a relation between two individual
terms. Specifically, the reason that the first type of knowledge pattern is said to
express a relation between a term and the whole terminology is that following: if a
relation “X CONTAIN ring” can be established, the relation between X and the
Chemistry terminology is that i) “X CONTAIN ring”; and ii) some other terms in the
Chemistry terminology are also described as “CONTAIN ring” (e.g. containing some
ring structure) as in the examples (5.8) – (5.10):
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(5.8) arene.
A hydrocarbon that contains at least one aromatic ring.
(5.9) lipid.
A diverse group of organic molecules that contain long hydrocarbon chains or rings
and are hydrophobic.
(5.10) phenol.
A group or molecule containing a benzene ring that has a hydroxyl group substituted
for a hydrogen atom.

The second type of relation is those which hold between two individual terms in the
terminology. This type of relation suggests that if one argument in the relation is a
term, the other one is more likely to be a term. Consider (5.11) and (5.12):
(5.11) Anaemia
Being short of red blood cells, and so having a low blood haemoglobin. Measured by
blood test. Treated with iron tablets or blood transfusion.
(5.12) Blood Transfusion
Giving extra blood via a drip into a vein. Can be own blood collected earlier and
stored, or more usually blood donated by someone else.

From (5.11), the relation between the two terms in the glossary, anaemia and blood
transfusion, is established as “anaemia TREATED_WITH blood transfusion”. The
following pair of entries (5.13 and 5.14) also illustrates an important relation between
two terms: Cutaneous T Cell Lymphoma and Ultraviolet light, i.e. “Cutaneous T Cell
Lymphoma TREATED_WITH Ultraviolet light”:
(5.13) Cutaneous T Cell Lymphoma
A rare type of lymphoma that affects the skin. Begins with red scaly patches forming
on the skin. These may be very itchy. The two main types of T cell lymphoma of the
skin are Mycosis Fungoides and Sezary Syndrome. Often treated with ultraviolet light
and with chemotherapy and steroids.
(5.14) Ultraviolet light (UVA,UVB)
Ultraviolet light is light that we cannot see as it has a wave length shorter than the
visible light we can see. But is an important part of sunlight. Ultraviolet light is
divided into UVA, UVB and UVC. UVC has the shortest wavelength and cannot get
through the ozone layer to reach us. But UVA and UVB have both been linked to skin
cancer, including malignant melanoma. Both sunbathing and using sun beds increases
your skin's exposure to ultraviolet light and so increases your risk of skin cancer.

118

Chapter 5: Extracting knowledge patterns from glossaries

We shall refer to the two types of knowledge patterns as unary patterns and binary
patterns respectively. It is essential that unary patterns be captured, as the knowledge
expressed by them is important. “BE compound” and “BE substance”, for example,
are indicative of the domain of CHEMISTRY, and “INCREASE risk” and “KILL
cell” are indicative of the domain of CANCER. The first of these patterns can be
interpreted as “if X is a compound, it is likely to be a term in the domain of
Chemistry”, and the last as “if Y kills some type of cells, Y is likely to be a term in
the domain of Cancer”. The more general pattern of “INCREASE risk”, which is
“INCREASE <TERM>”, has been shown by the scoring method to be less significant
than the former (in the domain of Cancer).
Semantic analysis is not taken into account during the extraction of knowledge
patterns from a glossary due to the limitations of current technology in the area of
semantics. For example, the extraction algorithm considers “X TREAT Y” and “Y
TREATED_WITH X” to be two different types of relations, although it can be argued
that they are semantically similar. As another example, the relations “ionic compound
CONTAIN ionic bond” and “bronze CONTAIN copper” are considered to be
equivalent by the algorithm, although it can be argued that semantically, they are
slightly different (ionic compound and ionic bond are abstract concepts, whereas
bronze and copper are substances). Nevertheless, the central hypothesis is that
relations between terms extracted using these knowledge patterns, which do not utilise
any semantic analysis, are still useful in automatic terminology processing. This
hypothesis will be tested in the evaluation presented in Chapter 7.
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Figure 5-6: Incorrect parse tree which leads to the extraction of an incorrect pattern.

5.4 Conclusion
In this chapter, we have discussed the notion of knowledge patterns and proposed a
novel pattern extraction method which is capable of capturing patterns at different
levels of detail, and two types of knowledge patterns: unary patterns and binary
patterns. Several methods for scoring the extracted patterns have also been presented.
The proposed methodology is implemented into a system using Charniak’s
state-of-the-art parser. Although its performance level is satisfactory, there are
inevitable problems that trigger errors in the algorithm output, such as the “MIRROR
image” pattern (Figure 5-6). Close inspection shows that this is due to a parser
mistake: it analyses the phrase “Stereoisomers which are not mirror images of each
other” incorrectly; the correct parsed tree should be as illustrated in Figure 5-7.
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Figure 5-7: The correct parse tree of the example.

Despite such pre-processing problems, it is hypothesised that the use of the extracted
patterns will provide an improvement in the performance of automatic terminology
processing. This hypothesis will be tested in Chapter 7.
One limitation of this methodology is that it does not undertake semantic
analysis. By way of example, in the domain of Cancer, “chemotherapy is used to treat
cancer” is not totally equivalent to “chemotherapy treats cancer”. Similarly, in
Chemistry, ionic compound CONTAIN ionic bond” and “bronze CONTAIN copper”
are not semantically equivalent. We have deliberately avoided semantic analysis due
to the limitations of current NLP technology. This lack of semantic information is also
evident in the use of the generic <TERM> role rather than a more specific semantic
role, such as <AGENTS> or <SPECIES> when extracting patterns, (see Oakes and
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Paice 1999). We believe that the proposed method can be extended to exploit
semantic analysis in the future.
The algorithm can be extended to capture more detailed patterns (e.g.
“increase the risk of <TERM>”), or multiary patterns (e.g. <TERM1> react with
<TERM2> to form <TERM3>). This would produce many more pattern candidates,
and so remains a topic for future research.
The proposed methodology is essentially different from other existing
methodologies due to its ability to extract a set of important knowledge patterns for
each domain using widely available resources. How these knowledge patterns can be
used in automatic terminology processing is discussed in Chapter 6, and the effect of
using them in Chapter 7.
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Chapter 5: Extracting knowledge patterns from glossaries

Chapter 6: Using knowledge patterns in the extraction
of terms and their glosses

In this chapter, we discuss how knowledge patterns extracted from a glossary can be
used in the extraction of terms and their glosses from a corpus. First, we discuss ways
by which knowledge pattern scores can be incorporated into a termhood function. In
addition to incorporating these scores by adding them to the termhood function as
proposed by other studies, we put forward a recursive formula and discuss ways to
ensure the convergence of the termhood function. We present a novel method for
extracting term glosses which uses techniques similar to those used in automatic
summarisation: sentences containing the term whose gloss needs to be extracted are
scored according to the scores of the terms and knowledge patterns appearing in them.
The best N sentences are extracted and considered to be the gloss of the term.
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6.1 Term extraction enhanced by knowledge patterns
In this section we discuss ways by which patterns extracted from a glossary can be
used in the extraction of terms. In order to exploit knowledge patterns in this way, two
tasks need to be performed: i) relations between term candidates encoded by the
extracted knowledge patterns need to be identified (discussed in Section 6.1.1); and ii)
these relations need to be incorporated into a termhood function (presented in Section
6.1.2).

6.1.1 Identifying relations between term candidates suggested by
extracted knowledge patterns
After knowledge patterns have been extracted from a glossary (as described in Section
5.3), the next step is to extract relations between term candidates suggested by these
patterns. We use the output of a shallow parser, Charniak’s parser (Charniak 2000) to
test three experimental relation extraction rules1 that are designed to capture the core
relationships suggested by knowledge patterns and to ignore other details. For
example, a manual analysis of the pattern “FORM <TERM>” in the domain of
CHEMISTRY has revealed several sub-patterns, i.e. (6.1)
2
(6.1) A do X to FORM B

which is exemplified by clause (6.2)
(6.2) chlorine gains one electron to form chloride

and (6.3)
(6.3) “A that do X FORM B”

which is exemplified by clause (6.4).
(6.4) monomers that have a very regular structure will form more crystalline polymer

1

Derived from empirical observations.
In (6.1) and (6.3), “do” is used to denote the main verbs (e.g. “react”, “interact”, “combine”, “gain”,
and “have”).

2
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In both cases, it can be said that there is a relation between A and B, that is “A can
form B” (“chlorine can form chloride”, “monomers can form polymer”). Thus an
experimental relation extraction rule specifying that “there is a relation between any
term candidate that fills the subject role of a constituent dominating a knowledge
pattern and the pattern’s right argument; the type of this relation is designated by the
pattern’s verb” can identify relations such as “chlorine FORM chloride” from (6.2)
and “atom FORM chemical bond” from the sentence (6.5).
(6.5) “As the atoms approach one another to form a chemical bond, the atomic distribution
on each atom becomes increasingly distorted and charge density is transferred to the
binding region between the nuclei.”

The use of such an experimental relation extraction rule generalises the two subpatterns of “FORM <TERM>” in the above analysis into a more general one. We try
three experimental relation extraction rules because they are not totally unambiguous,
and there is a certain unavoidable level of error in relations extracted by each of
them3. It is hypothesised that, in spite of these errors, such extracted relations are still
useful for the extraction of terms and their glosses. This hypothesis will be tested in
Sections 7.5, 7.6, and 7.7.
6.1.1.1 “Shotgun” relation extraction rule
The first experimental relation extraction rule, which we call “shotgun”, assumes that
any term candidate appearing on the left of a knowledge pattern within the sentence is
related to the pattern’s right argument4. This relation extraction rule will not be
adversely affected by shallow parser errors though it does have a tendency to identify
too many false positives, hence the name “shotgun”. It is apparent that this rule would

3
4

As opposed to Heart’s approach (1998), which looks for unambiguous patterns.
In turn, the pattern’s right argument is identified using boundary markers suggested in Section 5.3.1
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have high recall and low precision, and experiments have indicated that the approach
produces poorer results than others. From (6.2) (“chlorine gains one electron to form
chloride”), this extraction rule will suggest the following relations: “chlorine GAIN
electron”, “chlorine FORM chloride” and “electron FORM chloride”. This is
because electron is considered the right argument of the pattern GAIN, and chloride
the right argument of FORM. As the verb form appears between GAIN and chloride,
chloride is not considered the right argument of the pattern GAIN, according to the
procedure proposed in Section 5.3.1.
6.1.1.2 “Dominating” relation extraction rule
The “dominating” relation extraction rule assumes that there is a relation between any
term candidate that fills the subject role of a constituent dominating a knowledge
pattern and the pattern’s right argument; it also assumes that the pattern’s verb
denotes the type of the relation. This relation extraction rule was derived from
empirical observation and is intended to capture cases like examples (6.1) and (6.3).
Presented with a case such as (6.2) (“chlorine gains one electron to form chloride”),
this relation extraction rule will suggest two relations: “chlorine GAIN electron” and
“chlorine FORM chloride”. The latter is suggested because chlorine is the subject of
the main clause that dominates the “FORM <TERM>” pattern (see also Figure 6-15).

5

In the parsed tree, the correct tag of ‘electron’ should be ‘NN’ rather than ‘NNP’. In this case, the
parser makes a mistake. Nevertheless, this does not affect the overall analysis.
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Figure 6-1: Syntactic tree of the clause (6.2).

6.1.1.3 “Subject only” relation extraction rule
This relation extraction rule states that only term candidates that fill the subject role of
a knowledge pattern6 are considered

be related to pattern’s right argument; the

pattern’s verb denotes the type of the relation. This is similar to the rules proposed by
Riloff (1993, 1996). From the example above, only one relation will be suggested:
“chlorine GAIN electron”. Of the three relation extraction rules, this one is likely to
produce the fewest false positives at the expense of having lower recall. This will be
discussed further in the evaluation presented in Section 7.5.2.
6.1.1.4 Bootstrapping more patterns from the corpus
It has been noted that the surface forms of knowledge patterns found in a glossary
may be different from those of patterns which actually appear in a corpus. As the
corpus is the source data for the extraction of a terminology, it may be useful to

6

The subject of a knowledge pattern means the subject of the verb that is the anchor of the pattern (i.e.
FORM, GAIN, etc).
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identify patterns in the corpus that are equivalent to those extracted from the glossary
(i.e. patterns which have different lexical or syntactic forms, but which express more
or less the same relationship). We experiment with the following algorithm to see
whether additional patterns can be identified from a corpus using a bootstrapping
strategy.
Firstly, all relations between pairs of term candidates suggested by a glossaryextracted knowledge pattern p in the corpus are identified. We then collect other
pattern candidates pk identified from the corpus (using the same heuristic described in
Section 5.3.2) that suggests a set of relations which share at least two same pairs of
term candidates as their left and right arguments with p. Given that p and pk suggest
some relations whose left and right arguments are the same, they may express the
same relationship. The bootstrapping process can also assign pattern scores to the
newly extracted patterns. The bootstrapping algorithm is described in Figure 6-2.
Given that R(Ai,Bi,p): a relation between Ai and Bi, expressed by the pattern p
1
For each binary pattern p found in the glossary
2
SCp =empty set;// SCp is the set of pair of term candidates connected by p
SimilarP=empty hashtable;// SimilarP is the hash table containing p’s potential
3
equivalent patterns
4
For each relation expressed by p: R(Ai,Bi,p) found in the corpus
5
Add (Ai,Bi) into SCp
6
For each relation R(Aj,Bj,pk) found in the corpus
7
If (Aj,Bj) belong to SCp then SimilarP[pk]++;
8
For each pk in SimilarP
9
If SimilarP[pk]>1 then pk is considered equivalent to p.
10
End
Figure 6-2: Bootstrapping algorithm to identify equivalent patterns.

This algorithm is similar to other pattern extraction algorithms, such as that of Hearst
(1998). The constraint which states that SimilarP[pk] has to be greater than 1 ensures
that there is enough evidence to suggest that the two patterns may be equivalent. As
an example of how the algorithm works, in the Cancer corpus the following relations
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have been suggested: “antibiotic FIGHT infection”, “antibiotic TREAT infection”,
“cancer vaccine FIGHT melanoma”, and “cancer vaccine TREAT melanoma”. From
these relations, as antibiotic and infection are related by both FIGHT and TREAT,
cancer vaccine and melanoma are also related by both FIGHT and TREAT. The
algorithm suggests that FIGHT and TREAT may be equivalent in the context of the
Cancer corpus.
When the above algorithm is applied to two corpora, Chem and Cancer7, the
results are rather different. In the Cancer corpus, the algorithm discovers many valid
equivalent or near equivalent patterns. According to the algorithm, “TREAT
<TERM>” is to be equivalent to “FIGHT <TERM>”; “TREAT <TERM>”,
“RELIEVE <TERM>”, “CURE <TERM>” and “SHRINK <TERM>” are

to be

equivalent to “CONTROL <TERM>” (treatment CONTROL symptom, treatment
RELIEVE symptom, radiotherapy CONTROL tumour, radiotherapy SHRINK
tumour). However, from the Chem corpus, the algorithm fails to suggest any possible
equivalent patterns, apart from an equivalence between “GAIN <TERM>” and
“LOSE <TERM>”. This indicates that the use of such an algorithm to discover
equivalent patterns from a corpus is domain dependent; it may be used to help term
extraction processing, but its output cannot be used directly without manual
validation. For example, we can present the output to users and say: “We think that
the following patterns are equivalent, can you confirm?” When users confirm the
equivalence, the new patterns can be used in automatic terminology processing.

7

A detailed description of the two corpora can be found in Section 6.4.3. In summary, they contain
texts collected from the Internet from the two domains, cancer and chemistry, their sizes are 750,000
and 400,000 words respectively, and the texts are intended for expert–initiate communication.
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6.1.2 Incorporating term candidate relations suggested by
knowledge patterns into a termhood function
Knowledge patterns can be considered to be semantic information, and this has
already been used in automatic terminology extraction. In this section, we discuss
efforts to incorporate semantic information into a termhood function, and propose an
additional method which uses a recursive formula rather than single step addition.
6.1.2.1 Incorporating semantic information into automatic term extraction
approaches
Having established which relations can be suggested by the extracted knowledge
patterns, the next step is to incorporate these relations into a termhood function.
Knowledge patterns can be considered to be semantic information, and this has
already been used in automatic terminology extraction. Notable efforts at
incorporating semantic information into automatic terminology extraction include
those of Frantzi (1999), Maynard and Ananiadou (2001), and Paice and Black (2003).
Paice and Black (2003) use concept-based abstraction (CBA) patterns
described in their earlier works (Oakes and Paice 1999), and assess whether or not a
term candidate appears in the context of one of these patterns. They take the line that
if the phrase does not occur in a defined context, it is of “doubtful usefulness”.
Frantzi enhances the C-value formula (see Section 3.1.4) with contextual
information in the form of weights based on the statistical characteristics of the
context words (which can be nouns, adjectives, and verbs within a fixed size context
window) either preceding or following a term candidate. The context words are
extracted and assigned a weight based on how frequently they appear together with
term candidates that have high C-value scores. It is argued that the context words
contribute to the meanings of a term candidate, and thus are a type of semantic
information. The formula for NC-value is:
(6.6)

NCValue(t ) = 0.8 * CValue(t ) + 0.2 * CF (t )
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In (6.6), CF(t) is the context factor for the term candidate t, calculated as:
CF (t ) = ∑b∈C f t (b) * weight (b)

(6.7)

t

In (6.7), Ct is the set of all context words of t, and ft(b) is the frequency of b as a
context word for t.
Maynard and Ananiadou extend the NC-value by calculating the similarity
between the term candidate t and individual terms belonging to its set of context terms
Tt; these similarity scores are then added to the context weight of a term candidate in
the original NC-value. They argue that this is a better way to reflect semantic
information, i.e. the more similar the context term is to a term candidate, the more it
contributes to its meaning. In this case, the context factor is extended to:
(6.8)

CF (t ) = ∑b∈C f t (b) * weight (b) + ∑ d ∈T f t (d ) * sim(d , t )
t

t

In this formula, Tt is the set of context terms of the term candidate t, ft(d) is the
frequency of d as a context term of t, and sim(d,t) is the similarity between d and t. It
can be argued that their approach is similar to the “shotgun” relation extraction rule,
i.e. every other term within the context of a term candidate makes some contribution
to the meaning of the term candidate.
In summary, a generalised way to incorporate semantic information into the
termhood function is to add semantic information scores to it:
(6.9)

FK (t ) = F (t ) + α1K1 (t ) + α 2 K 2 (t )

In (6.9), F (t ) is the original termhood function (such as frequency and C-value), K1 (t )
is the score of the semantic information contexts of the term candidate t independent
of other term candidates, K 2 (t ) is the score of the semantic information contexts
which also involve other term candidates, and α1 and α 2 are the weights of those
scores. In Paice and Black’s approach, K1 (t ) is the number of times that the term
candidate appears in the context of a predefined set of CBA patterns. In Frantzi’s
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study, K1 (t ) is the context factor of the term candidate (unlike Maynard and
Ananiadou’s approach, this context factor does not depend on other term candidates).
In the study by Maynard and Ananiadou, K 2 (t ) is the sum of the similarity between
the term candidate and its context terms multiplied by the context term frequency
(i.e. ∑d∈T f t (d ) * sim(d , t ) ). This sum is considered to be K 2 (t ) because its value is
t

affected by the frequency of other context term candidates.
6.1.2.2 Our approach to incorporate semantic information into the termhood
function
In our novel approach, semantic information is expressed by two types of patterns:
unary patterns, which express specific knowledge, and binary patterns, which express
a relation between two term candidates. Thus we can also use Formula (6.9) with a
specific interpretation of K1 (t ) and K 2 (t ) . In our interpretation, K1 (t ) is the unary
knowledge pattern score of the term candidate t, i.e. the total score of all instances in
which the relation extraction rule indicates that a relation between the term candidate
and a class word is suggested by a unary knowledge pattern. As defined in Section
5.3.5, a unary knowledge pattern is a pattern whose right argument is a specific class
word. Examples of this type of pattern are “BE compound, “HAVE charge” and
“INCREASE risk”. K 2 (t ) is the binary knowledge pattern score, i.e. the total score of
all instances in which the relation extraction rule indicates that a relation between the
term candidate and another term candidate is suggested by a binary knowledge
pattern. As also defined in Section 5.3.5, a binary knowledge pattern is a knowledge
pattern whose right argument is a term. Examples of binary knowledge patterns
include “FORM <TERM>”, “CONTAIN <TERM>”, and “TREATED WITH
<TERM>”. We use two types of knowledge pattern to simulate two types of
relationship: relationships between the term and the whole terminology, and
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relationships between two individual terms in the terminology (also discussed in
Section 5.3.5). The first knowledge pattern score, the unary one, is independent of
other term candidates (i.e. is not affected by the term scores of other term candidates).
On the other hand, it can be argued that binary pattern knowledge scores should be
affected by the score of the other term candidate in the relation. In (6.9), α1 and α 2
represent unary and binary knowledge pattern score weights, assigned experimentally.
The unary knowledge pattern score of a term candidate t can be calculated as
the sum of scores of all unary knowledge patterns that suggest a relation between the
term candidate and a specific class word:
K 1 (t ) =

(6.10)

∑ S( p )

pi ∈C u ( t )

i

Here, Cu(t): the set of all instances where a unary knowledge pattern pi suggests a
relation between the term candidate t and the pattern’s right argument; S(pi): the score
of the pattern pi of the instance (the calculation of this score has been discussed in
Section 5.3.3).
The binary knowledge pattern score of a term candidate t can be calculated as
the sum of the score of each instance of a relation suggested by the binary pattern pi,
whose left argument is the term candidate t multiplied by the term score of the
pattern’s right argument:
(6.11)

K 2 (t ) = ∑ p ∈c
i

b

(t )

S ( p i ) F (t i )

Here, Cb(t) is the set of all instances where a relation between the term candidate t and
another term candidate ti is suggested by a binary pattern pi, and F(ti) is the termhood
score of the term ti, which is the right argument of the pattern pi in the instance.
We argue that if a newly proposed termhood function FK (t ) reflects the
termhood of a term candidate more accurately than the original termhood
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function F (t ) , it should replace F (t i ) in (6.11) because the more likely ti to be a term,
the more ti should affect the termhood of the term candidate t, and FK (t i ) is believed to
be a better indicator of how likely ti is to be a term. The reverse assumption should
also hold: if by replacing F (t i ) by FK (t i ) we do not get an improvement in
performance, then the new termhood function may not be more effective than the
original.
This is a typical recursive problem where, in order to calculate the new term
score, the new term scores of other term candidates also have to be calculated. This
can be done using the following recursive formulae:
(6.12)

FK 0 (t ) = F (t )

(6.13)

FK n (t ) = FK n −1 (t ) + α n K n (t )

and
K n (t ) = ∑ p ∈c (t ) S ( pi ) F K n−1 (t i )

(6.14)

i

In (6.12), F (t ) is the original termhood function which may already incorporate the
unary knowledge pattern score K1 (t ) . In (6.13), α n is the binary knowledge pattern
weight used in the nth iteration, which should decrease when n (the number of
iteration) increases.
There are two reasons why α n should decrease in (6.13). Firstly, it is necessary
that FK n (t ) converges, or stabilises (otherwise, it cannot be considered a good
termhood function). Secondly, the more the calculation is repeated in (6.13), the less
the binary knowledge pattern score should affect the overall termhood function, as it
(the knowledge pattern score) has already been incorporated repeatedly in previous
rounds.

135
We choose α n = a n with a <1, and show that in a simple case, the use of
α n = a n will ensure the convergence of FK n (t ) , as shown below:

Given that we have identified two term candidates from the corpus, t1 and t2,
their original termhood values are F(t1) = F(t2). There is a relation between them
suggested by a binary knowledge pattern p having a score of 1. FK n (t1 ) is calculated
as:
FK n (t1 ) = FK n −1 (t1 ) + a n K n (t )

(6.15)

Given that
K n (t ) = FK n −1 (t 2 ) = FK n−1 (t1 )

(6.16)

because the binary pattern score is 1, and the two initial term scores are equal, we then
have
FK n (t1 ) = FK n−1 (t1 )(1 + a n )

(6.17)

Calculating FK n−1 (t1 ) using FK n−2 (t1 ) , etc., we get
n

FK n (t1 ) = F (t1 )∏ (1 + a m )

(6.18)

m =1

∞

∏ (1 + a

n

) converges due to the fact that

n =1

∞

∞

∞

n =1

n =1

n =1

ln(∏ (1 + a n )) = ∑ ln(1 + a n ) < ∑ a n =

(6.19)

1
−1
1− a

This inequality is derived from the inequality ln(1 + a) < a ; and

∞

∑a
n=0

n

=

1
given that
1− a

0< a <1.

It should be noted that this simplified, hypothetical case is used only to show
that with an appropriate α n FK(t) will converge, and not that the recursive calculation
of FK(t) can be reduced to a single-step calculation. In genuine situations, pattern
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scores and original term scores are non-uniform, thus their effects on the termhood of
different term candidates are also non-uniform.
There are many other ways to select α n to ensure FK(t) will converge. For
example, a faster convergence can be achieved using α n = a 2 . In this case,
n

∞

lim ∏ (1 + a 2 ) =
n

n =1

1
. Preliminary experiments indicate that this is not a good choice
1− a2

for α n (i.e. the performance of term extraction using the new termhood function with
α n = a 2 does not improve).
n

We have derived an improved formula to calculate the termhood of a term
candidate, which takes into account the relations between the term candidate in
question and other candidates in the corpus suggested by knowledge patterns
extracted from a knowledge-rich resource, a glossary. The strength of this formula is
that it can be used for any termhood function. It also incorporates the intuition that if
the termhood of a term candidate is influenced by other term candidates which are
connected to it through knowledge patterns, this influence should be exerted
recursively. In other words, it can be said that the calculation of termhood scores is
performed over the whole terminology rather than on individual term candidates. This
reflects the view adopted in Chapters 2 and 3 that automatic term extraction should be
the automatic extraction of the whole terminology rather than individual terms. The
final calculation proposed is:
(6.20)

FK 0 (t ) = F (t ) + α 1 K1 (t )

(6.21)

FK n (t ) = FK n −1 (t ) + α 2 K 2 n (t )
n

where:
(6.22)
(6.23)

K1 (t ) = ∑ p ∈C
i

K 2 n (t ) = ∑ p ∈C
i

b (t )

u

(t )

S ( pi )

S ( pi ) F K 2 n −1 (t i )
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In (6.20)-(6.23):
F (t ) : the original termhood function of the term candidate t (i.e. frequency, C-

value, TF.IDF, etc.)
K1 (t ) : Unary knowledge pattern score of t
α1 : Unary knowledge pattern score weight
K 2 n (t): Binary knowledge pattern score of t at iteration n
α 2 : Binary knowledge pattern score weight
Cu(t): the set of all instances in which t is the subject of a unary knowledge
pattern
Cb(t): the set of all instances in which t is the subject of a binary knowledge
pattern
ti: the term candidate which is the object of the binary knowledge pattern p i in
a specific instance, i
S ( pi ) : the score of the knowledge pattern p i (either unary or binary)
It is difficult to prescribe the values of α1 and α 2 in (6.20) and (6.21); they have to be
set using experiments. The task of identifying optimised values of α1 and α 2 is
discussed in Section 7.5.2.
In theory, it is possible to define a threshold of ∆ = FK n (t ) − FK n −1 (t ) below
which the runs will stop. In our experiments, rather than identifying this threshold, we
repeat the calculation until the order of individual term candidates in the top N list
remain unchanged for three successive runs.

6.2 Term gloss extraction using knowledge patterns
In this section, we present a method to produce term glosses using techniques similar
to those used in automatic summarisation. Sentences containing the term whose gloss
needs to be generated (the target term) are scored according to the score of terms and
knowledge patterns occurring within these sentences. The N highest scoring sentences
are extracted and considered to be the automatically produced gloss of the term. A
method to filter out sentences in which the target term does not appear in prominent
position is also presented.
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6.2.1 Term gloss extraction using summarisation methods
As discussed in Section 4.3.2.3, a gloss can be considered a summary of information
about a term. This suggests that it is possible to produce glosses automatically by
gathering information about the term scattered throughout the corpus and using
automatic techniques to identify the most important. The task of selecting the most
important information from the contexts in which the term appears is similar to that of
automatic document summarisation, in which the most important sentences from a
document are collected (Hovy 2003). We will refer to the process of identifying the
most important information amongst the contexts in which the term appears as term-

centred summarisation, and consider this to be a way of producing glosses. In this
section, we discuss the automatic summarisation methods which can be adapted to
produce glosses, and how adaptation can be carried out.
We define the notion of term-centred summarisation (TCS) as a
summarisation method that produces a summary from a set of sentences containing a
particular term. TCS should not be confused with user-focused summarisation, where
sentences are selected on the basis of their appropriateness to the users' interests, and
some of the sentences from the source do not have anything to do with these interests,
making them easier to eliminate. In TCS, all sentences which constitute the input of
the summarisation engine are related to the term of interest because they have all been
selected to contain this term. In light of this, methods from user-focused
summarisation cannot be directly used here.
TCS also has some similarities with multi-document summarisation; the
sentences are extracted from multiple documents, and issues such as redundant
information in the source need to be tackled. However, in user-focused
summarisation, a large number of the sentences in the documents to be summarised
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can be identified as unimportant by means of different clues. This is not easy with
TCS.
TCS can be considered an instance of single-document summarisation, as the
set of sentences containing the term can be, albeit very loosely, considered a
document. We have mentioned that in TCS all sentences contain the target term, so
sentence elimination methods commonly used in single-document summarisation
cannot be easily employed. However, among the different summarisation methods
mentioned above, we believe that single-document summarisation is the closest to
TCS, so many of the methods used in TCS are borrowed from single-document
summarisation.
Discourse-based summarisation methods8 (Hoey 1991, Marcu 1997, Boguraev
and Kennedy 1999, Azzam et al. 1999) have proved very effective in single-document
summarisation but, in our case, the input for the summarisation engine is not a
coherent piece of texts, but sentences extracted from different texts, and thus
discourse information has been already lost. Nevertheless, it is suggested that the
original discourse information of these sentences can be preserved and used by the
engine. This remains a subject for future work.
As the same piece of information can be presented in several sentences,
methods from multi-document summarisation may be required to tackle the problem
of redundancy. Clustering approaches and maximal marginal relevance measures

8

Discourse-based summarisation methods try to perform discourse analysis on a document and use the
results for automatic summarisation. For example, Rhetorical Structure Theory (Mann and Thompson
1988) hypothesises that a text is organised in mainly non-overlapping spans, which are linked by
rhetorical relations. There are two types of text spans: nuclei and satellites. A nucleus can be
understood without satellites which depend on it, but not vice versa. Therefore, if nuclei and satellites
can be identified, a coherent summary can be produced by removing satellites from the text (Marcu
1997). Another type of discourse information which has proven to be quite successful in automatic
summarisation is the links between entities in text, including anaphoric and coreferential links
(Boguraev and Kennedy 1999, Azzam, Humphrey, and Gazauskas 1999) as well as lexical chains
(Bembrahim and Ahmad 1995, Barzilay and Elhadad 1997).
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(Carbonell et al. 1997) can be used in order to minimise the quantity of redundant
information present in a summary.
We borrow statistical methods from document summarisation, in which the
importance of a sentence is determined by the statistical scores of the words
constituting that sentence (Luhn 1958, Zechner 1996). In our case, the notion of
knowledge patterns is similar to the notion of indicating phrases (Paice 1981), which
can be used in a similar manner. In general, a sentence will be scored according to the
scores of the terms and knowledge patterns that it contains. The proposed scoring
method will be discussed in the next section.

6.2.2 Scoring sentences
Based on the scores of other terms and knowledge patterns which appear in the
sentence, we derive a method for scoring a sentence containing the term whose gloss
has to be generated. The assumption is that if a sentence contains the target term,
knowledge patterns and/or other important terms, it is likely to express important
information about the term and should be included in the term’s gloss. As discussed in
the previous section, this scoring method is similar to a well-known document
summarisation method that scores sentences using term and indicating phrase scores.
In our case, indicating phrase score is replaced by knowledge pattern score. The
existence of a knowledge pattern in the sentence indicates that the sentence expresses
important information, and thus knowledge patterns are indicating.
In our scoring method, the importance of a sentence is calculated using the
following formula:
(6.24)

I ( s ) = β1T ( s ) + β 2 K ( s )

Here, I(s) is the importance score of the sentence s, T(s) is the normalised term score
of all term candidates in s, K(s) is the normalised knowledge pattern score of all
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knowledge patterns which suggest a relation involving the target term,
and β1 and β 2 are importance factors of term and knowledge pattern scores which are
assigned experimentally. The normalised scores are calculated as the total scores of
term candidates or knowledge patterns, divided by the maximum total scores of all
sentences containing the term whose gloss has to be generated, as in

(6.25)

T (s) =

∑ Ti (t )
max ∑ Ti (t ), s ∈ S
t∈Ts

t∈Ts

and

∑ Ki ( p)

(6.26)

K (s) =

p∈Ps

max

∑ Ki ( p), s ∈ S

p∈Ps

Here, Ti (t ) is the individual term score of the term candidate t, Ts is the set of all term
candidates in the sentence s, and S is the set of all sentences containing the target
term. Similarly, Ki(p) is the individual knowledge pattern score of the pattern p, and Ps
is the set of all knowledge patterns which suggest a relation involving the target term
in s.
To illustrate these formulae, consider the target term B cell, and a sentence
from the corpus that contains B cell, (6.27):
(6.27) “B cells develop from cells in the bone marrow called stem cells”.

The system identifies B cell (term score: 18), cell (679), bone marrow (291), and stem

cell (64) as term candidates, and the pattern “DEVELOP FROM cell”, which has
already been identified as a knowledge pattern by the pattern extraction method
(pattern score: 2.39), suggesting a relation involving the target term (B cell
DEVELOP FROM cell). The raw term score for this sentence is 1034 (679+291+64),
and the raw pattern score is 2.39. The maximum term score and pattern score of all
the sentences containing the term B cell are 2012 and 10.622995015 respectively.
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Thus the normalised score of this sentence is 1.5*(1034/2012) + 0.5*(2.39/10.62) =
0.88 ( β1 =1.5 and β 2 =0.5).
Using this scoring method, we can score the sentences containing the target
term and extract the N highest scored sentences as the automatically extracted gloss of
the term. In the experiment described in Chapter 7, N is either 5 or 10 sentences,
depending on the total number of sentences which contain the target term. The
following is an example of a gloss for rhabdomyosarcomas, extracted using this
scoring method:
(6.28) Fibrosarcomas from fibrous body tissues, Leiomyosarcomas and rhabdomyosarcomas
from muscle tissues, Liposarcomas from fat, Synovial sarcomas, Angiosarcomas from
blood vessels, MPNST - malignant peripheral nerve sheath tumours, GIST gastrointestinal stromal sarcoma, Stromal sarcomas from supporting tissues, Kaposi’s
sarcoma of the skin, Ewing's sarcomas and PNETs, Desmoid tumours,
Leiomyosarcomas and rhabdomyosarcomas are both muscle tumours.
There are several different types of sarcomas that can affect the vulva, including
leiomyosarcomas, rhabdomyosarcomas, angiosarcomas, neurofibrosarcomas and
epithelioid
sarcomas.
Rhabdomyosarcoma is a type of cancer that grows in muscles.
Chemotherapy is also used to treat some cases of rhabdomyosarcoma.
Your doctor will treat this type of rhabdomyosarcoma with a combination of
radiotherapy and chemotherapy.

6.2.3 Sentence suitability
The above scoring method does not take into account the structure of a candidate
sentence; experiments have indicated that it sometimes picks long sentences9
containing a large number of terms, and that the target term is “hidden” deep inside
the sentence (as shown in the above example). To avoid such situations, the output
from the parser can be used to identify sentences in which the target term appears in
prominent positions (for example, belonging to the main clause rather than a

9

It has been suggested that in order to solve this problem, sentence lengths can be normalised.
Nevertheless, in automatic summarisation, it is suggested that (Orasan, personal communication)
normalising does not help improving the performance. As a result, we do not employ sentence length
normalising in this research. Nevertheless, this remains an interesting subject for future work.
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subordinate clause). This approach will produce sentences that are easier to read, at
the expense of reduced coverage.
We propose that the position of a term in a sentence is said to be prominent if
two constraints are satisfied: i) the term belongs to the main clause rather than a
subordinate clause; ii) the term is not coordinated.
The two constraints are used to ensure that the target term is amongst the main
subjects that the sentence is discussing. They are based on the assumption that if the
target term is coordinated or resides in a subordinate clause, the topic of the sentence
is not the term itself. The first sentence in (6.28) has a high score according to our
scoring method because it contains many term candidates (e.g. fibrosarcomas, fibrous

body tissues, leiomyosarcomas, muscle tissues, liposarcomas, fat, synovial sarcomas,
angiosarcomas), but the target term rhabdomyosarcomas occurs within a coordinated
structure, which does not focus on rhabdomyosarcomas. The two constraints are
derived from empirical observations, and may need to be fine-tuned10.
After filtering out sentences in which the target term does not appear in a
prominent position, sentences are scored according to the previously mentioned
method. Evaluation in Chapter 7 will show that the use of this filter produces slightly
better results, suggesting that the constraints used do not filter out too much relevant
information about the term. An additional benefit of using this filter is that the
extracted sentences are more readable when compared to those extracted using
statistical scores only. The following gloss for rhabdomyosarcoma was extracted
using this method:
(6.29) Rhabdomyosarcoma is a type of cancer that grows in muscles.
Chemotherapy is also used to treat some cases of rhabdomyosarcoma.

10

One possibility would be to explore the extent to which Grosz’s (1977) and Sidner’s (1979) work on
focusing can be applied. Similar constraints have been used in one of our studies on multiple-choice
test item generation (Karamanis et al. 2006).
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Children with rhabdomyosarcoma often have chemotherapy before surgery.
Your doctor will treat this type of rhabdomyosarcoma with a combination of
radiotherapy and chemotherapy.

The sentences are easier to read and focus on, as the target term rhabdomyosarcoma
appears in more prominent positions.

6.3 Summary
In this chapter, we have discussed how knowledge patterns extracted from a glossary
can be used in automatic terminology processing. We have proposed several methods
for extracting relations suggested by those patterns, as well as various ways of
incorporating knowledge pattern scores into term scores. A recursive way to fully
incorporate the knowledge pattern scores into the termhood function has also been
proposed. In this new termhood function, the term score of a term candidate is
affected by the score of other term candidates that are linked to it through knowledge
patterns. It is calculated recursively.
We also propose the novel notion of term-centred summarisation (TCS) as a
summarisation method which produces a summary from sentences containing a
particular term. We describe how this can be performed using term scores and
knowledge pattern scores. It should be noted that a gloss produced using this method
is a set of sentences which contain important information about the target term rather
than a coherent gloss. The task to transform it into a coherent gloss by rearranging and
rewriting these sentences will be addressed in future work.
We have shown that knowledge patterns extracted from a glossary, using the
method described in Section 5.3, can be used in different tasks of automatic
terminology processing, varying from calculating the term score of a term candidate
to extracting the gloss of a term. We have also argued that the use of knowledge
patterns helps to extract not just individual terms but a terminology as a whole. This is
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in line with the arguments made in Chapters 2 and 3. The automatic extraction of
knowledge patterns and their use in automatic terminology processing is a novel
methodology proposed in this study. The evaluation of this methodology will be
presented in Chapter 7.
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Chapter 7: Evaluation
This chapter discusses the evaluation of the proposed methodology and system. First,
we briefly discuss various issues related to evaluation in natural language processing.
Evaluation in automatic terminology processing is then discussed. This is followed by
a presentation of an evaluation of the methodology. This evaluation has two parts. The
first part is intended to show the extent to which the proposed methodology helps
improve the performance of traditional automatic term extraction. The second part
discusses and presents the results of the evaluation of other outputs of the system,
including knowledge patterns, term relations, and term glosses.
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7.1 Evaluation in NLP
Evaluation in NLP is a very complex task, as natural languages contain a great
number of exceptions and ambiguities which NLP techniques and evaluation
methodologies have to deal with. Even human annotators cannot always agree on
what is correct; and this is reflected in different assessment of inter-annotator
agreement. It is generally agreed that inter-annotator agreement is the upper bound for
the performance of any automatic NLP system.
Evaluation has become an increasingly important topic in NLP (Hirschman
and Mani 2003). Funding organisations, researchers and consumers all want to know
how good a technology is, how useful a developed system is in a real-life application,
and how a proposed method performs in comparison to others. Evaluation in NLP has
become an independent subject; there is a bi-annual conference (Language Resources
and Evaluation Conferences, http://www.lrec-conf.org) dedicated to evaluation in
language technology. Major evaluation campaigns such as MUC (Message
Understanding

Conferences,

Grishman

and

Sundheim

1996,

http://www-

nlpir.nist.gov/related_projects/muc/), DUC (Document Understanding Conferences,
http://www-nlpir.nist.gov/projects/duc/pubs.html),

and

TREC

(Text

REtrieval

Conferences, http://trec.nist.gov/pubs.html) are performed almost every year to
evaluate competing systems submitted by participants. These campaigns set a number
of specific tasks, and provide participants with developing, training, and testing data.
Participants are required to run their system on the provided data, and to submit the
results within a certain timescale. These results are then assessed using an evaluation
methodology designed by the campaign organisers.
The evaluation performed in such a campaign can be considered the most
objective way to evaluate a system against a specific task, since every participating
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system operates on exactly the same data and is evaluated using the same criteria.
Nevertheless, the tasks set are very specific, and the evaluation data is limited to these
tasks. If a system operates even slightly outside the remits of a campaign, it cannot be
evaluated. In these cases, a specific evaluation methodology can be derived from
existing methodologies, or developed from scratch.
The following sections discuss the main evaluation methodologies in NLP,
namely gold standard-based measures, quality and informativeness measures, taskbased measures, and embedded evaluation (Hirschman and Mani 2003). These
methodologies are used in major NLP evaluation campaigns as well as by individual
researchers assessing the performance of their systems.

7.1.1 Gold standard-based measures
A gold standard-based evaluation methodology comprises the construction of an ideal
solution or data, a “gold standard”, and the comparison of the output of the evaluated
system to this solution or data. Evaluation metrics frequently used in gold standardbased evaluation are precision, recall, and F-measure. Precision is the number of
correctly detected instances over the total number of instances detected by the
evaluated subject (a component, system, or technology). Recall is the number of
correctly detected instances over the number of instances which should have been
detected (or the number of instances presented in the gold standard). F-measure is the
weighted combination of precision and recall. This methodology is often used when it
is possible to define a gold standard and criteria for an instance to be considered
correct can be reliably determined. MUC conferences use gold standard-based
measures as their main evaluation methodology.
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7.1.2 Quality and informativeness measures
For NLP systems which produce textual outputs, such as text summarisation or
multiple-choice test item generation, it is more difficult to define a gold standard. In
this case, quality and informativeness of the outputs can be evaluated either by human
evaluators or automatic methods. Human evaluators are often used to assess the
quality of the output in terms of readability and grammaticality, whilst both subjective
grading and automatic scoring can be used to assess the coverage of the information
presented in the output.

7.1.3 Task-based measures
If outputs produced by an NLP system are to be used by humans in specific tasks, it is
necessary to measure the impact of the system on the efficiency and efficacy of users
who have to perform these tasks. For example, in multiple-choice test item generation
we measure the time taken by a human to produce a multiple-choice test item
manually and the time taken to produce a multiple-choice test item by post-editing
items generated by an automatic system. Task-based measures are the final
assessment of any NLP system that provides aids to humans in specific tasks, as they
provide information about the actual usefulness of the system. The drawback is that
task-based evaluation can only provide information about the performance of the
system as a whole, not its individual components.

7.1.4 Embedded evaluation
Embedded evaluation is the evaluation of the effect of one component in a larger
system, and can be used when the prototype of the component is mature enough to be
embedded into another application. An example of embedded evaluation is the study
by Orasan et al. (2004), in which the effects of various components used in automatic
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summarisation, such as term scoring mechanisms and stop lists, on the
informativeness of the produced summaries are assessed.

7.2 Evaluation in automatic terminology processing
As in the case of evaluation in NLP, evaluation in ATP is a complex issue. The origin
of the problem can be traced back to the notion of a term, which is not a clearly
defined concept. Furthermore, a term is both a linguistic and a domain-dependent
concept: it has linguistic and technical features, implying that the evaluation of an
ATP system would require both linguistic and domain-specific knowledge. Several
evaluation approaches in ATP are discussed in subsequent sections.

7.2.1 Using experts to validate results
Experts are often used to validate output from ATP: they decide whether a term
candidate actually belongs in the terminology of the field. Sometimes, two or more
experts are used to validate the outputs (Maynard 2000, Park et al. 2001), but interexpert agreements are not often reported. Settings for using experts to validate the
results in ATP vary from the simple (i.e. the author of the paper is also the evaluator)
to the very complex, where guidelines and questionnaires are developed (NLM 2002).
It is noted that when human experts are used to validate the results, they have
a tendency to confirm rather than reject term candidates presented to them. This
problem is called over-generation, and is reported in various studies, including
Maynard (2000), and NLM. It is reported in (NLM 2002) that after the experiment,
some experts complained that: “I’ve found myself considering terms which are not
normally considered” (p23). This indicates that when the system shows a term to the
expert, their immediate reaction is to confirm that it is a valid term; only after that do
they revise their decision.
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7.2.2 Using a gold standard (manually compiled terminology)
Manually compiled terminology can be used to replace human experts in evaluation in
ATP, making the evaluation process less expensive and potentially more objective.
The difficulty lies in finding the appropriate terminology for the evaluation process. If
the terminology is compiled against the corpus also used by the ATP engine to extract
terms then it is the best gold standard, but other terminologies in the field can also be
used. Several terminologies can be combined to provide a better evaluation resource.
The use of a gold standard requires a definition of what is a match (between
the extracted list of term candidates and the gold standard). Either exact matches or
partial matches can be used. If the strategy is to use exact matches then, it is necessary
to include in the gold standard as much variations as possible.
The comparison process can be flexible: either exact matches or partial
matches can be used. In the case of using exact matches, it is necessary that the gold
standard contains all forms of terms which would be considered correct (for example,
a Chemistry gold standard should contain both ‘oxidization’ and ‘oxidisation’ to
account for orthographic variations; a Medicine gold standard should contain both
‘lung cancer’ and ‘cancer of the lung’ to account for syntactic variations). This can be
avoided by conflating term variations (including orthographic, morphological,
syntactic, and acronym variants) in the term extraction stage rather than evaluation
stage (Mina et al. 2002). In this way, the gold standard does not have to contain all
variations of terms. Furthermore, the problem of considering ‘lung cancer’ and
‘cancer of the lung’ to be two hits for the evaluation purposes can also be avoided.
Alternatively, a stemmer such as that of Porter (Porter 1980) can be used to process
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both the results and the gold standard (Hulth 2003a), and then exact matches can be
used to compare the stemmed results and gold standard1.
In our experiment, we decided to use exact matches (Section 7.5.2.1). The
reason behind this decision is that the purpose of the experiment is mainly to show
whether or not the introduction of knowledge patterns into ATP helps improve
performance. We hypothesise that the answer to this question will not be affected by
the choice of matching techniques, i.e. if there is an improvement when exact matches
are used, it is likely that there should be also an improvement when partial matches
are used, and vice versa.
To the best of our knowledge, all of evaluation in ATP which uses a gold
standard considers all terms to have equal weights, which may due to the fact that it is
difficult to assign a weight to a term. As it is intuitive that some terms are more
important than others, and thus it is more important that they are identified, we will
propose a method to assign weights to terms in the gold standard, and use these
weights in calculating recalls, precisions and f-measures (see Section 7.5.2.1).

7.2.3 Task-based evaluations
In ATP, task-based evaluation is the specification of a task which requires access to
terminological data, and the examination of the effect of terminological data on
subjects performing this task. A group of human subjects is asked to perform the task,
either with or without access to the terminological database. Automatically produced
and manual entries in the terminological database can also be mixed to find out which
set of entries attracts more users. The quality of the subjects’ outputs are measured
and compared. In Wacholder and Song’s (2003) study, subjects were presented with a

1

The use of such a stemmer may also lead to some situations such as when the term in the gold
standard is ‘analyte’, but ‘analysis’ is considered correct match of this term, due to the fact that both of
them are stemmed into ‘analyt’ by the stemmer.
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question; from a list of terms presented using a web interface, they had to choose a
term which they thought would provide access to documents containing the answer2.
The chosen terms were analysed in order to understand the subjects’ preferences. It is
reported in the study that manually produced terms are clearly preferred over
automatically produced ones.

7.2.4 Evaluation of the effect of ATP on other applications
The output from an ATP engine can also be supplied into other applications; these are
then evaluated to show the extent to which ATP improves their performance. In
Orasan et al.’s (2004) study, different term-scoring techniques were experimented
with, and their effects on the performance of automatic summarisation were measured.

7.2.5 Automatic terminology processing evaluation projects
Unlike other NLP applications such as automatic summarisation and question
answering, ATP does not attract a wide range of researchers or funding. As a result,
the evaluation of ATP is often scattered rather than organised into evaluation
campaigns or surveys. One evaluation campaign and two surveys in the domain of
automatic terminology processing are noted and described below.
7.2.5.1 The Arc A3 Project
The ARC A3 project (El Hadi et al. 2001) is a project supported and coordinated by
AUF (Agence Universitaire de la Francophonie), and deals with the evaluation of
terms and semantic relations extracted from corpora in French. Evaluation measures
used in the project are precision and recall, calculated against a manually-produced
reference list. The above cited paper provides neither details of the process of building
the reference list nor any quantitative results. It states: “The systems we try to assess

2

In this study, the quality of subjects’ work was not assessed.
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are not yet likely to provide a very effective help to indexing since the results are
over-productive in view of the need” (p6).
7.2.5.2 Eagles
The Eagles project (http://www.ilc.cnr.it/EAGLES/home.html) is a large European
project aimed at providing an evaluation framework for two types of NLP products:
writers’ aids and translation aids. Terminology management systems are amongst the
products subjected to the evaluation framework but they are not explicitly dealt with.
The project recommends the construction of user profiles and featurisation of users’
requirements.
7.2.5.3 t-survey 2005
t-survey 2005 (Zielinski and Safar 2005) is a comprehensive online survey of
terminology extraction and terminology management tools. Over 400 professional
translators, terminologists and interpreters have responded to the questionnaire. The
results show that only 15% of language professionals, mainly terminologists, use term
extraction tools in their daily work. Poor performance is amongst the reasons for this
lack of popularity. The survey cites another evaluation, that of Sauron (2002), which
shows that of the three commercial term extraction tools evaluated (ExtraTerm,
MultiTrans, and Xerox), only Xerox displays acceptable accuracy in automatic term
extraction.
Nevertheless, the t-survey 2005 indicates that there is a strong interest in
terminology extraction tools and that the surveyed group are potential users of such
tools. It also discloses users’ requirements for a term extraction tool, including the
need to link term candidates directly with their contexts, to search automatically for
definitions of terms, to communicate directly with the termbase, and to show
collocations of terms.
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7.3 Settings for the evaluation of the proposed methodology
In subsequent sections, we discuss the evaluation of the proposed methodology,
beginning with the setting of the evaluation and moving on to the evaluation
methodology and results. It should be noted that we perform the evaluation of the
proposed methodology from a technological perspective rather than a user-based
perspective.

7.3.1 Subjects of the evaluation
As described in Chapters 5 and 6, the system can produce knowledge patterns, terms,
term relations, and term glosses. Ideally, these types of output should all be subjected
to our evaluation process. It should be borne in mind that the natures of these outputs
are different, so a different evaluation methodology is needed for each of them.
Evaluating terms, for example, can be done automatically and comparatively, using a
pre-compiled list of terms serving as the gold standard. Evaluating extracted
knowledge patterns is more difficult, since we have neither an available resource nor a
comparable method. It can be argued that the usefulness of the extracted knowledge
patterns is shown in the degree of improvement induced in the term extraction process.
The evaluation of term relations is also a difficult issue. On one hand, it is easy to
decide whether a relation is totally incorrect; on the other, term relations should not be
used3 directly, but rather provided as an aid to help humans browse the terminology.
In other words, if a relation is only partially correct but still usable, it should be
considered useful.
Assessing the quality and informativeness of term glosses is an interesting
topic as, in some respects, they are similar to document summaries. The difference is

3

This is because the relation extraction rule used to identify term relations (Section 6.1.1) simplifies
many qualifiers, and extracts only the main information. The suggested relation antibiotic FIGHT
infection, for example, is subject to many qualifiers. There is, however, a link between the two terms,
which can be useful for browsing the terminology.
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that traditional summaries are summaries against documents, whereas a term gloss is
the summary of information about a term which spreads across various documents.
This suggests that we can develop methods similar to those used in the evaluation of
automatic summarisation to assess the quality and informativeness of our term glosses.

7.3.2 Selected domains
We chose to evaluate our proposed methodology over two domains: Cancer and
Chemistry, whose knowledge patterns were extracted from their glossaries (see
Section 5.3). The two domains are important and dynamic fields; new terms and
concepts are constantly being introduced, suggesting a need for automatic
terminology processing. The need to communicate knowledge and new discoveries in
the two domains to the research community and the general public is increasing, as
they may affect the lives of many people. The use of two domains is also intended to
show the portability of the proposed methodology.

7.3.3 Corpora
Texts for the two chosen domains were collected from the Internet. Texts for the
Cancer domain corpus (CanCor) were collected from the Cancerhelp website
(www.cancerhelp.co.uk), and texts for the Chemistry corpus (ChemCor) were
collected from various Internet sources. CanCor contains 1284 texts (around 750,000
words), and ChemCor contains 300 texts (around 380,000 words). The collected
corpora are summarised in Table 7-1. Subsets of these corpora have been used in two
experiments described in Sections 3.1.1.1 and 3.4.

Corpus

Sources

Number
of texts

Number
of words

ChemCor

Basic Chemistry article
collected from the internet

300

386400

CanCor

Cancerhelp.co.uk

1284

749400

Average
number of
words per text
1287 (STD:
1332)
538.6 (STD:
447)

Table 7-1: Corpora used in evaluation (STD: standard derivation).
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7.4 Evaluating knowledge patterns and relations
We discuss the evaluation of knowledge patterns and the relations between term
candidates suggested by them before other types of output because they are used in
the extraction of terms and their glosses.

7.4.1 Evaluating knowledge patterns
Knowledge patterns are intermediate products of the proposed system, and are used to
extract terms, term relations, and term glosses from corpora. Although they are
interesting subjects, we do not evaluate them independently. A brief discussion of the
types of pattern extracted is provided in Section 5.3.4. Their usefulness can be
inferred via the evaluation of terms and term glosses themselves (Sections 7.5 and
7.6).

7.4.2 Evaluating terms’ relations
If important term relations are reflected in term glosses, they can be indirectly
assessed through term gloss evaluation; it is difficult to evaluate them independently,
especially with regard to the recall metric. To identify the number of relations
expressed in a corpus, we would have to analyse the entire document collection and
log every relation expressed in it; this is not feasible given the scope of this study.
Unlike the proposed methodology, studies of the extraction of semantic relations
between two concepts (Hearst 1998, Rindflesch et al. 2003, Proux et al. 2000,
Pustejovsky et al. 2002, Chun et al. 2006) rely on a predefined set of relations.
Rindflesch et al. (2003) manually check a random set of 1124 relationships; they
report that 853 are correct, giving a precision of 76%. Hearst (1998) does not provide
a detailed evaluation, but discusses the usefulness of the automatically identified
relationships (limited to SYNONYMY and HYPONYMY) in the construction of
WordNet. She reports that 63% of the identified relations were already present or are
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strong candidates for inclusion in WordNet. Proux et al. (2000), Pustejovsky et al.
(2002), and Chun et al. (2006) target a very specific relationship, that which holds
between genes and diseases, and rely on manually annotated corpora to train and
evaluate their proposed systems. They report a range of values for precision and recall.
We should bear in mind that these automatically extracted relations should not
be relied upon for any critical applications (such as those in Bio-medicine) without
user intervention. We should not, for example, use “pleural mesothelioma CAUSE
breathlessness” directly in medical diagnosis, as this simplifies a number of qualifiers
which may affect the accuracy of the derived relations.
To gain an insight into the accuracy of the relations identified by the system,
we manually checked 500 relations extracted from ChemCor and 500 from CanCor.
These relations were extracted using the dominating relation extraction rule discussed
in Section 6.1.1.2. The causes of false positives were also analysed. In our evaluation
experiment, 211 relations extracted from ChemCor are deemed incorrect, while this
figure is 241 for CanCor, giving an average precision of 0.55. The experiment
indicates that the main causes of these false positives is over-generation (accounting
for 177 out of the total of 452 false positives, or 40%) due to the use of the
dominating relation extraction rule, the use of definite descriptions (37% of the false
positives), and parser errors (15%). It is noted that 175 correct relations (32% of the
correct relations) would not be identified if the more rigorous relation extraction rule
(the “subject only” rule, Section 6.1.1.3) was used. This is indicative of the trade-off
between the two different relation extraction rules: the dominating rule suggests more
relations at the expense of having more false positives, whilst the use of the “subject
only” rule can produce fewer false positives but also has lower recall. Table 7-2
summarises the evaluation of extracted relations.
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Number of correct relations
Precision
# of correct relations which cannot be
recovered using “subject only” rule
Number of false positives
Break down of the causes of false positives
Over-generation
Definite descriptions
Parser
Negative relation
Total Relations Analysed

ChemCor
289
0.58
90

CanCor
259
0.52
85

211

241

68
91
42
10
500

109
79
27
26
500

Table 7-2: Evaluation of a subset of the extracted relations.

ChemCor
CanCor
Correct relations
hydrogen ion FORM chloric antibiotic TREAT infection;
acid; liquid crystal molecule chemotherapy TREAT lung
FORM droplet
cancer
Incorrect relations
Cause
Overgeneration

Definite
descriptions

Parser

Negative
relation

iron USE strong magnetic (from cervix PRODUCE mucus
the sentence: “The iron can be (“The cervix is covered with a
removed using a strong magnet”) layer of skin-like cell and some
glandular cell that produce
mucus.”)
molecular axis BE axis of cell PICK UP radioactive
symmetry (“The orbital may still iodine (“The cells pick up the
be classified as s, p, d, etc. radioactive iodine as readily as
because the molecular axis is still they would ordinary iodine.”)
an axis of symmetry.”)
matrix FORM polymer network melanocytes PRODUCE cell
(“PSLC cell are generally (Melanocytes are pigment
prepared by dissolving and producing cell)
photopolymerizing
monomers
(typically less than 5 wt %) in a
liquid crystal matrix to form a
polymer network.”)
Hydrogen BE central atom pregnancy CAUSE cervical
(“Hydrogen can never be a cancer (“there is no evidence
central atom because it can only at all to say that pregnancy
accommodate two electron ”)
causes cervical cancer”)

Table 7-3: Examples of correct and incorrect relations identified from the two corpora

Examples of correct and incorrect relations, together with their causes can be found in
Table 7-3. It should be noted that whilst it is possible to filter out sentences containing
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negative markers, it can be argued that even in the presence of a negative marker,
there is still a relation between the two terms (a negative relation) which may be
important because it is explicitly stated. For example, in the sentence “There is no
evidence at all to say that pregnancy causes cervical cancer”, the correct relation is
“pregnancy DONOT CAUSE cervical cancer”, and this is an important piece of
information. It is also noted that negation is a very serious problem in NLP.

7.5 Optimising and evaluating automatic term extraction
As one of the major outputs of any automatic terminology processing system is the
list of term candidates, in this section we present the optimisation and evaluation of
the proposed methodology in the task of producing a list of term candidates.
Optimisation is needed to find the best values of the knowledge pattern factors α 1 and
α 2 (see Section 6.1.2.2).

7.5.1 Methodology
7.5.1.1 Building gold standards
When evaluating the quality of the extracted terms, our main methodology is to
compare the outputs (the term candidate lists) of different approaches against a gold
standard. In order to compile a gold standard for each domain, we combine three lists
of terms from three different glossaries to form a final list of terms. For each term, we
also record the number of glossaries in which it appears; this serves as its weight in
the calculation of precision and recall. The rationale is that the more glossaries that
contain a specific term, the more important it is, and the more important it is for an
automatic terminology processing system to extract it. The use of three glossaries also
ensures wider coverage of the gold standards.
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7.5.1.2 Evaluation metrics
Precision, recall, and F-measure scores (see Section 7.1.1) are chosen as the main
metrics used for evaluating the quality of the automatically extracted list of terms. As
discussed in Chapter 6, term candidates are assigned term scores using a termhood
function, and can be ranked according to these term scores. From the ranked list of all
term candidates, a shorter list of the top N term candidates can be extracted, and the
number of candidates from this top N list which are also present in the gold standard
can be calculated. To estimate the total number of terms which could be extracted
from the corpus (used to calculate recall and F-measure), string matching is used to
identify all n-grams in the corpus which match a term in the gold standard. We will
refer to this number as the estimated4 number of terms in the corpus. The upper limit
can also be identified by using a syntactic filter (discussed in Chapter 3) to identify
term candidates in the corpus. This approach will be adversely affected by automatic
syntactic annotation (either tagging or parsing) errors. However, part-of-speech
taggers’ accuracy is more than 95% (Voutilainen 2003), and parsers’ accuracy is
approaching 92% (McClosky et al. 2006); given that most automatic terminology
processing systems use some linguistic filters, this can be considered the practical
upper limit5.
Given that:
N: the total number of term candidates in the evaluated list;
M: the estimated total number of terms in the corpus (identified by string
matching);
wA: the estimated average weight of a term in the corpus (the total weights of
terms identified by string matching divided by the estimated total number of
terms, M);

4

It should be noted that this approach of identifying the upper limit is not perfect, as it overlooks the
syntax of the terms. For example, it can signal that the term sedative, which means sedative drug, is
found in the phrase sedative effect although, in this context, the actual term is sedative effect rather than
sedative.
5
It should also be said that without a linguistic filter, the only way to extract term candidates is to use
n-grams; this will produce a very large number of term candidates.
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we will calculate the following evaluation metrics:
Number of hits, H: the number of term candidates in the top N term
candidates list which also appear in the gold standard. The number of hits can
be used to compare the performance of different system settings used to
extract the same number of terms, N;
Hits improvement, HImp: the number of hits of a particular setting divided
by the number of hits obtained by a baseline. This metric shows the
improvement of a particular system setting over the baseline. It is useful in the
optimising process, to find out which values of the parameters can produce the
optimal improvement;
Weighted hits, wH: the total weights of the term candidates in the top N term
candidates list which also appear in the gold standard. The weight of each term
is the number of glossaries it appears in. Weighted hits are used to assess the
system’s ability to extract important terms, and can be used in the same way as
H;
Weighted hits improvement, wHImp: same as Hits improvement, but the
number of hits is replaced by Weighted hits;
Precision, P= H/N: the number of hits divided by the total number of terms in
the extracted list;
Weighted precision, wP= wH/(wA*N): this is similar to precision, but H is
replaced by wH, and N by wA*N. wA*N is the estimated average total
weights of N terms;
Recall, R= H/M: the number of hits divided by the estimated total number of
terms in the corpus;
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Weighted recall, wR=wH/(wA*M): this is similar to recall, but H is replaced
by wH, and M by wA*M. wA*M is the estimated average total weights of
terms;
F-measure, F=2/(1/P+1/R)
Weighted F-measure, wF=2/(1/wP+1/wR).
It is also necessary to find out whether a system setting can produce improved
performance across different values of N. In order to do this, each system setting is
required to produce six lists, containing 100, 200, 500, 1000, 2000, and 5000 term
candidates respectively. Over the six lists, we use a 66th-percentile value, the value at
which four out of six values of a relative evaluation metric6 calculated from six lists of
terms are greater or equal. To derive this value, the six values are sorted from low to
high, and the 66th-percentile value is the 4th value in the sorted list. For example,
given that the improvements over the six lists are 1.000, 1.001, 1.000, 0.991, 1.006,
and 1.000 respectively, to get the 66th-percentile value, these values are sorted into
(0.991,1.000,1.000,1.000,1.001,1.006), and the 4th value (1.000) is identified as the
66th-percentile value of these results. The 66th-percentile value is used to ensure that
the improvements are consistent over term candidate lists of different sizes.

7.5.2 Experiments and results
7.5.2.1 Gold standards and upper limits
Two other glossaries from each domain are combined with the original glossary and
used to extract knowledge patterns to build the gold standards, Chemgold and
Cancergold (Tables 7-4 and 7-5). Table 7-6 shows the total number of entries, as well
as the number of weight 1, 2 and 3 entries in the two gold standards. Weight 3 entries
are those which appear in all three glossaries, suggesting that all three experts who
6

Relative evaluation metrics are (weighted) precision, (weighted) F-measure, and (weighted)
improvement. These metrics are not proportionate to N, as opposed to absolute evaluation metrics
(number of hits, and recall) which always increase when N increases.
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compiled these glossaries agree that they are important in the domain. It is noted that
the sizes of the glossaries used to build the united lists of terms differ significantly.
Whilst it is desirable to have glossaries of similar sizes so that the weighting system
reflects more closely the importance of a term as well as the level of agreement
between domain experts, it is very difficult to find glossaries of similar sizes for the
same subject.
As shown in the table, the majority of entries are weight 1 entries. This
suggests a high level of disagreement amongst domain experts about what makes a
worthwhile glossary entry. It can be argued that the use of three glossaries ensures
diversity whilst also rewarding important terms.
G1

G2

G3

Source
Description
Number of
Entries
Source
Description
Number of
Entries
Source
Description
Number of
Entries

http://antoine.frostburg.edu/chem/senese/101/glossary.shtml
General Chemistry Glossary
1044
http://www.iupac.org/publications/compendium/
IUPAC Compendium of Chemical Terminology
6508
http://www.sunderland.ac.uk/~hs0bcl/gloss_mas.htm
Klicoyne's Glossary of Chemistry
1060

Table 7-4: Three glossaries used to compile the Chemgold gold standard.
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G1

Source
Description
Number of
Entries
Source
Description
Number of
Entries
Source
Description
Number of
Entries

G2

G3

http://www.cancerhelp.org.uk/glossary.asp
Glossary of the Cancerhelp website
1109
http://www.meds.com/glossary.html
Cancer Glossary
199
http://www.breastcancer.org/dictionary/
Breast Cancer Glossary
1051

Table 7-5: Three glossaries used to compile the Cancergold gold standard.

Total
# Weight 1 # Weight 2 # Weight 3
Chemgold
7817
7165
524
128
Cancergold
2293
1841
336
86
Table 7-6: Entries’ weight distributions in the two gold standards.

As mentioned in Section 7.5.1.2, having obtained the gold standard term lists, the next
step is to estimate how many of these terms occur in the corpora. In order to do this,
we use string matching to find n-grams in the corpora which match entries in the gold
standards. This gives us an estimated number of terms in each corpus. The estimated
number of terms from Chemgold found in Chem corpus using string matching is 1600,
their total weight is 2125, and thus the estimated average weight is 1.33 (2125/1600).
Similarly, the estimated number of terms from Cancergold found in Cancer corpus is
1472, with a total weight of 1930, giving an estimated average weight of 1.31 (Table
7-7).
Total
Chem
Cancer

1600
1472

Weighted Average
weight
2125
1.33
1930
1.31

Table 7-7: Estimated total number of terms in the gold standards found in our corpora.

In addition to using string matching, pre-processing tools such as part-of-speech
taggers and shallow parsers can also be used to process the texts first; only n-grams
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which satisfy defined lexical-syntactic constraints are then collected. A well-known
POS pattern in terminology processing [AN]*(NP)?[AN]*N (in this pattern, A
denotes adjective, N: noun, and P: preposition), suggested by Justeson and Katz
(1996), is used in our experiment (this will be referred to as JUS). We also use the
Charniak parser to collect NPs which do not contain any S, SBAR, SBARQ, SINV,
SQ (clause level constituents returned by the parser; see also Santorini and
Marcinkiewicz 1991 for a description of the tagset) or any coordinated structures as
their children constituents and consider them as term candidates (CHARNIAK). The
total numbers of term candidates identified by the two pre-processing tools, the
numbers of matches and their weighted total can be found in Table 7-8, showing that
JUS recovers 73% and 89% of the terms identified by string matching in Chem and
Cancer respectively. CHARNIAK performs slightly better, recovering 77% and 90%
respectively, at the expense of extracting more candidates (31,000 compared to
24,000 in Chem, and 28,000 compared to 20,500 in Cancer). Both pre-processing
tools tend to recover terms which have greater weights; this is implied by the fact that
weighted recall figures are higher than raw recall figures. By using either string
matching or a tagger/parser to produce the list of terms, by the end of the process we
will have a list of terms which acts as our upper limit: a terminology extraction system
will not be able to produce a better list of terms than this7. We will call it an “ideal list
of terms”. We decide to calculate recalls and F-measures using the list produced by
string matching, which is the most difficult target.

7

Barring the implementation of a good term variation recognition method.
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All Candidates
Matched
Candidates
Total Weight
Recall
Weighted recall

JUS
CHARNIAK
CancerCor
ChemCor CancerCor ChemCor
24168
20598
31385
27801
1167

1311

1235

1322

1621
0.73
0.76

1764
0.89
0.91

1733
0.77
0.82

1803
0.90
0.93

Table 7-8: Upper limits of JUS and CHARNIAK.

7.5.2.2 Baselines

top
100
200
500
1000
2000
5000
All

ChemCor
UNWEIGHTED
WEIGHTED
JUS
CHARNIAK
JUS
CHARNIAK
66
66
124
125
107
112
191
203
212
213
361
360
342
352
551
570
528
536
825
834
795
804
1164
1188
1167
1235
1621
1733

Table 7-9: Number of hits and their total weights in the top-n list sorted by frequency for Chem.

In order to establish baselines for optimisation and evaluation, we have tried three
statistical measures: Frequency, C-value, and TF.IDF. As performance of Frequency
scores is observed to be superior to that of C-value or TF.IDF (in terms of Fmeasures), only results obtained by a baseline utilising frequency are shown, and it is
used as our baseline.
Tables 7-9 and 7-10 present the number of term candidates correctly identified
(hits), and their total weight in the top 100, 200, 500, 1000, 2000, and 5000 term
candidates (sorted according to Frequency). Tables 7-11 and 7-12 present the Fmeasures of these lists. Recalls and F-measures are calculated using the ideal list of
terms identified by string matching.

169

CanCor
N
100
200
500
1000
2000
5000
All

UNWEIGHTED
JUS
CHARNIAK
40
42
70
74
170
167
325
310
561
533
894
879
1311
1322

WEIGHTED
JUS
CHARNIAK
78
75
129
131
296
296
540
506
869
839
1277
1256
1764
1803

Table 7-10: Number of hits and their total weights in the top-n list sorted by Frequency for
CanCor.

ChemCor
N
100
200
500
1000
2000
5000

p
0.66
0.54
0.42
0.34
0.26
0.16

UNWEIGHTED
JUS
CHARNIAK
r
f
p
r
f
0.04 0.08 0.66 0.04 0.08
0.07 0.12 0.56 0.07 0.12
0.13 0.20 0.43 0.13 0.20
0.31 0.26 0.35 0.22 0.27
0.33 0.29 0.27 0.34 0.30
0.50 0.24 0.16 0.50 0.24

p
0.93
0.72
0.54
0.42
0.31
0.18

JUS
r
0.06
0.09
0.17
0.26
0.39
0.55

WEIGHTED
CHARNIAK
f
p
r
f
0.11 0.94 0.06 0.11
0.16 0.76 0.09 0.17
0.26 0.54 0.17 0.26
0.32 0.43 0.27 0.33
0.35 0.31 0.39 0.35
0.27 0.18 0.56 0.27

Table 7-11: Precision (p), recall (r), and F-measures (f) of the top-n list of terms sorted by
Frequency for ChemCor.

CanCor
N
100
200
500
1000
2000
5000

p
0.40
0.35
0.34
0.33
0.28
0.18

UNWEIGHTED
JUS
CHARNIAK
r
f
p
r
f
0.03 0.05 0.42 0.03 0.05
0.05 0.08 0.37 0.05 0.09
0.12 0.17 0.33 0.11 0.17
0.22 0.26 0.31 0.21 0.25
0.38 0.32 0.27 0.36 0.31
0.61 0.28 0.18 0.60 0.27

p
0.60
0.49
0.45
0.41
0.33
0.19

JUS
r
0.04
0.07
0.15
0.28
0.45
0.66

WEIGHTED
CHARNIAK
f
p
r
f
0.08 0.57 0.04 0.07
0.12 0.50 0.07 0.12
0.23 0.45 0.15 0.23
0.33 0.39 0.26 0.31
0.38 0.32 0.43 0.37
0.30 0.19 0.65 0.30

Table 7-12: Precision (p), recall (r), and F-measures (f) of the top-n list of terms sorted by
Frequency for CanCor.

Using frequency count, the performances of JUZ and CHARNIAK are more or less
comparable. Whilst CHARNIAK’s performance is slightly better over the Chem
corpus, JUZ performs better over the Cancer corpus. These tables also show the
usefulness of the total weights measure. From the Cancer corpus, for example, JUZ
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identifies 40 correct terms from the first 100 term candidates whilst CHARNIAK
identifies 42. On the other hand, the total weights (78 and 75 respectively) suggest
that JUZ identifies more terms with weights of 2 or 3 than CHARNIAK. If an
application requires important terms to be extracted, as is the case in multiple-choice
test item generation, we may want to use the lexical-syntactic filter which extracts
more heavily weighted terms. If it is more important to extract more correct terms
than important terms, the absolute number of correct terms is a better metric. Also,
although CHARNIAK’s and JUS’s performances are comparable, there is a stronger
case for using CHARNIAK in automatic terminology processing: its outputs provide
more syntactic information, and errors made in the parsing process do not greatly
affect the performance of term extraction.
It should be noted that the values of F-measure are low because the estimated
number of terms which should be extracted is based on string matching, and this is a
very difficult target to reach. The best F-measures for both Cancer and Chem are
achieved in the top 2000 lists, in which unweighted F-measures are 0.30 and 0.32 for
Chem and Cancer respectively. The best weighted F-measures are 0.36 for Chem and
0.38 for Cancer. It is also noted that in our experiments the values of recall and
precision differ significantly, and thus F-measures should be read in the context of the
values of recall and precision. The relations between values of precision and recall
calculated using weighted hits in ChemCor and CanCor are shown in Figure 7-1.
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Relations between recalls and precisions
0.7
0.6

recall

0.5
ChemCor-JUS

0.4

ChemCor-Charniak
CanCor-JUS

0.3

CanCor-Charniak

0.2
0.1
0
0

0.2

0.4

0.6

0.8

1

precision

Figure 7-1: Relations between recalls and precisions calculated using weighted hits.

7.5.2.3 The effects of unary knowledge patterns
As defined in Chapter 5, unary knowledge patterns are patterns whose object is a
specific head word. Examples of unary knowledge patterns are “BE compound”,
“CONTAIN ring” (Chem), “BE treatment”, and “FIGHT infection” (Cancer). To
isolate the effect of unary patterns on the performance of term extraction, we calculate
the term score using Formula (6.20) introduced in Section 6.1.2.2:
FK 0 (t ) = F (t ) + α 1 K1 (t )

Here, F (t ) denotes the original termhood function of the term candidate t (as
discussed in Section 7.5.2.2, we will use Frequency), K1 (t ) is unary knowledge

pattern score of t, and α 1 is unary knowledge pattern score weight.
We perform several runs to identify the optimised α 1 (the value of α 1 which
provides the best 66th-percentile for a particular metric). As discussed in Section
7.5.1.2, the 66th-percentile is the value at which four out of six relative evaluation
metric values are greater or equal. This indicator is used to ensure that the α 1 value
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will provide global rather than local improvements. For the purpose of optimisation,
we will use weighted hits improvement (wHImp) as our base score (as discussed in
Section 7.5.1.2, wHImpr= wH/wHb in which wH is the weighted hits of the list of
terms provided by a particular setting, and wHb is the weighted hits of the baseline).
The three pattern scoring methods, relative frequency, adjusted relative
frequency, and TF.IDF (as discussed in Section 5.3.4), are compared. Optimised α 1
values (which produce the best 66th-percentile of wHImp over the six lists) for each
of the scoring methods are identified through multiple runs using values of α 1 from
0.1 to 10, with a step of 0.1. Tables 7-13 and 7-14 contain the results of these
experiments, showing that the adjusted relative frequency scoring method provides
the best 66th-percentile of wHImp in both Chem and Cancer. This reaffirms the
observation made in Section 5.3.4 that the adjusted relative frequency scoring method
seems to be the best scoring method for knowledge patterns.

N
100
200
500
1000
2000
5000
66thpercentile
AVE

wHb
125
203
360
570
834
1188

Pattern scoring method
Relative
Adjusted relative
TF.IDF ( α 1 =1)
frequency ( α 1 =1)
frequency ( α 1 =0.1)
wH
wHImp
wH
wHImp
wH
wHImp
125
1.000
124
0.992
125
1.000
205
1.001
205
1.010
208
1.024
360
1.000
360
1.000
363
1.008
565
0.991
564
0.990
573
1.005
839
1.006
839
1.006
843
1.010
1188
1.000
1189
1.001
1195
1.006
1.000

1.000

1.006

1.000

1.000

1.008

Table 7-13: Improvements (in term of weighted hits) achieved when using different pattern
scoring methods over ChemCor.
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N

wHb

wH
100
200
500
1000
2000
5000
66thpercentile
AVE

75
131
296
506
839
1256

Pattern scoring method
(TFIDF)
Adjusted relative
frequency
( α 1 =6.4)
( α 1 =2.4)

Relative
frequency
( α 1 =5.0)
98
174
325
514
842
1252

wHImp
1.307
1.328
1.098
1.016
1.004
0.997

wH
90
176
323
520
831
1252

wHImp
1.200
1.345
1.091
1.028
0.991
0.997

wH
90
167
327
524
842
1260

wHImp
1.200
1.275
1.105
1.036
1.004
1.003

1.016

1.028

1.036

1.125

1.109

1.104

Table 7-14: Improvements (in terms of weighted hits) achieved when using different pattern
scoring methods over CanCor.

These experiments indicate that the use of unary patterns affects the performance of
term extraction differently in different corpora. Their effects are much more evident in
the Cancer corpus (average improvements are around 10%) than in the Chem corpus
(less than 1%). In both corpora, there is no significant improvement when the number
of candidates is over 1000, suggesting that perhaps unary patterns are too specific and
can only be used to enhance the term score of a limited number of candidates. As
shown in Tables 7-13 and 7-14, although the average value of improvements when
using relative frequency as the scoring method is slightly better than when using
adjusted relative frequency, the improvements themselves are not consistent (great
improvements are observed on the 100 and 200 term candidate lists, but not others).
As we are looking for a consistent improvement, adjusted relative frequency is the
chosen scoring method.
In summary, it has been shown that the incorporation of unary knowledge
patterns improves the performance of term extraction, although the improvement in
ChemCor is marginal. It is also indicated that the adjusted relative frequency scoring
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method is generally the best among the three proposed scoring methods (although the
performance differences are small). The best values for α 1 have also been established
(0.1 for ChemCor and 2.4 for CanCor). These values will be used for the next
experiments.
7.5.2.4 The effects of binary knowledge patterns
A binary knowledge pattern, as defined in Section 5.3.5, is a pattern which has

<TERM> as its right argument. Examples of these patterns are “CONTAIN
<TERM>”, and “FORM <TERM>” (extracted from the CHEMISTRY glossary), and
“TREATED WITH_<TERM>”, and “FIGHT <TERM>” (CANCER). As discussed in
Section 6.1.2.2, there are several ways to incorporate binary knowledge patterns into a
termhood function: single addition, i.e. calculating FK n (t ) (in Formula (6.21)) for n=1
only, and recursively, where FK n (t ) is repeatedly calculated until its value converges.
A reminder of Formula (6.21):
FK n (t ) = FK n −1 (t ) + α 2 K 2 n (t )
n

K 2 n (t ) ,

according to Formula (6.23), is calculated as:
K 2 n (t ) = ∑ p ∈BC (t ) S ( pi ) F K n −1 (t i )
i

N

Unary
Weighted
hits

100
125
200
208
500
363
1000
573
2000
843
5000
1195
66th-percentile
AVE

ChemCor
Unary+Binary
( α 2 =0.24)
wH
129
214
374
577
846
1195

wHImp
1.032
1.029
1.030
1.007
1.004
1.000
1.007
1.017

Unary +binary
recursive ( α 2
=0.37)
wH
wHImp
131
1.048
219
1.053
380
1.047
580
1.012
847
1.005
1195
1.000
1.012
1.027

Table 7-15: Improvements on weighted hits achieved when binary knowledge patterns are
combined with unary patterns in Chem (AVE: average improvement over the 6 top N lists).
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Tables 7-15 and 7-16 show the effects of binary knowledge patterns on weighted hits
in ChemCor and CanCor when the calculation of FK n (t ) is for n=1 only, and when it
is performed recursively. In these tables, the second column serves as the baseline,
and corresponds to the next-last column in Tables 7-13 and 7-14. The optimised
α 2 value is selected in a similar way to that described in Section 7.5.2.3 (the value

which produces the best 66th-percentile of the weighted hit improvement over the use
of unary pattern alone).

N
100
200
500
1000
2000
5000

CanCor
Unary+Binary
Unary +binary recursive
Unary
( α 2 =0.06)
Weighted ( α 2 =0.07)
hits
wH
wHImp
wH
wHImp
90
99
1.100
102
1.133
167
175
1.048
185
1.108
327
331
1.012
337
1.031
524
530
1.011
534
1.019
842
842
1.000
844
1.002
1260
1261
1.001
1260
1.000
66th-percentile
1.011
1.019
AVE
1.029
1.049

Table 7-16: Improvements on weighted hits achieved when binary knowledge patterns are
combined with unary patterns in Cancer.

As these results show, even though the improvements are small (3% in the case of
ChemCor, and 5% in CanCor), the use of binary knowledge patterns in addition to
unary patterns further improves the performance of automatic term extraction. The
recursive calculation is shown to be better than the single calculation. The average
improvement in ChemCor is 2.7% in comparison with 1.7%, and the average
improvement in CanCor is 4.9% compared to 2.9%; these differences are statistically
significant. This indicates that recursive calculation is a better way to incorporate
binary knowledge patterns into our termhood function, as argued in Section 6.1.2.2.
Best α 2 values for each domain (0.37 and 0.07 for ChemCor and Cancor respectively)
have also been established.
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7.5.2.5 Overall improvement
The experiments in Sections 7.5.2.3 and 7.5.2.4 have shown that the use of knowledge

patterns extracted from a glossary has improved the performance of term extraction in
our evaluation settings. They show that both unary and binary patterns help to
improve the weighted hits of term candidate lists in ChemCor and CanCor
experiments. They also show that the proposed recursive method for calculating term
scores in Section 6.1.2.2 is slightly better than the single addition method. Tables 7-17
and 7-18 summarise the impact of automatically extracted knowledge patterns on
weighted hits and weighted F-measures. Table 7-19 shows the performances of three
different combinations of unary and binary patterns: unary patterns alone (unary),
unary patterns+binary patterns (unary+binary), and unary patterns+ binary patterns,
using recursive calculation (unary+bin(re)). In this table, the performances and
improvements over the baseline are calculated using F-measures rather than weighted
hits used in the optimisation process (Sections 7.5.2.3 and 7.5.2.4). It should be noted
that the use of F-measures, as discussed in Section 7.5.2.2, will provide an overall
picture of performance, at the expense of concealing possible interesting observations
of recalls and precisions.
ChemCor
Knowledge based
Baseline
termhood function
N
Weighted f-m
Weighted f-m
hits
hits
100
125
0.110
131
0.117
200
203
0.168
219
0.185
500
360
0.257
380
0.273
1000
570
0.329
580
0.336
2000
834
0.347
847
0.356
5000
1188
0.270
1195
0.274
Average improvement on F-measure

Impr
1.064
1.101
1.063
1.022
1.026
1.015
1.049

Table 7-17: Improvement over weighted hits and F-measures of the proposed knowledge based
termhood function over the baselines in ChemCor.
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CanCor
Knowledge based
Baseline
termhood function
N
Weighted f-m
Weighted f-m
hits
hits
100
75
0.073
102
0.099
200
131
0.120
185
0.169
500
296
0.229
337
0.261
1000
506
0.312
534
0.330
2000
839
0.369
844
0.371
5000
1256
0.296
1260
0.297
Average improvement on F-measure

Impr
1.360
1.412
1.139
1.055
1.006
1.003
1.163

Table 7-18: Improvement over weighted hits and F-measure of the proposed knowledge based
termhood function over the baselines in CanCor.

ChemCor
Cancer
Settings
F-measure
Improvement F-measure Improvement
(average)
(average)
(average)
(average)
Baseline
0.247
1.000
0.233
1.000
Unary
0.250
1.013
0.247
1.104
Unary+bin
0.254
1.033
0.251
1.138
Unary+bin(re)
0.257
1.049
0.254
1.163
Table 7-19: Performances of different combinations of unary and binary patterns.

As shown in Tables 7-17 and 7-18, overall, the use of the proposed knowledge-based
termhood function (together with a methodology to extract and score knowledge
patterns from the glossary) has improved the F-measures over the baseline method in
both ChemCor and CanCor experiments. The average improvements are 5% and 16%
respectively, and these are statistically significant (p=0.05). Knowledge patterns have
a greater effect on shorter lists of term candidates; their effect on longer lists of term
candidates is minimal. The following observations are also made from Table 7-19:
1) The use of unary patterns alone may already help improve term extraction
performance, although their impacts vary (from 1% improvement in ChemCor
to 10% in CanCor).
2) The use of binary patterns on top of unary patterns further improves term
extraction.
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3) The recursive calculation does produce a slightly better result than the
single calculation, which is in line with the hypothesis proposed in Chapter 6.
Paired one-tail t-tests show that all of the improvements are statistical significant
(p<0.05).
It has been argued that the use of binary patterns alone may already lead to the
levels of improvements noted in our experiments, and thus there is no need to use
unary patterns. Although this is unlikely, in future research we intend to run the
system using only binary patterns, to assess the hypothesis that using binary patterns
alone can produce similar or better results than using a combination of unary and
binary patterns.
As will be discussed in Chapter 8, other experiments have also shown that
Frequency is a good termhood function, so an improvement over this termhood
function would be welcomed by applications which require automatic terminology
processing.

7.6 Evaluating term glosses
Term glosses can be considered the front end of the system: they can be offered
directly to users. Evaluating the quality of a term gloss, however, is not a trivial task.
Human evaluation can be subjective as well as expensive, whilst the reliability of
automatic evaluation is still a problematic issue. Given the scope of this study, we
employed automatic evaluation to calculate similarity between the automatic output
and the glosses of a specific term found in several glossaries from the same domain.
These similarities, calculated using a method similar to those used in automatic
summarisation evaluation (Donaway et al. 2000), are then compared with those of a
baseline. Although it does not provide an exact picture of how good the system is, this
is a fast and inexpensive way to assess the informativeness of the extracted glosses. A
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small nugget-style evaluation similar to those used in TREC (Voorhees 2003) is also
performed to validate the results of automatic evaluation.

7.6.1 Methodology
7.6.1.1 Building target term glosses
The target term glosses used are created using a semi-automatic method. For the terms

chosen for the experiment, we used the Google:define search feature to collect their
definitions from glossaries. When such a search was performed, multiple glossary
entries were returned and combined to produce the target term glosses. Examples of
the target term glosses of ionic compound and doxorubixin are:
For ionic compound
8
(7.1) a compound that results when a metal reacts with a nonmetal to form a cation and an
anion
A compound that contains ions.
compound composed of cations and anions
A compound consisting of positive and negative ions held together by ionic bonds.
a compound composed of ions.
a compound containing at least one ionic bond (contains metal(s) & nonmetal(s))
Compound consists of a metal atom and a nonmetal atom or a cation and anion.

For doxorubixin
(7.2) an antibiotic used as an anticancer drug
A drug used in the treatment of cancer. Also known as adriamycin.
doxorubicin hydrochloride: An antibiotic used to treat several forms of cancer. Also
known as Adriamycin.
A chemotherapy drug, also called Adriamycin.
A chemotherapy drug that is used, often in combination with other medicines, to treat
many kinds of cancers. Sold under the brand name Adriamycin or Rubex,
doxorubicin is also sometimes called Doxil, and it is an orange-red colored powder or
liquid, and it is given intravenously (through a vein). A medical oncologist will
decide if the drug should be given continuously, usually over 4 - 5 days, or on a
scheduled basis (example: once every 21 to 28 days).
Doxorubicin hydrochloride: An antibiotic used to treat several forms of cancer. Also
known as Adriamycin.

8

Target term glosses are shown “as is”, and as they are compiled from different sources, there are
certain inconsistencies.
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The use of multiple sources to construct the target term glosses ensures that important
information about the terms, which may otherwise be omitted by individual glossary
compilers, can be captured. In the example below, important facts about ionic
compound include: it is a compound; it contains positive and negative ions; it contains
ionic bonds; it contains metal and non-metal. None of the individual glosses above
covers all of these facts, so the resulting target gloss, being derived from multiple
sources, is arguably better than using just one gloss as target. The problem of circular
evaluation is also avoided, as knowledge patterns are extracted from a single glossary
whereas the target glosses originate from multiple sources.
7.6.1.2 Evaluation metric 1: Similarity to the target gloss
In order to establish the amount of information present in an automatically extracted

gloss in comparison to the target gloss, we compute the similarity between the
extracted gloss and the target gloss produced for a term. To reduce the problem of
automatic extracts containing repetitive information, the evaluation is designed to be
an iterative process where each sentence from the extract is compared to each
sentence in the gold standard. A pair of sentences from the extracted gloss and the
gold standard with maximum cosine similarity is then identified, and the gold
standard sentence removed so as not to be used in future comparisons. In this way,
once the information has been identified in the extract, other sentences containing the
same information are penalised. Figure 7-2 presents the pseudocode for the algorithm.
Input T: set of sentences in the gold standard.
S: set of sentences in the evaluated gloss.
1
2
3
4
5
6
7

Sim=0;
Foreach s in S
Begin
Sim+=max sim (s,t) (t in T);
Remove arg max sim (s,t) from T;
Endfor
return Sim/no sentences in the summary;

Figure 7-2: Pseudocode for the calculation of similarity
between summaries and the gold standard.
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7.6.1.3 Evaluation metric 2: Nugget-style metric
The similarity metric is a computed fully automatically. It is fast and inexpensive, but

some critics argue that it does not evaluate the content of a gloss accurately. To
address this argument, and to confirm the proposed similarity metric, we designed an
additional nugget-style evaluation in which we first identified important facts
(nuggets) from a target gloss based on their frequency. We then scored the extracted
gloss according to these nuggets, to see how good our system is at retrieving them. In
the previously described doxorubixin case, the scores are assigned as: “used in the
treatment

of

cancer”:

4

(nugget

a);

“known

as

adriamycin”:

3

(b);

“antibiotic/chemotherapy drug/drug”: 2 (c); and “orange-red/given intravenously”: 0.5
(d). An automatically produced glossary entry for doxorubixin:
(7.3) MVAC $- methotrexate , vinblastine , doxorubicin , ( Adriamycin ) , cisplatin , CMV
$- cisplatin , vinblastine , methotrexate , GC $- gemcitabine and cisplatin , MVAC is
the combination that has recently been used in trials of chemotherapy before surgery
to shrink bladder cancer . , Doxorubicin may have a harmful effect on a developing
baby .
Skin changes & ndash ; this drug can cause your nails to become darkened , an itchy
rash and reddening of past radiotherapy sites , Diarrhoea , While you are having the
chemotherapy , doxorubicin may leak into the body tissues around the vein and cause
a sore to develop .
Common side effects , Occasional side effects , Immunisations , Doxorubicin is used
widely in the treatment of cancers , including breast , ovarian , bladder and lung
cancer , as_well_as non-Hodgkin's lymphoma , Hodgkin&rsquo ; s disease and
sarcoma .
Burning , stinging or pain on passing urine ( cystitis ) $- if you see blood in your
urine contact your doctor straight away , Temporary changes to taste , Nails may
darken or become ridged or white lines may appear on them , Changes to the muscles
of your heart may occur with high doses of cyclophosphamide and doxorubicin ,
Diarrhoea , Areas of skin that have been treated with radiotherapy may become red or
sore .
Cyclophosphamide , vincristine and doxorubicin are given by injection or infusion on
day 1 of each cycle . , Loss of appetite , Nails may become darker and white lines
may appear on them , Fever and chills , Side Effects with High Doses of Doxorubicin
CAP is short for the names of the chemotherapy drugs used $- cyclophosphamide
( C ) , doxorubicin or Adriamycin ( A ) and cisplatin or carboplatin ( P ) ,

which contains nugget a, b and one of the ds, will have a score of 7.5 (4+3+0.5)
according to this scoring method.
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7.6.2 Experiments and results
7.6.2.1 Target glosses
Initially, 50 terms from the domain of cancer and another 50 from the domain of

chemistry were selected, and we searched Google for definitions in order to build
target glosses. At the time that the target glosses were built, Google could only return
at least one gloss for 30 terms in chemistry and 17 in cancer, and therefore only these
are used in experiments described in this section. Some of the results from Google
were too short, containing only one entry (as in the case of "prostate cancer: cancer of
the prostate gland") and had to be reinforced by manually searching for glossary
entries for these terms and inserting them into the gold standard. The average sizes of
these target glosses (in term of number of sentences and number of words) are 8.15
and 77.5.
7.6.2.2 Similarity evaluation
Using the evaluation method described in the previous section, we compared the

results of our term-centred summarisation method with a random baseline 9 . The
baseline is constructed by randomly selects a specified number of sentences
containing the term. The distance between the sentences is computed using cosine
distance.
From each term, we produced glossary entries of 5 sentences (if the number of
sentences containing the term was below the average number of sentences), or 10
sentences (otherwise). We produced such short glosses because the human-produced
glossary entries are also short (as shown in Section 4.2.3, on average a manually
produced gloss contains 2.5 sentences).

9

Initially, two baselines were used. It was then decided that the second baseline (which uses clustering
to determine a specified number of clusters containing information central to these sentences) was
dropped from the comparison due to its poor performance.
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As discussed in Section 6.2.2, the decision to select a sentence is based on the
weighted scores of two factors: terms and knowledge patterns in the sentence
(Formula 6.24):
I ( s ) = β 1T ( s ) + β 2 K ( s )

The weights of term and knowledge pattern factors ( β1 and β 2 ) is determined by
testing different combinations for these parameters. The best combination is found
using the algorithm described in Figure 7-3.
1
2
3
4
5
6

BestAlpha1=0;
Current_max_sim=0;
For a1=0;a1<2;a1+=0.1
Begin
Calculate the Average_Similary using β1 =a1 and β2=2- β1;
If(Average_Similary>current_max_sim)

7
BestAlpha1=a1;
8 Endfor
Figure 7-3: Algorithm used to find optimised combination of term score and knowledge pattern
score.

Using this algorithm, the best set of parameters is identified as (β1=1.5; β2=0.5).
In addition to producing glosses using the described methods, we also
determined a set of sentences with maximum similarity to the gold standard. This was
to estimate the best extract which can be produced from the set of sentences
containing the term, and to determine the upper limit of our summarisation method.
Using the best set of parameters, we compared our methods to the baseline and
the upper limit. As a reminder, in Section 6.2.3 we introduced the sentence suitability
filter, to filter out sentences in which the term does not appear in a prominent position
(i.e. the term does not belong to the main clause, or is coordinated with other terms).
We evaluate the glosses produced automatically without and with the use of this filter.
According to our evaluation metric, the summaries produced by the proposed
methodology are more similar to the target summaries than the baseline summaries
(Table 7-20). On average, the similarity between an automatically extracted term
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gloss from ChemCor and its target gloss is 0.19 without the use of sentence filtering
and 0.21 when sentence filtering is used, in comparison to 0.14 for the baseline. The
figures for CanCor are 0.23 and 0.25 respectively, in comparison to the baseline score
of 0.17. The evaluation shows that the use of sentence filtering slightly improves the
similarity between the automatically produced glosses and the target glosses.
Our results show that there is still room for improvement; our automatic
summaries are significantly less similar to the target than the best case summaries,
consisting of (5 or 10) sentences containing the term which are most similar to the
target summaries (0.21 vs. 0.41 in the case of Chem, and 0.25 vs. 0.44 in the case of
Cancer). Hypothesis testing (t-test), to determine whether the differences between the
random baselines and the automatic summaries are significant in terms of similarity to
the target summary, is also performed. The calculated levels of confidence of the
hypothesis, that glosses produced by our methods are more similar to the target
glosses than the randomly produced glosses, are 99% for both experiments on
ChemCor and CanCor.
min
max
ave
af
b
r
a
af
b
r
a
af
b
r a
ChemCor 0 0.02 0.02 0.21 0.27 0.37 0.40 0.63 0.14 0.19 0.21 0.41
CanCor 0 0.05 0.05 0.08 0.36 0.44 0.46 0.73 0.17 0.23 0.25 0.44
Table 7-20: [min, max, and average (ave)] similarity between [random (r), automatic (a),
automatic with sentence filter (af), best case (b)] and the target summaries.

7.6.2.3 Nugget evaluation
Nugget evaluation is a lengthy process, as it involves looking through thousands of

sentences to establish the nugget scores of a full set of sentences. This manual
process highlights the need for an automatic method to identify the most important
facts about a term from the whole set of sentences that it appears in. The results
achieved using the methodology described previously in Section 7.6.1.3 on 13 terms
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in the Cancer domain are given in Table 7-21. The total nugget score of the automatic
glosses without sentence filtering is 41.5, and with sentence filtering is 54.5. For
random glosses it is 29, and for the full set of sentences it is 90.5. This again indicates
that the proposed method performs better than the baseline, successfully identifying
around 60% of the available (weighted) target nuggets. When the total number of
sentences in the full concordances (1423) and in these automatically produced glosses
(95) is taken into account, it becomes clear that the proposed method for producing
glosses is very attractive. It reduces the number of sentences by nearly 15 times,
whilst still retaining more than half of the (weighted) important nuggets (although it
should also be mentioned that the random sentence selection baseline method
retrieves just under a third of the important nuggets). These results are also
compatible with the results produced by the automatic evaluation (i.e. the average
similarity is around half of those of the best cases and, at the same time, half of the
important nuggets are retrieved). This indicates that our proposed similarity metric is
a valid one.
r
adenocarcinoma
B cell
biological therapy
blood clot
doxorubicin
growth factor
leukaemia
liver cancer
lymph land
melanoma
monoclonal antibody
prostate cancer
red blood cell
rhabdomyosarcoma
TOTAL

0
7
3
0
4
4
0
3
0
0
0
0
0
8
29

a

af

1
4
6
0
7.5
0
4
4
6
0
0
1
4
4
41.5

5
4
6
0
7.5
4
4
1
6
4
0
1
4
8
54.5

f
7
8
10
0
9.5
7.5
7
6
6
10
2
4
5.5
8
90.5

Table 7-21: Nugget scores for automatically produced glosses using random baseline (r), without
sentence filtering (a), with sentence filtering (af), , and full concordances (f).
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7.7 Summary
This chapter has been dedicated to the evaluation of the proposed methodology.
Evaluation schemes for different types of outputs of the proposed system, including
terms, term relations, and term glosses, have been discussed. An important part of the
evaluation process has been the estimation of the optimised values of the unary
knowledge pattern factor α 1 , and binary knowledge pattern factor α 2 . The evaluation
has shown that knowledge patterns extracted automatically from glossaries can play a
role in improving the performance of traditional term extraction methods. Both unary
and binary knowledge patterns contribute to this improvement. Furthermore, a
recursive process to incorporate knowledge pattern scores into the termhood functions
proposed in Section 6.1.2.2 has proved to be useful.
The use of extracted knowledge patterns in the extraction of term relations and
term glosses further shows the usefulness of these patterns. A methodology to
evaluate term glosses, including an automatic similarity metric and a small-scale
nugget-style evaluation, is proposed and used to evaluate term glosses. The evaluation
of term glosses has shown that this is a promising direction in automatic terminology
processing towards an automatic system to produce glossary entries. In the system
developed during the course of this study, the automatically extracted glosses are
shown to be statistically better than those produced by a random baseline, although
there is still room for improvement.
The evaluation confirms the validity of the proposed methodology for
automatic terminology processing which includes the extraction of knowledge
patterns from glossaries, and their use in identifying terms, term relations, and term
glosses from a corpus. It can be said that the proposed methodology can extract a
terminology rather than individual terms. This is in line with the theme of this
research.

Chapter 8: Applications of automatic terminology
processing

In this chapter, we discuss several applications of automatic terminology processing
(ATP); these vary from NLP tasks, such as parsing and anaphora resolution, to enduser NLP applications such as automatic indexing, automatic summarisation and
multiple-choice test item generation. We argue that an NLP task or application that
processes specialised texts is likely to require an ATP engine and present the
integration of ATP into a novel NLP application, generation of multiple-choice test
items. The terminology workbench developed during the course of this study, into
which the proposed methodology is integrated, is also discussed.
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Overview
Terminologies are a core part of scientific and specialised communication. It can be
argued that the ultimate purpose of scientific and specialised communication is to
discuss an interaction between concepts, or to propose new concepts and show how
they are connected to the current conceptual system. As a result, any NLP application
dealing with this type of communication should be able to recognise and extract terms
and their associated information from textual data, and use them for the purposes
intended.
Taking automatic document summarisation as an example, it is evident that a
summary of a technical document should contain the most important concepts or
terms presented in that document. Indeed, term-based document summarisation (Luhn
1958) is a common approach in the field. The implication is that correctly identifying
terms makes the production of a high quality summary more likely.
Another example of the use of ATP in NLP applications is multiple-choice test
item generation (MCTIG) (Mitkov and Ha 2003; Mitkov et al. 2006). This is a new
application, in which an automatic NLP engine is developed for the purpose of
generating multiple-choice test items from texts provided by users (a multiple-choice
test item comprises a question1 or incomplete statement, the correct answer, and a set
of distractors). These test items can be used for any activity involving multiple-choice
questions, such as assessing student achievement. One of the premises of the system is
that a test item should be a question about key concepts in the texts. Thus, the first
task of a MCTIG engine is to identify key concepts, or terms, in the provided texts.

1

A question in a real multiple-choice test item may include a short description of a case or situation,
and a question. In this case, it is often called a vignette.
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ATP may also be used to provide inputs for other NLP tasks2 such as anaphora
resolution. Mitkov (1998), for example, suggests that a term is more likely than other
noun phrases to be the antecedent of an anaphor. In this case, if we can identify terms
in context, a term reference score can be assigned.
In this chapter, we will discuss several applications of ATP, including shallow
parsing, anaphora resolution, automatic summarisation, automatic indexing, MCTIG,
and computer-aided terminology processing. These belong to three categories of
applications in which ATP would be of use: i) other tasks in NLP (shallow parsing
and anaphora resolution); ii) indirect applications of ATP (automatic summarisation,
automatic indexing, and MCTIG); and iii) direct applications of ATP (computer-aided
terminology processing).

8.1 ATP in other NLP tasks
ATP has many applications in other NLP tasks, especially those which process
specialised texts; given that terms are specialised lexical units, they may have to be
processed differently.
We shall take the task of parsing the following sentence as an example: “B
cells develop from cells in the bone marrow called stem cells”. This sentence contains
12 words and, theoretically in the worst case, it will take a context-free grammar
parser a time proportional to 123 to parse the sentence3. If “B cell”, “bone marrow”,
and “stem cells” can be identified as terms (3 lexical units rather than 6 individual
words), the number of lexical units in this sentence will be reduced to 9, and the

2

In some cases, such as anaphora resolution, a chicken-and-egg situation may arise: ATP should
exploit anaphora resolution to correctly count the frequency of the candidates (see Section 3.1.1.1), but
anaphora resolution should also exploit ATP in order to resolve anaphors more accurately.
3
A context-free grammar parser often has a worst case time complexity of O(n3), where n is the
number of tokens in a sentence (Younger 1967, Earley 1970).
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parsing time will be reduced to a time proportional to 93, that is 2.35 times less than
the original. Moreover, the parser will make fewer errors4.
We will discuss a case study in which an experiment is set up to establish
whether the use of terms extracted with the ATP engine can help to improve the
performance of a specific anaphora resolution system, MARS (Mitkov et al. 2002).

8.1.1 ATP and anaphora resolution
Mitkov (1998) suggests that, in anaphora resolution, a term is more likely than other
NPs to be the antecedent of a nominal pronoun. This hypothesis can be tested with an
ATP engine. However, before applying ATP in anaphora resolution, we should take
into account an important issue: Terms are domain-dependent. To identify terms in a
document, it is likely that the domain, or at least the category of documents to which
the text is most likely to belong, has to be identified5. Thus it is better to provide the
ATP engine with a suitable corpus so that it can identify terms more accurately.
In order to evaluate the assumption that a term should be given preference
over other NPs when selecting the antecedent of an anaphor, an experiment is
conducted in which terms are extracted from a text and used to assign values to the
term preference indicator6. An anaphora resolution engine which uses term preference
indicator, MARS7, is used to process the text and resolve pronominal anaphors. The
results are compared to those obtained when MARS’s term preference indicator is
4

This is because the more lexical units a sentence has, the more possible parse trees a parser will
produce, and the more likely it is that the parser will choose an incorrect tree. Furthermore, a term will
almost certainly to be an N or an NP, and this will help reduce the error rate further.
5
In this case, the corpus to which the text is most likely to belong can be considered a model of the
domain for the purpose of ATP.
6
It should be noted that only in the case that terms are manually annotated the validity of this
experiment can be assured. In our case, terms are annotated by an automatic process, and thus the
results are affected by the performance of ATP.
7
MARS uses a shallow parser and NP grammar rules to extract the preceding noun phrases in the
current and preceding sentences. Next, the antecedent indicators are applied to all NPs which have
passed the gender and number filters. The antecedent indicators are used to boost or impede the overall
score of an NP. This overall score is then used to decide the most likely antecedent of a nominal
pronoun. The term preference indicator is used in MARS as a boosting indicator (a score of +1 is
applied to those NPs identified as representing terms in the genre of the text).
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deactivated. We use one of the texts used in the experiment described by Mitkov et al
(2002): GIMP. This text is the user manual of an image-processing program of the
same name (GIMP) and, at 156,000 words, is the largest of the texts used to evaluate
MARS: It is amenable to processing by our ATP engine which operates on a large
amount of text. Furthermore, a glossary of terms used by GIMP is available; this is
required by the developed engine for determining relevant knowledge patterns.
Firstly, the GIMP text is processed by the ATP engine, and a list of 600 term
candidates is produced. This term list is then used by MARS, in order to assign values
to the term preference indicator on NPs that are also featured as terms in the list. The
anaphora resolution engine then resolves pronominal anaphors using the indicator,
which had previously been unavailable.
Below is a summary of the experimental data:
Text: GIMP manual
Number of pronominal anaphors in the text: 1468
Glossary: GIMP glossary
Number of patterns extracted from the GIMP glossary: 57
Number of distinct terms extracted: 600
Number of correctly resolved anaphoric pronouns before term indicator is used: 867
(59.05%)
Number of correctly resolved anaphoric pronouns after term indicator is used: 871
(59.33%)

As shown in the summary, the results are not conclusive. The use of the term indicator
does improve the performance of anaphora resolution, but only slightly. There are
several explanations for this. Firstly, the text is not large enough for the terminology
processing engine to perform at its optimal level. Secondly, the weighting function in
MARS was initially set on the basis of intuition and should have been adjusted to take
full advantage of the term preference indicator8.

8

It is noted in another experiment (Orasan et al. 2000) that by employing an optimisation method to
find an optimal combination of all of the proposed indicators in MARS, its success rate is slightly
improved (61.55% vs 59.35%). It has been suggested that the same method of optimisation can be
applied for the term preference indicator.

192

Chapter 8: Applications of automatic terminology processing
One of the difficulties of applying ATP in anaphora resolution is that ATP

engines often require a text to be large, yet large annotated texts used to evaluate
anaphora resolution are unavailable. One solution is to guess where the annotated
texts come from, and to run the ATP engine not on the annotated texts themselves, but
on the collection of documents from which our annotated texts are likely to originate.
Since the notion of term itself cannot be comprehensively defined, the term
preference indicator is also not an unambiguous indicator. As noted in another
experiment (Section 3.1.1.1), terms are often referred to by definite descriptions rather
than pronouns. It would be interesting to apply ATP techniques in definite description
resolution to see whether it will be of use, but this remains outside the scope of our
study.

8.2 ATP in other end-user NLP applications
In this section, we will discuss several NLP applications that will benefit from ATP.
One particular application, multiple-choice test item generation (MCTIG), will be
discussed in detail; others will be discussed only briefly.

8.2.1 Term-based automatic summarisation
Term-based automatic summarisation (Luhn 1958) relies on the identification of
important terms in a document, and the scoring of sentences according to the terms
contained within them. This is based on the premise that important terms and concepts
should appear in a document’s summary. These term scores can be combined with
other scores, such as indicating phrase scores (Paice 1981) and positional scores
(Baxendale 1958), to rank sentences in a document. The top N percent of sentences
are then extracted as the automatic summary. It should be noted that, whilst many
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researchers use the term term-based, the actual term score is often assigned to words
rather than terms, which can be either single-word or multi-word units.
One important issue to be noted is that, in automatic single-document
summarisation, the main input is a single document rather than a collection of
documents. Therefore, the termhood functions used are sometimes different from
those traditionally used in ATP (where term scores are calculated against a large
corpus rather than a single document). Nevertheless, automatic summarisation is a
good starting point for assessing automatic termhood functions.
Orasan et al. (2004) perform a comprehensive evaluation of the effect of
different termhood functions on the quality of summaries of newswire texts from
Reuters produced by an automatic summarisation engine. In those experiments, it is
indicated that TF.RIDF (see Section 3.1.2) is the best termhood function to be used in
automatic summarisation. It is also shown that the use of complicated term-scoring
mechanisms, such as mutual information and information gain, does not necessarily
translate into improved performance. In fact, the use of term frequency only produces
results that are comparable to those of other scoring mechanisms. When the
experiment is repeated in another domain (scientific articles from JAIR and cmp-lg
collection), term frequency is shown to be the best termhood function (Orasan 2006).

8.2.2 ATP in automatic indexing
Automatic indexing (Jacquemin and Bourigault 2003) is an NLP application in which
the index of a collection of texts is built automatically, and post-edited when
necessary. An index is a list of words and phrases, as well as their associations with
the pages or documents most relevant to them. Automatic indexing has become
necessary as the number of documents to be processed has increased exponentially,
beyond the ability of human indexers. It is a suitable application of ATP because an
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index entry is normally either a named entity (e.g. name of a person, organisation, or
location) or a term. Nevertheless, it should be noted that automatic indexing is an
application of ATP, not ATP itself, as an index entry may not be a term, and a term
may not automatically serve as an index entry. On a website providing information
about cancer, for example, it is not necessary to have cancer as an index entry, despite
its being an important term.
8.2.2.1 Experiments using ATP in automatic indexing
In the field of medicine, there have been several attempts to utilise automatic
techniques for document indexing, notably those of the National Library of Medicine
Indexing Initiative Project (NLM 2002). The experiment, “A MEDLINE Indexing
Experiment Using Terms Suggested by MTI”, is commissioned by the US National
Library of Medicine, and this effort is driven by the enormous need to index literature
in the field, where new developments take place almost daily. The MTI system is
specialised for processing Medline abstracts and consists of software for applying
alternative methods of discovering MeSH headings for citation titles and abstracts and
then combining them into an ordered list of recommended indexing terms. In the
experiment, an automatic term extraction system, specially designed for medical text
indexing, is used to suggest terms, and human indexers are asked to comment on the
suggested list. A comprehensive questionnaire is designed, in order to record the
different responses of human indexers to the list of suggested terms. The results of
this experiment are very interesting, as they help to answer the question of what
human indexers expect from an automatic indexer and their feedback regarding the
proposed terms. One subset of the received comments is noteworthy: “I found myself
considering terms that I ordinarily wouldn’t have indexed” (NLM 2002, p8). This is
notable because it comes from the indexers, who are the producers of the index, not
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from the actual users of the index. A setting similar to those of Wacholder and Song
(2003) (see Section 7.2.3) can be used to establish whether or not terms proposed by
an automatic process are better than those proposed by human indexers 9 . Another
comment, noting a “lack of specificity” in the proposed terms, is similar to those
found in Wacholder and Song’s study.
The levels of precision and recall10 (0.29 and 0.55 respectively) reported in the
project are similar to those in other experiments, such as those of Hulth (2003a,
2003b). This suggests that the indexing process is a complex one and that, for now,
automatic methods cannot fully replace human indexers who use their domain
knowledge to index the documents. A similar conclusion was drawn by the Arc A3
Project (El Hadi et. al. 2001).
The popularity of search engines casts doubt on the need for a precompiled
index, as search engines can return documents relevant to any query, not just the
indexed terms. Ironically, the technology underlining search engines is indexing
(Salton and McGill 1986), in which words and phrases are indexed to provide quick
access to documents. In the case of search engines, every word is indexed, rather than
only those from a selected list. Nevertheless, for a printed book, a manually compiled
index can never be replaced.

9

The results from that experiment still indicate that human indexers are much better than automatic
term extraction engines.
10
The precision and recall were calculated for all the suggested terms compared to all the MEDLINE
terms for a particular abstract.
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8.2.3 ATP in multiple-choice test item generation (MCTIG)
8.2.3.1 Introduction to MCTIG
Multiple-choice test item generation (MCTIG) is a new NLP application, in which an
NLP system is used to generate multiple-choice test items11 automatically. The items
are then presented to users to be post-edited. A methodology for the automatic
generation of multiple-choice test items has been proposed by Mitkov and Ha (2003).
Here, an NLP engine is used to process the input texts, extract important terms,
construct questions about those terms, and propose distractors that are semantically
close to the correct answer (term). The purpose of using semantically close distractors
is to prevent not-so-confident test takers from guessing. An example of an
automatically generated multiple-choice test item using this methodology is:
What does a prepositional phrase at the beginning of a sentence constitute?
i.
ii.
iii.
iv.

a modifier that accompanies a noun
an associated modifier
an introductory modifier
a misplaced modifier

This item is derived from the statement “a prepositional phrase at the beginning of a
sentence constitutes an introductory modifier”12 (Kies 2003). Using Kies’s textbook
of English grammar, the system identifies introductory modifier as a term, a concept
which can be used to construct questions. After this, the system scans the textbook
for statements suitable for generating questions (the example sentence beginning with
“a prepositional…” is considered to be suitable). Then a set of transformation rules
will be applied to turn the statement into a question. An example of these
transformation rules is “SVO -> What does S V?” (S: subject, V: verb, O: object;

11

As discussed earlier in the Overview section of this chapter, a multiple-choice test item comprises a
question, the correct answer, and a set of distractors. (In some of our other studies, we use the term
“multiple-choice question”.)
12
It should be noted that, at the moment, the system is unable to assess whether or not the statement “a
prepositional phrase at the beginning of a sentence constitutes an introductory modifier” is a valid
statement in terms of content. In other words, the system assumes that all input sentences are valid.
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these constituents are identified using a shallow parser), where the correct answer is O.
In the sample sentence, S is a prepositional phrase at the beginning of a sentence, V
is constitutes, and O is an introductory modifier, thus the question “What does a
prepositional phrase at the beginning of a sentence constitute?” is formulated. The
other three choices (a modifier that accompanies a noun, an associated modifier, and
a misplaced modifier) are distractors that the system finds from the text and considers
semantically similar to the correct answer (an introductory modifier).
8.2.3.2 The role of automatic terminology extraction in MCTIG
For an MCTIG system to be successful, the ability to identify important concepts and
terms in a text is very important. Without this, the system may generate too many
items, reducing the time saved because users are presented with a lot of items based
on words and phrases of little importance.
Hence, it is apparent that ATP techniques should be utilised to identify the list
of important terms. The list of terms extracted by the ATP engine is then used as an
anchor list, and items will be generated based on those terms and concepts. This list
can also be used to provide distractors for other test items. In the above example, the
term associated modifier is also used as a distractor for introductory modifier.
Distractors that are also terms should be more plausible to students who are not well
prepared for a test and may not feel confident enough to distinguish the correct
answer from the other alternatives.
An MCTIG system may benefit not only from the list of automatically
produced terms, but also from other information that an ATP system can produce
(identifying important sentences more accurately using knowledge patterns, for
example).
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8.2.3.3 Actual ATP used in MCTIG
i
ATP settings used in MCTIG
In the original term retrieval system (Mitkov and Ha 2003, Mitkov et. al. 2006), nouns
and noun phrases are first identified using the FDG shallow parser (Tapanainen and
Järvinen 1997). Next, their frequencies are counted and sorted, and nouns with
frequencies over a certain threshold are considered key terms. A stoplist is also used
to filter out stopwords. A noun phrase having these key terms as its head, and a partof-speech (POS) sequence satisfying the regular expressions [AN]+N and
[AN]*NP[AN]*N, is also considered as a term. For example, in the corpus, the noun
modifier is considered a key term because it appears 13 times (which is greater than a
pre-determined threshold). Introductory modifier will be also identified as a term, as it
embodies the AN POS sequence, and has modifier as its head. We find that term
frequency is a very good term score to use in this application, whereas the TF.IDF
scoring method13 ranks terms such as subject and object very low in the list despite
their being important terms in the text.
In the modified version of the system, RIG (Karamanis et al. 2006), we use the
UMLS terminology as a domain-specific resource in combination with frequency to
identify an initial set of potential key terms from the source text. In this case, an NP
will be considered a key term if its frequency is greater than a pre-defined threshold
and it also appears in the UMLS database. The NPs are identified using Charniak’s
shallow parser (see also Section 7.5.2.1). Similarly to the original system, the initial
set is expanded by NPs featuring potential key terms as their heads. This step adds
terms such as acute hepatitis (which was not included in the version of UMLS utilised
by our system) to the set of key terms. The TF.IDF measure, which we did not find
particularly effective in the original system, was found to be useful here in filtering
13

In that experiment, BNC is used as the collection of documents.
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out generic terms, such as patient and therapy, that are very frequent within a larger
collection of medical texts. The switch from using FDG shallow parser to Charniak’s
parser was for practical rather than performance reasons.
ii
Evaluating the effect of ATP in MCTIG
Measuring the effect of the ATP engine performance on the MCTIG system as a
whole is not an easy task, but we can still use the evaluation process applied when
accessing the MCTIG system.
Two aspects of the MCTIG system is measured: time-saving and quality. With
regard to time-saving, the average times required to produce a test item, both with and
without the help of the system, are compared. In this type of evaluation, the effect of
ATP can be measured by counting the number of automatically generated items that
need to be discarded due to the anchor not being a term (i.e. the item is about
something other than an important concept). This gives us an estimate of the time
wasted due to the errors made by the ATP engine. In our two experiments using
MCTIG, around fifty percent of the automatically generated items are deemed
unusable by post-editors (Mitkov et al. 2006, Karamanis et al. 2006) yet, surprisingly,
in both systems, hardly any generated items are found to be unusable because of key
term identification. This may be because, when presented with a term candidate, posteditors tend to confirm that it is a real term. In this case, the problems lie in other
aspects of the system. This phenomenon is similar to Maynard’s (2000) observation of
over-generation.
The use of ATP to identify terms used in MCTIG makes a very good
impression on actual users. Feedback from them 14 demonstrated that they are
impressed by the fact that the system seems to be able to identify important concepts

14

Personal communication.
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in the texts, generating questions about them rather than about unimportant concepts.
According to the item development guidelines developed by NBME (NBME 2003,
p33), this is also the first basic rule for writing one-best-answer items 15 , which
provides additional evidence for the usefulness of ATP in NLP applications. This
observation also encourages the integration of an ATP module into an NLP
application, as it is not too difficult to implement fundamental lexical, syntactic, and
statistical filters to identify important terms and concepts in a text.
To evaluate the quality of test items, classical test theory is used (Gronlund
1982). Measurements such as item difficulty, discrimination power and distractor
usefulness are calculated to compare the quality of manually and semi-automatically
produced test items. However, assessing the effect of ATP on test items’ quality is not
a trivial task; there are many factors which influence the quality of a test item,
including the wording of the item, and the distractors. In other words, the relationship
between item quality and ATP quality is much more difficult to establish than in the
previous evaluation scheme. These issues meant that the relationship between the
quality of automatically extracted terms and the quality of multiple-choice test items
could not be evaluated in this study. In the future, when a large-scale evaluation of the
MCITG system is performed, we believe that the nature of this relationship can be
established.
In order to further improve the efficiency of the process, post-editors, who are
both experts in multiple-choice test items and domain experts, can validate the terms
to be used before editing the test items. If they have the chance to filter out invalid
terms from the list of automatically extracted terms presented to them, post-editors

15

A one-best-answer item, according to the guidelines, is an item consisting of a stem describing the
situation, a lead-in question followed by a series of choices and, typically, one correct answer and four
distractors. NBME is a large US medical assessment board which extensively studies and uses
multiple-choice tests.
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can eliminate beforehand any test items that focus on irrelevant terms, and further
reduce post-editing time. Sorting test items according to terms also offers an
alternative way of post-editing test items. In this way, the post-editors can be more
focused; quality will be higher, as all items in the session are about a specific term.
During one of our experiments, one interesting suggestion emerging from the
post-editors was that there was a need for “flipping”: although the sentence from
which an item is generated should contain the key term, the correct answer does not
have to be the same key term itself. For example, for the source sentence
“Bronchospasm occasionally mimics asthma”, originating from one chapter of a
medical textbook discussing asthma’s clinical aspects, the system identifies asthma as
a key term and generates the question:

“Which disease or syndrome does

bronchospasm occasionally mimic?” The post-editors’ feedback was that they would
prefer a question such as “Which disease or syndrome occasionally mimics asthma?”,
although they agree that, in the chapter, asthma is a key term whereas bronchospasm
is not. This supports our argument that term relations are important. In this case, the
sentence describes a relation between asthma and bronchospasm, and the post-editors
prefer questions that contain the key concept, asthma, and ask about its relations to
peripheral concepts, such as bronchospasm, over questions that only ask about
bronchospasm.
iii
Other experiments with MCTIG
The developed MCTIG system has been tested in several other domains, notably on a
text on web pages containing images, a text on tax relief for business travel, and a
textbook on Sociology. For the text on web pages containing images, the user 16
reviewed 11 items and found 8 usable and 3 unusable. Of the unusable items, only 1 is
16

In this experiment, the user is the main developer of a test delivery system, Questionmark. 90% of
Questionmark users use that system to deliver multiple-choice tests.
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unusable because the automatically identified term is wrong. With regard to the text
on tax relief for business travel, the user reviewed 9 items and found 5 of them to be
usable. Again, amongst the 4 unusable items, only 1 is unusable because the anchor is
not a term according to the user. The user also suggested that there was sometimes a
need to change the correct answer; this is similar to the “flipping” proposal discussed
earlier.
In the sociology experiment, the system was asked to generate items from a
textbook discussing family life. Again, the user, who is a lecturer in sociology, agrees
that the system identifies important concepts, such as family life, parent, and paid
work, in his textbook. That said, discussion with the user led to the conclusion that
that the methodology is not suitable for the domain of Sociology, because the user
expected the system to generate questions about opinions rather than facts (e.g.
“Which of the following is the most important thing in your life?”). This type of
question normally accepts different answers and is beyond the scope of the
implemented methodology, which concentrates on factual information rather than
opinions.
All of our experiments with MCTIG, in various subject fields, indicate that the
terminology processing module which has been integrated into the system is fairly
successful in identifying important terms for this particular application. This
emphasises the domain-independence and portability of the implemented term
extraction module. At the same time, users have suggested improvements some of
which will be described in the next section.
8.2.3.4 Future directions of ATP in MCTIG
Feedback from users confirms that the MCTIG system is very successful in
identifying key terms. Its weaknesses can be seen in other modules, such as sentence
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selection and distractor selection, indicating that ATP should also provide information
in order to assist these tasks. For example, term gloss extraction methods can be used
to identify sentences containing important information, from which questions should
be generated. Preliminary experiments indicate that, whilst this approach has been
found to be very promising by users17, it will need further refinements. This is partly
because the cost of omitting a usable item (and thus having to produce it manually) is
shown to be almost four times the cost of generating an unusable item in our initial
experiment (Mitkov et al. 2006). This implies that the identification of sentences
containing important information has to be very accurate in order to be useful in this
application18.
ATP can also be used to build a terminological knowledge base, from which
multiple-choice test items can be generated. For example, if two facts about biological
therapy are collected in the terminological knowledge base, “interferon is a biological
therapy” and “biological therapy fights infection”, it may be possible to generate a
multiple-choice test item which is based on a fact inferred from the two statements,
“interferon fights infection”, and thus the question “Which of the following drugs
fights infection?” can be generated.

8.3 An integrated environment for computer-aided
terminology processing
In this section, we present the integrated environment for computer-aided terminology
processing developed during the course of this study. First, we discuss existing
terminology workbenches including their strengths and weaknesses. Then the
developed environment is presented.
17

In one of our experiments, questions generated from sentences that are scored highly by the term
gloss extraction module are ranked more highly in the list. The users did say that they had noticed the
effect.
18
In another experiment, a user specifies that they only need one multiple-choice test item per 1000
words. In such cases, the identification of important sentences is needed. Unfortunately, this issue arose
too late for a filter to be incorporated and tested.
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8.3.1 Existing computer-aided terminology workbenches and the
justification for building a new one
Despite the existence of several terminology workbenches that provide aids for
terminologically related tasks, notably TRADOS MultiTerm, SystemQuirk, and
TEMIS XLT, there are several reasons behind our development of an integrated
environment for computer-aided terminology processing. Firstly, each of those
workbenches has several drawbacks which limit its usefulness. Secondly, as our
proposed methodology can produce different types of outputs, an interface where
these outputs can be presented to users is required. The following sections discuss
current terminology workbenches and their drawbacks.

8.3.2 Offline terminology workbenches
Offline terminology workbenches were developed mainly in the 1980s and 1990s.
They run on a single computer, making it difficult to access the data from elsewhere
or to share the developed terminologies. The current trend is to extend these systems
into online terminology workbenches. An example of an offline terminology
workbench is SystemQuirk (http://www.computing.surrey.ac.uk/SystemQ/); this
relies on statistical scores alone to extract terms, an approach which is often
considered to be inadequate.

8.3.3 Online tools
Online terminology workbenches are often developed by commercial software
companies as an extension to their previously offline terminology workbenches.
Benefiting from the growth of the Internet, these online workbenches offer the ability
to access the terminological knowledge base from anywhere at any time. Three
representative online workbenches are discussed below.
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8.3.3.1 TRADOS MultiTerm
TRADOS MultiTerm (http://www.trados.com/products.asp?page=57) is a solution for
computer-aided terminology processing in the context of manual and machine-aid
translation. It offers automatic term extraction and term management in an integrated
system. This system is management-orientated rather than content-orientated,
providing numerous management functionalities, such as online access and intraorganisation searching. It offers only modest support for terminologists to populate
the contents of the terminological knowledge base.
8.3.3.2 TEMIS
The TEMIS group (http://www.temis-group.com) claims to have a wide range of
products related to terminology processing, notably XTS. This product is described in
their promotional materials:
“XTS is a software suite that helps you create your corporate terminology and
uses it to improve the consistency and quality of the documents you produce….
XTS enables terminologists and translators to automatically analyze document
content and create monolingual or multilingual terminology databases. XTS
provides huge productivity gains; this processing is performed five to ten
times faster than manual processing.”

However, the technology they use to extract terms is limited to
“morpho-syntactic analysis of sentences to extract the noun phrases… The
Insight Discoverer™ Extractor server uses advanced linguistic and semantic
technology to extract knowledge from unstructured documents”
Unfortunately, the extracted knowledge is limited to named entities rather than
technical terms. Furthermore, extraction rules have to be manually developed, so the
system is not as flexible as might be expected and is expensive and difficult to
maintain. Of the commercial systems reported in Sauron (2002), TEMIS’s system is
the only one considered to have acceptable accuracy.
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8.3.3.3 Term central
TermWeb (http://www.termcentral.com/tcnewtermweb/app/termweb) is a webenabling terminological database allowing users to browse term entries in different
European languages (English, French, Spanish, German and Swedish). Each entry has
an identifier, definitions, sources and translations. Currently, the database includes 15
domains: Business & Administration, Data Processing, Design & Documents,
Electricity, Electronics, General Terms, Materials, Mechanics, Medicine And Pharma,
Misc Technologies, Production, Sciences, Telecom, Testing, Measuring, and
Transportation.
This database has an important drawback. Users cannot create terminologies
of their own, nor will the system provide assistance in this task. A lack of computeraided terminology processing and the ability to have a customisable terminology
implies that users will have to fully rely on this database as their terminological
resource.
8.3.3.4 The need to build another terminology workbench
As discussed in Sections 8.3.3.1-8.3.3.3, current terminology workbenches have
several drawbacks and weaknesses, so the development of a new terminology
processing workbench is not solely for the purpose of illustrating the proposed
methodology: it is also aimed at overcoming those weaknesses and providing as many
useful functionalities as possible. The developed terminology workbench also takes
advantage of the Internet and World Wide Web to increase its accessibility. From the
user perspective, it has a web-based interface allowing access to information (addition,
removal, editing and confirmation) extracted and stored by the system from any
Internet connection at anytime.
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8.3.4 Architecture and functionality of the developed computeraided terminology processing tool
The system is designed as a client–server system. The server side modules receive
inputs from users, store them in a database, extract knowledge patterns, terms and
term relations from texts, and respond to user queries. The client side of the system is
presented in the form of a web-based interface. It contains web pages where users can
provide input as well as access terminological information produced and stored in the
system, and is programmed in PHP. The overall architecture of the system is
illustrated in Figure 8-1.
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Figure 8-1: Architecture of the system.

8.3.4.1 Server-side
The server side of the system consists of different modules required for automatic
processing tasks, including a backbone database, the terminology processing module,
and the resource management module. The backbone database is a relational database,
where all data will be stored. The ATP module includes the automatic terminology
extraction and the knowledge pattern extraction modules. The automatic terminology
extraction is responsible for the extraction of terms, relations and term glosses (using
methods and parameters described in Chapters 5 and 6) using knowledge patterns
extracted by the knowledge pattern extraction module, as well as statistical and
lexical-syntactic filters. The knowledge pattern extraction module implements the
pattern extraction method described in Section 5.3. The resource management module
is responsible for ensuring the consistency of input and output data, handling userrequests and providing responses. It serves as the middle tier of the system.
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Figure 8-2: A user can access different projects.

8.3.4.2 Client-side
Overall, the tool provides most of the essential features of a computer-aided, corpusbased terminology processing tool. These features are divided into three groups:
corpus management, term management, and knowledge pattern management. The
users can also work on different projects managing specific terminologies for
particular subjects (Figure 8-2).
i
Corpus management
Using the corpus management tab, users can perform the following tasks (Figure 8-3):
a)

add documents (by copying and pasting them into a web form, and
submitting them to the server). As previously mentioned, the current
system only records the title and text of a document;

b)

remove documents (by checking the delete checkboxes next to the
documents in the “browse the corpus” tab, see Figure 8-4);

c)

browse the corpus by titles and terms contained inside the documents;
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Figure 8-3: Corpus functionalities.

d)

recalculate term scores: after adding a substantial amount of text, users
may want to recalculate the term scores to ensure that the current extracted
term candidates are representative of the current corpus.

ii
Term management
The term bank tab (Figure 8-5) enables users to access term candidates (and other
information relating to those term candidates). Users can:
a)

browse the term candidate list (Figure 8-5); if the users are interested in a
particular term, they can click on it to access detailed information about
the term (Figure 8-6). In particular, they can:

b)

confirm or deny the term status of a term candidate (Update term status
button, Figure 8-6) ;
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Figure 8-4: Browsing the corpus.

c)

ask the system to generate an automatic glossary entry for the term and
edit it (Summarise context button, Figure 8-6);

d)

view term concordances (sentences containing the term), term friends
(terms which also appear in the same sentences as the term), relations
between the term and other terms (presented in both textual form and
graphical form). For each concordance, users can also access the
containing text, in which the concordance itself will be highlighted;

e)

exploit term relations network: relations amongst terms extracted by the
system will be presented to users textually and graphically, and users can
confirm or deny these automatically extracted relations (Figure 8-7). Users
can also access related terms by clicking on the picture.
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Figure 8-5: Accessing the term candidates list.

iii
Knowledge patterns
This group of functionalities allows users to edit the set of knowledge patterns,
inserting new ones or removing inappropriate ones.
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Figure 8-6: Accessing information regarding a term candidate.
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Figure 8-7: Graphical presentation of relations between “biological therapy” and other terms in
the corpus.

8.4 Summary
As discussed in this chapter, any NLP application dealing with specialised documents
will have to process terms, and this means that it will need an ATP engine at some
level. However, each application will have its own criteria, so the ATP engine used
has to be adjusted accordingly. We have presented an experiment in which ATP is
used in an automatic MCTIG system. This experiment shows that, on one hand, a
simple method of term extraction can be successfully used in an NLP application, a
finding confirmed by positive user feedback. On the other hand, there is a need for
terminology extraction as a whole, i.e. to extract terms, their relations, and sentences
that express important information about the terms. As the MCTIG project was
carried out in parallel with this study, we have not yet fully integrated the developed
methodology into a MCTIG system.
We have also presented an independent terminology workbench that integrates
the methodology developed during this study. The workbench has several advantages
over other available terminology workbenches, in that it provides novel functionalities
such as the graphical representation of term relations and the ability to extract a gloss
for the term in question.

Chapter 9: Conclusion

This chapter summarises the results of the study and discusses several future directions
for this research. Section 9.1 presents the main contributions of the study, followed by
Section 9.2 which revisits the goals set out in Chapter 1 and discusses how they were
achieved. A summary of each chapter can be found in Section 9.3. Section 9.4 proposes
possible future extensions of the study.

216

Chapter 9: Conclusion

9.1 Contributions of the thesis
This thesis contributes to advances in automatic terminology processing in two areas:
methodology and application. We have proposed and evaluated a novel methodology in
automatic terminology processing: the automatic extraction of a terminology as a whole.
The proposed methodology can extract not only terms, but also term relations and term
glosses from a corpus using knowledge patterns extracted from a glossary. Automatic
terminology processing was also successfully integrated into an NLP application:
multiple-choice test item generation. This encourages the integration of state-of-the-art
automatic terminology processing technologies into other NLP applications.
Specifically, the thesis makes the following original contributions:
Contribution 1: An analysis of glossaries and glosses
A set of thirteen glossaries were collected and analysed from different perspectives
(Chapter 4). This analysis established several important facts about glossaries and
glosses, showing that they were valuable resources in automatic terminology processing.
It was shown that a gloss contained information which either defined a term or justified
its importance in a particular domain, or in other words, the most important knowledge
about the term it described. A preliminary statistical analysis suggested that knowledge
about terms in the domain was expressed using several repetitive patterns, and that this
repetition made it feasible to design an algorithm to extract these patterns from glossaries
and use them in automatic terminology processing. The analysis also indicated that a
gloss could be considered a summary of information related to the term, and this made
glosses an attractive source of information. It was argued that search engines’ attention to
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glossaries and glosses provided evidence that glossaries were widely available and that
there is a need for this type of information on the Internet. It was also suggested in the
analysis that automatic terminology processing should benefit from glossaries, and that
automatic methods should be developed to generate glosses.
Contribution 2: A method of extracting knowledge patterns from glossaries which
includes a pattern heuristic, and several experimental scoring methods
On the basis of a review of existing methods used to extract patterns, we proposed our
own pattern heuristic which was specifically designed to extract knowledge patterns from
glossaries (Section 5.3). This heuristic focused on verbs and was able to identify patterns
at different levels of detail, leaving the task of assessing patterns’ importance to several
scoring methods. These scoring methods were developed based on the difference between
the frequency of a pattern in the glossary and its frequency in a reference corpus. The
proposed method of knowledge pattern extraction was able to extract two types of
knowledge pattern: unary and binary.
Contribution 3: A method of extracting term relations using knowledge patterns
We have proposed and experimented with several relation extraction rules used to extract
from a corpus relations between term candidates suggested by the extracted knowledge
patterns (Section 6.1.1). The relation extraction rules dictated contexts in which a relation
between two term candidates could be suggested by a knowledge pattern. In addition to
the traditional “SUBJECT VERB OBJECT” relation extraction rule, we proposed a more
general one: “DOMINATING_SUBJECT VERB OBJECT”. This rule provided better
coverage at the expense of having more false positives (Section 7.4.2).
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Contribution 4: A method of incorporating knowledge pattern scores into a
termhood function
In addition to existing methods of incorporating semantic information into a termhood
function, we proposed a recursive formula reflecting an intuition that if the termhood of a
term candidate was influenced by other term candidates connected to it through
knowledge patterns, this influence should be calculated recursively (Section 6.1.2).
Contribution 5: A method of producing glosses automatically by scoring sentences
according to the scores of terms and knowledge patterns contained within them
We proposed a method of extracting glosses from a corpus using a method similar to
those used in automatic summarisation (Section 6.2). Sentences containing the term
whose gloss has to be generated (target term) were scored according to the scores of
terms and knowledge patterns contained within them. The top N sentences were then
selected to serve as the extracted gloss. A method of filtering out sentences in which the
target term does not appear in a prominent position was also proposed. A term was said to
be in a prominent position in a sentence if it appeared in the main clause rather than a
subordinate clause and it was not coordinated.
Contribution 6: The evaluation of lists of extracted terms
In order to evaluate the quality of the term candidates extracted using the aformentioned
methodology, we proposed that gold standards should be constructed from multiple
glossaries (Section 7.5.1). Each term in the gold standard was assigned a weight
according to the number of glossaries it appeared in. The weight of a term was an
estimation of its importance, since the fact that a term appeared in several glossaries

219
suggested that several experts agreed it was an important term. Using the weighted goldstandards, the number of correctly identified terms and their total weights could be
calculated, and the ability of the proposed system to identify important terms assessed.
The evaluation showed that the use of knowledge patterns extracted from a glossary
improved the quality of the extracted lists of term candidates. The average improvement
for the lists of terms extracted from Chem and Cancer corpora, measured in terms of Fmeasure improvement over the original termhood function, were 5% and 16% percent
respectively (Section 7.5.2).
Contribution 7: The evaluation of the extracted gloss
To evaluate the informativeness of a gloss, we proposed an automatic similarity metric,
derived from those used in automatic summarisation evaluation (Section 7.6.1). We also
proposed and performed a manual nugget-style evaluation which confirmed the validity
of the automatic metric (Sections 7.6.1 and 7.6.2.3). Both evaluation metrics showed that
in comparison to glosses produced by a baseline method, glosses produced by the
proposed methods were more similar to the reference glosses. Nevertheless, the values of
these evaluation metrics also showed that there was room for improvement.
Contribution 8: The integration of automatic terminology processing into an NLP
application
Automatic terminology processing techniques were integrated into a fully functional
multiple-choice test item generation system (Mitkov et al. 2006, Section 8.2.3). Users’
feedback suggested that the multiple-choice test item generation system was very
successful in identifying the key terms. This experiment showed that state-of-the-art
automatic terminology processing could be successfully employed by other NLP
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applications. Nevertheless, it was also suggested that other outputs of an automatic
terminology processing system could be exploited by a multiple-choice test item
generation system.

Other original contributions include:
Contribution 9: The development of a user interface where products of the
developed system can be presented
A user interface has been developed during the course of the study. This has several
advantages over other available terminology workbenches: it provides novel
functionalities such as graphical representation of term relations, and the ability to extract
a gloss for the term in question (Section 8.3.4).
Contribution 10: An analysis of the hypothetical effects of resolving certain types of
anaphoric expressions on term frequency
This analysis showed that when anaphoric expressions were manually resolved and
included in the term frequency counting process, the frequencies of certain terms,
especially low frequency terms, increased significantly. This suggests that in order to
gain a more accurate statistic of term frequency, anaphoric references of terms should be
counted (Section 3.1.1.1).
Contribution 11: A comparison between different approaches in automatic
terminology processing in terms of similarity between the lists of term candidates
extracted by them
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This comparison quantified the similarities between lists of terms produced by different
approaches. The experiment indicated that different approaches produced different lists of
term candidates, and that some pairs of approaches were more similar than others
(Section 3.4). The comparison in terms of performance of these ATP approaches is not
undertaken, as it is noted that different filters are suitable for different applications, and thus the
comparison should only be undertaken for each specific application.

9.2 Goals revisited
This section discusses how the 10 goals set out in Chapter 1 have been achieved:
Goal 1 was to review the notion of terms and terminology from both theoretical and
pragmatic perspectives. This goal is achieved in Chapter 2. The review
emphasised the view that terms should be considered integral parts of a coherent
system, a terminology, implying that terms should be extracted not as individual
units, but as parts of that terminology.
Goal 2 was to perform a critical review of existing approaches in automatic terminology
processing. This goal is achieved in Chapter 3. The chapter discussed existing
approaches in automatic terminology processing. A comparison of these
approaches in term of similarities between the lists of term candidates produced
was also performed.
Goal 3 was to collect data needed for the development and evaluation of the proposed
methodology. Texts from two domains, Cancer and Chemistry, have been
collected. The two corpora are described in detail in Section 7.3.3, and subsets of
these corpora are used in the experiments described in Sections 3.1 and 3.4. A set
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of thirteen glossaries on the Internet has been collected (see Section 4.1.3), and
used for the analysis of glossaries described in Sections 4.2 and 4.3.
Goal 4 was to perform an empirical analysis of glossaries and their glosses, and is
fulfilled in Sections 4.2 and 4.3. The analysis of glossaries and glosses indicated
that they were valuable resources for automatic terminology processing.
Furthermore, it was suggested that a gloss was a summary of information about a
term. This makes glosses an attractive source of information, and suggests that
automatic methods should be developed to extract glosses automatically.
Goal 5 was to develop a method for extracting knowledge patterns from glossaries. It is
achieved in Section 5.3. A method of extracting knowledge patterns from
glossaries which included a pattern heuristic to identify pattern candidates and
several scoring methods to score these candidates was proposed. An ad hoc
analysis of patterns extracted using this method was performed.
Goal 6 was to review and develop methods of incorporating knowledge patterns into
automatic terminology processing. This goal is achieved in Chapter 6. Several
experimental relation extraction rules were proposed to extract relations between
term candidates suggested by the extracted knowledge patterns (Section 6.1.1).
Knowledge pattern scores were also incorporated into a termhood function using
either single-step or recursive addition (Section 6.1.2). A method of extracting
term glosses was proposed in Section 6.2.
Goal 7 was to perform an evaluation of the developed methodology and system. This
goal is achieved in Chapter 7. The evaluation showed that knowledge patterns
extracted from a glossary play an important role in automatic terminology
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processing. The incorporation of knowledge pattern scores into a termhood
function improved the F-measures by 6 and 16 percent in the Chemistry and
Cancer experiments respectively (Section 7.5.2). The evaluation of term glosses
showed that knowledge patterns played an important role and that, in comparison
to glosses produced by a baseline method, glosses produced by the automatic
method were more similar to the reference glosses. It was also shown that
automatic glosses contained more than half of all available important facts about
the terms they described, according to the nugget evaluation (Section 7.6).
Goal 8 was to integrate automatic terminology processing into a novel NLP application:
multiple-choice test item generation. This is achieved in Chapter 8. Feedback
from users indicated that the system was successful in extracting important terms,
but also indicated a need for other terminology-related data (Section 8.2.3).
Goal 9 was to implement a user interface in which products of the developed system can
be presented. The development of a user interface is to facilitate the dissemination
of the developed system at a later stage. Section 8.3.4 describes the developed
user interface.
Goal 10 was to identify the main weaknesses of the proposed methodology, and to
provide ways forwards; it is addressed in this chapter.

9.3 Review of the thesis
This section provides summaries of the first eight chapters of the thesis.
Chapter 1 presented the motivations and context of the work carried out in the thesis. It
also stated several fundamental assumptions: that terms can be automatically extracted,
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and that in order to extract terms and terminology-related data, one should use corpora of
specialised texts as primary sources. The main original contributions of the study were
also described, and the overall structure of the thesis was presented in this chapter.
Chapter 2 analysed the notions of terms and terminology from both theoretical and
pragmatic perspectives. This analysis emphasised the view of terms as integral parts of a
coherent system, a terminology, which is the view adopted in the thesis. Two of today’s
large terminologies, UMLS and Eurodicautom, were described. A discussion of who
needs to study terms and terminology was also presented.
Chapter 3 explored existing approaches in terminology processing, including statistical,
lexical-syntactic, and semantic approaches. Six representative filters used in automatic
terminology processing were implemented, and the lists of terms suggested by these
filters compared in terms of similarity. The comparison showed that different approaches
produced different lists of term candidates, and that one would have to choose from these
filters carefully. The comparison also showed that some pairs of filters were more similar
than others. We argued that existing methods had concentrated on the extraction of
individual terms, and that it is necessary to move from the automatic extraction of
individual terms to the extraction of a terminology as a whole.
Chapter 4 discussed glossaries and their potential use in automatic terminology
processing. The chapter began with an observation that glossaries are valuable resources
for automatic terminology processing, since they are readily available and contain
important information about terms in the subject field. A set of thirteen glossaries from
various subject fields was collected from the Internet to be analysed. The empirical
analysis of this set indicated that terminological information in the form of knowledge
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patterns could be extracted from a glossary. It also indicated that glosses contain
summarised information about terms, suggesting that automatic methods could be
employed to generate glosses.
Based on the analysis performed in Chapter 4, Chapter 5 presented a method of
extracting knowledge patterns from a glossary, which included a pattern heuristic to
identify pattern candidates and several scoring methods to score these patterns. In an ad
hoc analysis of patterns extracted and ranked using the pattern heuristic and these scoring
methods, the adjusted relative frequency scoring method seemed to be the most
appropriate. Nevertheless, all of these scoring methods were evaluated in Chapter 7.
Chapter 6 discussed the use of knowledge patterns in automatic terminology processing.
A method of extracting relations between term candidates suggested by these patterns
was presented. Methods of incorporating knowledge pattern scores into a termhood
function were also discussed, and a recursive formula introduced. The chapter discussed
the automatic extraction of glosses using a method similar to those used in automatic
summarisation. Sentences containing the term whose gloss was to be generated (the target
term) were scored according to the scores of terms and knowledge patterns appearing in
them. The N highest scoring sentences were considered the gloss of the term. A method
of filtering out sentences in which the target term did not appear in a prominent position
was also presented.
Chapter 7 presented an evaluation of the proposed methodology. The chapter began with
an overview of various issues related to evaluation in NLP in general, and evaluation in
automatic terminology processing. The evaluation was performed on each major output
type of the system, namely terms, term relations, and term glosses. The evaluation of
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relations between term candidates suggested by knowledge patterns showed an average
precision of 0.55. In two corpora, ChemCor and CanCor, the evaluation of the lists of
term candidates extracted by incorporating knowledge pattern scores into a termhood
function showed average f-measure improvements of 6 and 16 percent respectively. The
evaluation of term glosses showed that, in comparison to glosses extracted using a
baseline method, those extracted using the proposed method were more similar to the
reference glosses. In terms of retrieving important facts about the term (nuggets), it was
shown that the extracted glosses contained more than half of available nuggets; this was
significant, considering that the total number of sentences in the examined glosses was
only 94 in comparison to 1423, the total number of sentences from which the manually
evaluated glosses were extracted.
Chapter 8 discussed the use of automatic terminology processing in other NLP tasks and
applications. It also presented a user interface in which products of the developed system
can be presented to users. It was argued in this chapter that any NLP task or application
which processed specialised texts would need an automatic terminology processing
engine. An experiment in which ATP was successfully integrated into a novel NLP
application - multiple-choice test item generation - suggested that a state-of-the-art
automatic terminology processing engine would be useful for any NLP application
dealing with specialised texts. Nevertheless, the experiment also indicated a need for
other types of output from an automatic terminology processing engine. The user
interface described in this chapter provides novel functionalities of terminology
processing such as graphical representation of term relations and the ability to extract a
gloss for the term in question.
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9.4 Future directions
In this section, we discuss several possible directions for future research. These are
derived from weaknesses of the proposed methodology and interesting issues arising
during the study.
Definite description resolution in automatic terminology processing
As discussed in Section 3.1.1.1, definite descriptions are often used to refer to terms. The
evaluation presented in Section 7.4.2 also indicates that unresolved definite descriptions
are amongst the main causes of false positives in relation extraction. These two
observations suggest that resolving definite descriptions accurately is very important in
ATP. An investigation into the relation between the performances of definite description
resolution and automatic terminology processing should be a very challenging topic for
future research.
A deeper investigation of knowledge patterns and relations suggested by them
As stressed in Chapter 5, the proposed methodology intentionally ignores semantic
analysis due to the limitations of current NLP technology. In the future, we would like to
perform a semantic analysis of the extracted knowledge patterns and relations suggested
by them, in order to improve accuracy and gain a better insight into knowledge patterns
and relations between terms. The investigation of other types of knowledge patterns and
relations, such as multiary patterns and relations (i.e. A REACT WITH B to FORM C) as
well as patterns in which the anchor is not a verb, is also an area for future research.
We would also like to perform an investigation into alternative methods to score
patterns. As the reason behind setting the score to 1 for patterns which do not occur in the
reference corpus in the second scoring formula in Section 5.3.3 has been questioned, we
would like to perform an analysis on this type of patterns, to assess their prevalence and
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impact on term extraction. We will then try different formulae to score this type of
patterns (e.g. to add a constant into the frequency of a pattern in the reference corpus).
Other context clues, such as the position of the patterns in the glosses and
sentences will be investigated. For glosses, patterns which appear in the first sentences
should be considered more important than patterns which appear in subsequent sentences.
For sentences, patterns which appear in the main clauses should be considered more
important than patterns which appear in subordinate clauses. We would also like to
evaluate the effect of binary patterns in ATE, to see whether the use of these patterns
alone can lead to the improvements noted in our experiments (which currently require
both unary and binary patterns).
A method of producing coherent glosses
At the moment, a gloss extracted by the proposed method is merely a set of sentences
which are deemed important by the scoring method, rather than a coherent gloss. An
investigation into methods to rearrange and/or rewrite these sentences to produce a
coherent gloss is a very interesting topic. Firstly, a general structure of glosses should be
defined (e.g. a gloss should start with a defining statement: X is a Y which has properties
A, B, C, and then continue with other information). Sentence aggregation (Reiter and
Dale 2000) can then be used to aggregate the raw gloss to make it more compact.
Centering Theory (Grosz et al. 1995) can then be used to ensure local coherence of the
gloss. Finally, referring expressions (pronouns, definite descriptions) should be
introduced into the gloss in order to further improve the readability of the produced gloss,
in a similar way to those discussed in Mani (2001) and Reiter and Dale 2000).
Experimenting with other domains
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It has been suggested that Chemistry and Cancer are both natural sciences and thus are
similar. As a result, it should be interesting to apply the proposed method on social
sciences such as Sociology and Economics, whose terminologies may have different
features in comparison to those in the experimented domains. Experimenting with these
domains would also provide better insights for the study of terminology as a discipline.
The dissemination of the terminology workbench
A terminology workbench was developed as a demonstration of the developed system.
The next step is to attract a set of end-users who need help in their terminology related
activities, and to convince them to use the workbench, and provide feedbacks for further
improvement. In this way, the usefulness of the developed technology can be assessed.
Users can also suggest other functionalities which could be developed. After this, the
workbench can be disseminated to a wider community.
The use of a terminological knowledge base in multiple-choice test item generation
As discussed in Section 8.2.3.4, a multiple-choice test item generation system can benefit
from not only the extracted terms, but also other types of terminological information.
This suggests that further experiments on the use of extracted term relations and term
glosses in this application are required. For example, term gloss extraction methods can
be used to identify sentences containing important information, from which questions
should be generated. Another direction is to generate questions only from sentences
which suggest important relations between terms in the field. The generation of multiplechoice test items from a terminological knowledge base, rather than directly from texts,
would also be an interesting topic for future research. For example, if two relations: X
IS_A Y, and Y DO Z are collected in the terminological knowledge base, it may be
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possible to generate a multiple-choice test item which is based on a fact inferred from the
two statements: X DO Z, and thus the question “Which of the following DO Z?” can be
generated. In this case, the main problem is how to choose appropriate distractors, so that
they are not also correct answers.

Appendix A: Top 200 patterns and their scores
extracted from two glossaries: CANCER and
CHEMISTRY

CANCER
PATTERN
BE TREATMENT
BE CELL
BE DOCTOR
BE OPERATION
BE TUBE
BE LYMPHOCYTES
BE VITAMIN
BE TUMOUR
FIGHT <TERM>
INCREASE RISK
FIGHT INFECTION
BE DRUG
BE FLUID
HAVE <TERM>
BE GLAND
BE HORMONE
BE ORGAN
CALLED <TERM>
HAVE CANCER
KILL CELL
MAKE CELL
TREATED WITH_<TERM>

SCORE
142.8789
92.90882
44.36142
36.88879
29.95732
26.37685
26.37685
26.01335
19.77502
19.77502
16.63553
16.09438
13.62137
12.3156
10.75056
10.75056
10.75056
10.75056
10.75056
10.75056
10.75056
10.75056

SEE <TERM>
BE DISEASE
BE SUBSTANCE
MAKE <TERM>
BE CODE
BE GROWTH
USE <TERM>
BE TEST
TREAT <TERM>
BE GENE

9.887511
9.714705
9.632925
9.236701
8.317766
8.317766
8.317766
8.124151
8.124151
8.04719

CHEMISTRY
PATTERN
BE COMPOUND
BE ENERGY
BE TEMPERATURE
BE UNIT
BE SUBSTANCE
BE GAS
BE HEAT
BE ACID
BE BOND
BE CONCENTRATION
BE VARIABLE
BE FLUID
BE INSTRUMENT
CONTAIN GROUP
CONTAIN RING
BE REACTION
BE G
BE MOLECULE
BE PROPERTY
BE POLYMER
BE RADICAL
DISSOLVED IN_WATER
REMOVE ELECTRON
FROM_NP
BE ATTRACTION
BE SAMPLE
CONTAIN CARBON
DISSOLVED IN_<TERM>
HAVE CHARGE
BE BLOCK
BE MIXTURE
BE ELEMENT
BE MEASURE

SCORE
53.2268
26.37685
26.37685
26.01335
19.53032
13.62137
13.62137
13.00667
10.75056
10.75056
10.75056
8.04719
8.04719
8.04719
8.04719
7.555882
6.810686
6.657183
5.55739
5.545177
5.545177
5.545177
5.545177
5.375278
5.375278
5.375278
5.375278
5.375278
4.943755
4.943755
4.763477
4.60517

BE INFECTION
HAVE CELL
HAVE RISK
USE <TERM> TO_
USE <TERM> TO_VP
BE TRIAL
BE DAMAGE
BE VALVE
BE WE
FIND ONE
PREVENT CANCER
BE SYMPTOM
BE GROUP
BE CANCER

8.04719
8.04719
8.04719
8.04719
8.04719
7.675284
5.545177
5.545177
5.545177
5.545177
5.545177
5.375278
4.929047
4.59512

BE STAGE
BE EFFECT

4.540457
4.513417

BE BONE
GET <TERM>
BE LYMPHOMA
BE CONDITION
TREAT CANCER
BE CHEMICAL
BE <TERM>
AFFECT <TERM>
BE CHANNEL
BE INSTRUMENT
BE MEASUREMENT
BE SHEET
BE SOMEONE
COLLECT <TERM>

4.023595
4.023595
3.806662
3.583519
3.465736
3.405343
3.385063
3.295837
3.295837
3.295837
3.295837
3.295837
3.295837
3.295837

CONTROL <TERM>
EXAMINE <TERM>
FOUND IN_BLOOD
PREVENT CANCER BY_
BE LEVEL
BE LAYER
BE PHASE
GET CANCER
BE SURGERY
BE TISSUE
CONTAIN CELL
CAUSE CANCER
BE EXAMINATION
DEVELOP FROM_CELL

3.295837
3.295837
3.295837
3.295837
2.825003
2.772589
2.772589
2.772589
2.70805
2.564949
2.564949
2.471878
2.397895
2.397895

HAVE TREATMENT
HAVE VACCINATION IF
HAVE VACCINATION SBAR
BE FAT
BE RADIOTHERAPY
REMOVE PART
BE NURSE

2.302585
2.302585
2.302585
2.197225
2.197225
2.197225
2.079442

CONTAIN <TERM>
BE CHANGE
BE <TERM>
BE VOLUME
FORM <TERM>
BE ALLOY
BE ATOM
BE CHEMISTRY
BE GEL
BE LAW
CONDUCT ELECTRICITY
CONTAIN BOND
CONTAIN ELEMENT
MIRROR IMAGE
PASS
THROUGH_MATERIAL
BE COMPLEX
CONVERT NP
INTO_<TERM>
BE COLLECTION
BE ION
BE PREFIX
BE PARTICLE
BE TECHNIQUE
CONTAIN ATOM
BE GROUP
BE LIGAND
BE SOLUTION
BE PRESSURE
USED IN_SYSTEM S
BE AGENT
BE EQUATION
REMOVE <TERM>
FROM_NP
BE MATERIAL
USED IN_SYSTEM MEAN
BE PROCESS
BE CLASS
BE ELECTRON
BE ERROR
BE TUBE
CONTAIN ION
FORM COMPOUND
UNDERGO <TERM>
BE ADDITION
BE NOTATION
BE AMOUNT
ABSORB
AT_WAVELENGTH
BE CHANGE SBAR
BE COLORLESS
BE DATA
BE DENSITY
BE DETERMINATION
BE ELECTRONS
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4.436142
4.062075
4.061082
3.583519
3.583519
3.295837
3.295837
3.295837
3.295837
3.295837
3.295837
3.295837
3.295837
3.295837
3.295837
2.772589
2.772589
2.682397
2.564949
2.397895
2.270229
2.270229
2.270229
2.197225
2.197225
2.197225
2.150111
2.079442
2.011797
1.94591
1.848392
1.797729
1.791759
1.754052
1.647918
1.647918
1.647918
1.647918
1.647918
1.647918
1.647918
1.609438
1.609438
1.535794
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294

BE OPENING
MEAN CANCER
REMOVE <TERM>
BE SYSTEM
BE CELLS
BE GRADE
BE <TERM>
COVER LUNG
BE COLLECTION
BE PERSON
BE VESSEL
BE WORD
CAUSED BY_<TERM>
BE %
LOOK LIKE_CELL
REMOVE BREAST
START IN_CELL
BE CAUSE
BE INABILITY

2.079442
2.079442
2.079442
2.028988
1.94591
1.94591
1.94591
1.94591
1.848392
1.848392
1.848392
1.848392
1.848392
1.791759
1.791759
1.791759
1.791759
1.702671
1.647918

BE PROCEDURE
BE TYPE
BOOST <TERM>
CAUSE PAIN
CAUSED BY_VIRUS
PRODUCE HORMONE
PRODUCED BY_<TERM>
TAKE SAMPLE
BE AIRWAY
BE CHEMOTHERAPY
BE INJECTION
BE LUMP
BE MUSCLE
BE PRESSURE
DO UNDER_ANAESTHETIC

1.647918
1.647918
1.647918
1.647918
1.647918
1.647918
1.647918
1.647918
1.609438
1.609438
1.609438
1.609438
1.609438
1.609438
1.609438

FOUND IN_<TERM>
STOP PRODUCTION
USED IN_TREATMENT
BE NAME
BE FACTOR
BE 85
BE BLOOD
BE CAPILLARIES
BE DIOXIDE
BE DRUGS
BE ENERGY
BE EXPOSURE
BE GLIOMAS
BE ILLNESS
BE INFLAMMATION
BE ISOTOPE
BE PIPE
BE PROTEIN
BE RECONSTRUCTION

1.609438
1.609438
1.609438
1.535794
1.535057
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294

BE FRACTION
BE FRAGMENT
BE ISOTOPE
BE K
BE MEASUREMENT
BE OXYGEN
BE R
BE SCALE
BE SHAPE
BE SPECTRUM
BE STUDY
BE SUBSTRUCTURE
BE <TERM> SBAR
BE VALVE
BE VECTOR
BE WAVE
BE WEIGHT
CONTAIN COMPONENT
CONTAIN MIXTURE
CORRESPOND
TO_CHANGE
DESCRIBE BEHAVIOR
DIP NP INTO_SOLUTION
DISSOLVED IN_SOLVENT
FORM ANIONS
FORM MOLECULE
HAVE ATOM
HAVE COMPOSITION
HAVE DENSITY
HAVE FORMULA
HAVE GROUP
HAVE NODE
HAVE SHAPE
KILL CELL
LOWER <TERM>
PRODUCED
BY_REACTION
REACT WITH_WATER
USE NP AS_<TERM>
BE MASS
HAVE PROPERTY
BE FORM
HAVE ENERGY
HAVE MASS
BE NAME
HAVE NUMBER
ACT AS_BASE
BE ABBREVIATION
BE ALCOHOL
BE ALLOTROPES
BE BASE
BE BRANCH
BE CARBOHYDRATE
BE COLLOID
BE COLOR
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1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.34382
1.341198
1.279656
1.194506
1.194506
1.149599
1.109035
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612

BE REGIME
BE SCALE
BE SKIN
BE SPECIALIST
BE TEMPERATURE
BE THERAPY
BE USUALLY
BE VACCINATION
BE VIRUS
CAUSED BY_EXPOSURE
CONTROL SYMPTOM
COVER ORGAN
DEVELOP <TERM>
FOUND IN_OIL
FOUND IN_PART
GET TREATMENT
GIVEN TO_PATIENT
HAVE PATIENT
HAVE POCKET
HAVE SEX
HAVE SURGERY
HELP THEMSELVES

1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294

HOLD NP IN_PLACE

1.386294

MAKE ANTIBODIES
MEASURED BY_<TERM>

1.386294
1.386294

MEASURED BY_TEST
PREVENT PREGNANCY
PRODUCED BY_CELL
SECRETE PRN AMOUNT
SECRETE -RRB- AMOUNT
SEE CHEMOTHERAPY
TAKE PICTURE
TREATED
WITH_CHEMOTHERAPY
USE DYE

1.386294
1.386294
1.386294
1.386294
1.386294
1.386294
1.386294

BE SIGN
CONTAIN <TERM>
AFFECT GLAND
BE ANAESTHETIC
BE BREAST
BE BRONCHI
BE DOCTORS
BE DUCT
BE GLANDS
BE HE
BE LIQUID
BE NERVE
BE NODE
BE PILL
BE PUMP
BE REMOVAL

1.279656
1.109035
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612

1.386294
1.386294

BE COMPOUNDS
BE DNA
BE EQUILIBRIUM
BE HEIGHT
BE MOLECULES
BE NONMETALS
BE ORBITAL
BE OXIDE
BE PLOT
BE PROTON
BE RADIATION
BE SOLID
BE SUM
BE <TERM> BECAUSE
BE WAVEFUNCTION
BOIL POINT
BOUND TO_GROUP
BOUND TO_HYDROGEN
BOUND TO_<TERM>
BROKEN IN_PHASE
COMPOSED OF_PARTICLE
CONTAIN MOLE
COORDINATE ADVP
TO_ATOM
COORDINATE DIRECTLY
TO_ATOM
COORDINATE TO_ATOM
DE<TERM>INE
CONCENTRATION
DRAWN INTO_WIRE
FORM MOLE
HAMMERED INTO_SHEET
LOWER ENERGY
MADE OF_MOLECULE
MEAN METER

1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612

MEASURE PRESSURE
MEASURE <TERM>
MEASURED
AT_TEMPERATURE
RELEASED BY_PROCESS
REPRESENT <TERM>
RUN AT_PRESSURE
USED AS_INDICATOR
USED AS_PROPELLANT
BE CRYSTAL
BE VALUE
BE WATER
HAVE <TERM>
BE METHOD
- LOG
ABSORB MOISTURE
ABSORB FROM_AIR
ABSORBED PHOTON
ABSORBED <TERM>

1.098612
1.098612
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1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612

1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
0.823959
0.823959
0.823959
0.823959
0.804719
0.693147
0.693147
0.693147
0.693147
0.693147

BE <TERM> BECAUSE
BE <TERM> SBAR
BE TESTICLE
BE TUBES
BE ADJP AFTER_<TERM>

1.098612
1.098612
1.098612
1.098612
1.098612

BE NOT CANCER
BE RB CANCER
BECOME ADJP
IN_MELANOMA
BECOME ADJP IN_<TERM>
BECOME CANCEROUS
IN_MELANOMA
BECOME CANCEROUS
IN_<TERM>

1.098612
1.098612

BOOST SYSTEM
CALLED <TERM> BECAUSE
CALLED <TERM> SBAR

1.098612
1.098612
1.098612
1.098612
1.098612
1.098612
1.098612

ABSORBED BY_SAMPLE
ABSORBED BY_<TERM>
ACT AS_<TERM>
ACT ON_CHARGE
ADDED ADVP ON_SIDE
ADDED
DURING_CONSTRUCTION
ADDED ON_SIDE

0.693147
0.693147
0.693147
0.693147
0.693147

ADDED TO_AMOUNT
ADDED TO_FOOD
ADDED TOGETHER
ON_SIDE

0.693147
0.693147

ADSORBED ON_GRANULE
ADVP ADSORBED
ON_GRANULE
ADVP KILL CELL
ALTER STATE

0.693147
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0.693147
0.693147

0.693147

0.693147
0.693147
0.693147
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Appendix B: Two lists of top 200 term candidates and
their scores extracted from two corpora: CanCor and
ChemCor.

CanCor

ChemCor

Term candidate
SURGERY
CHEMOTHERAPY
RADIOTHERAPY
DOCTOR
IMMUNOTHERAPY
CANCER
BIOLOGICAL THERAPY
TREATMENT
TAMOXIFEN
STEM CELL
CELL
MASTECTOMY
HRT
HORMONE THERAPY
SPECIALIST
BODY
BONE MARROW
TEST
CANCER CELL
IRESSA
N1

Score
21657.81
18972.18
14782.04
12809.06
8762.539
7763.373
7456.379
5914.71
4025.198
3977.364
3904.381
3709.696
3588.881
3023.893
2300.379
2171.278
2027.165
2017.976
2002.092
1974.572
1914.744
1870.177
1864.177
1845.771
1748.72
1668.904
1598.789

Term candidate
ACID
ATOM
ELECTRON
WATER
MOLECULE
BASE
SALT
EXAMPLE
HYDROGEN
SOLUTION
OXIDATION STATE
PH
POTASSIUM PERMANGANATE
NITROGEN
NONMETAL OXIDE
STEREOISOMERS
INSULATOR
ALUMINIUM CHLORIDE
CACL2
ARRHENIUS BASE
ION
VALUE OF 7.64 EV OBSERVED FOR
MAGNESIUM
CORRESPONDING ACID NAME
REACTION
PROTON
RESULT
ELEMENT

DENDRITIC CELL
ADENOMATOUS CELL
CONE BIOPSY
STAGE
SURGEON
TRANSMID
BRITISH ASSOCIATION OF
DERMATOLOGISTS
DRUG
CRYOTHERAPY

Score
1510.25
1228.602
1145.575
875.9753
792.0856
679.149
630.131
614.7685
592.0076
586.716
578.2669
568.4941
556.386
548.4935
538.268
536.268
534.268
534.268
534.268
533.268
532.9146
528.537
524.2669
521.4138
485.5167
470.4997
467.6982

1538.295
1528.912
1525.786

ENERGY
C
GAS

442
392.3519
383.036

HERCEPTIN
GEMCITABINE
RADIOACTIVE IODINE
BCG
CHART
MEGACE
BONE MARROW TRANSPLANT
HUMERAL REPLACEMENT
SURGERY
ADVANTAGE
FLUDARABINE
WIRE
STEREOTACTIC RADIOTHERAPY
POTENTIAL TREATMENT
GOSERELIN
CASODEX
WISH
KYPHOPLASTY
IMIQUIMOD CREAM
RADIOACTIVE SEED IMPLANTS
ADEPT
RITUXIMABTM
CHEMOTHERAPY CREAM
CONTAINING 5FU
RESEARCH

1503.699
1501.432
1480.951
1479.446
1475.446
1471.543
1471.192

NUMBER
DALTON
PARTICLE
HCL
NEUTRON
COMPOUND
POTENTIAL ENERGY

378
343.7301
338.3519
317.2119
306.7639
305.7061
303.7685

1457.87
1444.789
1440.845
1439.789
1439.789
1438.789
1438.789
1437.789
1433.789
1431.789
1431.789
1430.789
1429.789
1429.789

KINETIC ENERGY
BOILING POINT
LIQUID
PROCESS
CATALYST
ATOMIC THEORY OF MATTER
MOLARITY
I2
EA
NORMAL BOILING POINT
EC
PVC
ELECTRON VOLT
VERTICAL AXIS OF THE PLOT

301.7685
287.7685
281.3032
280.0529
273.2482
271.1335
271.1335
270.7685
269.7685
269.7685
268.7685
268.7685
268.7685
264.7685

1429.789
1376.607

HN
VALUE QUOTED FOR ALUMINIUM
IMPORTANT PHYSICAL PROPERTY
OF A MOLECULE
VALUE OF FOR THE GROUND STATE
OF THE HYDROGEN ATOM
COVALENT MOLECULE
POUNDS PER SQUARE INCH
PRESSURE
OXYGEN
HELIUM
EQUILIBRIUM
TEMPERATURE
REACTANTS
HYDROGEN ION
PRODUCT
ELECTROLYTES
METAL
CONCENTRATION
SULFUR
SUBSTANCE
CHLORINE DIOXIDE
LOG OF THE MOLAR
CONCENTRATION OF THE
HYDROGEN PKA
REDUCING AGENT
NUCLEUS
OXIDIZING AGENT
STRONG ELECTROLYTES
CARBON DIOXIDE
MATERIAL
SYSTEM

264.7685
264.7685

SCIENTIST

1299.613

ENDOSCOPE
SIDE EFFECT
WOMAN
LYMPHOCYTES
MYELOMA
SMOKING
ABNORMAL SMEAR
CARCINOMA
BREAST CANCER
RISK
TRIAL
SENTINEL NODE
STUDY
PATHOLOGIST
CANCEROUS CELL
LIVER
STAGE 2A

1259.251
1255.449
1173.809
1133.169
1103.854
1049.269
1037.56
1031.834
1021.774
1007.506
999.5267
999.3872
981.9691
970.6692
968.0059
961.925
946.0197

SQUAMOUS CELL
LIPOMA
RADIOTHERAPY SPECIALIST
GERM CELL
CONE
REED STERNBERG CELL
ACINAR CELL
WHITE BLOOD CELL AFFECTED

944.0883
937.6303
935.0883
934.0883
932.0883
932.0883
931.0883
930.0883
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264.7685
264.7685
261.1335
261.1335
261.0709
260.8629
260.8069
251.0672
250.6942
249.1209
246.751
242.4942
240.193
231.9161
229
224.2346
221.8751
218.2137

216.0111
214.3032
213.4931
212.3032
197.3032
194.1452
193.4033
192.1361

IN LGLL
CELL IN THE LIVER
ELECTRIC NEEDLE
PRE-INVASIVE
POSSIBLE DISADVANTAGE OF
SENTINEL NODE BIOPSY
CANCER CELL IN THE LIVER
INDIVIDUAL CANCER CELL
LAPAROSCOPE
STEROIDS
THALIDOMIDE
CANCERHELP UK
RESEARCHER
SKIN
TUMOUR
BISPHOSPHONATES
OPERATION
SYMPTOM
VAGINA
CARCINOID
CENTRAL LINE
INFECTION
DUCT
URETERS
BRONCHOSCOPE
CLINICAL TRIAL
LUMP
LYMPH NODE
DNA
ERYTHROPOIETIN
HORMONE
ACOUSTIC NEUROMAS
MARKER
PSA
ONE
RADIOTHERAPIST
HOSPITAL
GROWTH FACTOR
LUNG
PEMETREXED
BLOOD

930.0883
930.0883
930.0883

EQUATION
NUCLEI
VALUE

930.0883
930.0883
930.0883
921.6805
867.6896
839.6505
804.6573
802.3168
781.5167
745.3185
725.2269
720.9009
708.3513
696.0094
689.4152
670.4067
659.4761
632.1465
613.1465
611.1465
611.1208
575.8698
562.4894
558.066
554.8987
542.4438
527.2669
516.3145
511.8966
502.9861
497.4771
496
495.5251
494.4932
489.098
478.6573

BIOPSY
ALCOHOL
LARYNX
HAEMATOLOGIST
HOSPITAL APPOINTMENT
ASBESTOS
PROSTATE CANCER
HAEMATOLOGISTS
RESULT
TIME
CISPLATIN
PAIN
WHITE BLOOD CELL

474.2507
472.2192
471.9312
450.6142
450.0223
448.5271
445.5295
444.6142
441.4338
430.9902
418.5305
411.8611
409.2492

SOLVENT
MASS
LIGHT
STRONG ACID
CARBON
FORCE
HYDROGEN ATOM
NITRIC ACID
BOND
VOLUME
KRYPTON
HYDROGEN CHLORIDE
KA
CARBONATE ION
RADON
LITMUS
ELEMENTAL HYDROGEN
ORBITAL
ELEMENTAL CHLORINE
HOT EXHAUST
HEAVIEST OF THE INERT GASES
ELEMENT FLUORINE
RESULT OF THE UNION
HIGHLY POLAR BOND
ETHANOIC ACID
HYPOCHLOROUS ACID
CHARGE
HBR
TIME
N
LIQUID CRYSTAL
CATIONS
CHLORINE
LEWIS DEFINITION
HYDROGEN SULFIDE
TRIPROTIC ACID
POSITION OF COVALENT
ATTACHMENT TO THE NITROGEN
PURE HF
HNO2
AMMONIUM CATION
MOLECULE WITH A H-X BOND
MIXTURE
KW
PROPERTY
BORON
CLO2
K
HEAT
MERCURY
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188
181
181
180.2137
179.1925
165.728
160.0667
157.9584
155
152.8896
151.0667
151
150.5011
147.2137
146.2137
145.0667
144.2315
144.2137
144.0667
141.2137
140.8629
138.2137
137.2137
137.2137
137.2137
137.2137
136.1437
136.0667
136.0667
135.7329
135.0667
135
134.2816
133.7121
133.5056
132.6348
132.0667
132.0667
132.0667
131.0667
131.0667
131.0667
131.0667
131.0667
128.7944
128.4917
128
127.2695
126.8629
125.792
124.5405
124.3348

BREAST
PESTICIDE
BRAIN TUMOUR
DAIRY PRODUCT
POOR DIET
PATIENT
CERVIX
RADICAL TRACHELECTOMY
VINORELBINE
MAIN TREATMENT FOR
THYMOMA
MELPHALAN
GP
MELANOMA
MEN
CHILD
SPLEEN
STENT
AREA
METHOTREXATE

408.6539
405.5004
405.3943
404.5004
402.5004
396.399
385.6726
373.8879
372.2347

R
CHARGE DENSITY
DENSITY
ANIONS
CHANGE
TERM
FORMATION
MOLALITY
MOLAR CONCENTRATION

123.9584
123
122
120.5056
120
119
114
113.5056
113.5056

369.8879
366.8115
364.9847
362.3006
358.2105
355.9573
348.9925
348.7001
345.9315
344.0005

112.9035
110.6152
110.0517
109.5056
109
108.9451
108.5056
108.5056
108.5056
108.5056

BONE
CHLORAMBUCIL
BODY'S IMMUNE SYSTEM
IMMUNE SYSTEM
LYMPHOMA
RADIATION
CHEMOTHERAPY DRUG
WARFARIN
VINBLASTINE
ANTI-INFLAMMATORY
DIARRHOEA
COURSE
LYMPH
NEW TREATMENT
SHUNT
RADIOTHERAPY TREATMENT
NEPHROSTOMY TUBE
TUBE
GLIOMA
BOWEL CANCER
URINE
ANTIBODIES
KIDNEY
LUNG CANCER
FLUID
FATHER
PILL
UK
LYMPHATIC SYSTEM
PROGESTERONE
ACOUSTIC NEUROMA
THEORY
HAEMANGIOBLASTOMAS
OVARIAN TERATOMA

343.1129
340.8755
338.7106
336.4093
333.9527
328.5323
327.3054
326.8876
326.5185
323.8876
320.9818
317
316.0769
311.8539
310.5732
303.6708
303.5732
302.8888
302.5926
301.9799
295
294.4644
294.3983
291.1414
290.6356
280.8999
273.6817
272
270.1273
269.6685
268.1335
267.639
267.1335
265.1335

PURE SOLID LIKE NAOH
L
WEIGHT
COVALENT BONDS
G
MATTER
ENTRANCE TO THE PH BOX
TYPICAL WEAK BASE PROBLEM
SIX ELECTRON SHARED
INCOMPLETELY IONIZED ACID
FACTORS EFFECTING REACTION
RATE
VAN DER WALLS INTERACTION
CARBON-CARBON BOND
COMBUSTION
ENZYME
SILICON
RADIUM
NEON
FREE RADICAL
GROUP
FORMULA
SODIUM CHLORITE
AQ
ZYMASE
POLYMER
BAROMETER
GOLD
CASE
ENTROPY
ADDITION
PROBLEM
ISOTOPE
FLUORINE
SOLID
MOLE
CHEMICAL REACTION
REGION
EARTH
RATE
TABLE
SULPHUR
AMMONIA
EFFECT
MAGNITUDE
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108.5056
108.5056
108.5056
108.0993
107.3662
107.2695
106.7353
106.2695
103.2741
102
101.808
101.4518
101
100.8751
100.4792
100.458
100.0778
100
99.71375
97
97
96.99379
94.63477
93.86295
93
92.01819
90
89.95837
89
87
86.84314
86.78714
83
83

INTERFERON
MATURE TERATOMA
IMMATURE OVARIAN
TERATOMA
PINEAL GERMINOMAS
GRADE IV ASTROCYTOMA
ANTIBODY
VACCINE
BRAIN
TUMOUR MARKER
BLADDER
PANCREAS
ANTIBIOTIC

265.1086
264.1335

DIRECTION
CHEMISTRY

83
82.86295

262.1335
261.1335
261.1335
259.8741
256.437
256
249.1839
243.3858
239.9738
237.3553

82.03198
82
81.47189
80
80
78
77.55882
77
76.63477
76.62098

BOWEL
FRIEND
DOCETAXEL
VINDESINE

235.4821
233.0111
231.8418
230.9482

ALUMINUM
DIFFERENCE
E-STAGE EFFLUENT
FIG
EXPERIMENT
ZERO
CATABOLIC REACTION
PRESENCE
POTASSIUM
PERIODIC TABLE
ONE OF THE SIMPLEST TYPE OF
REDOX REACTION
SALT WATER
CL
PARTICLE IN THE MIXTURE
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76.55882
76.4098
75.75278
75.5033
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Appendix C: Examples of full set of sentences
containing a term and its automatically produced
gloss

Term: Adenocarcinoma
Full set of sentences
There are one or two particular types of adenocarcinoma of the colon and rectum.
Other types of adenocarcinoma can spread to the bladder.
There are 3 main types of adenocarcinomas
Carcinomas are cancers of epithelial cells and gland cells (adenocarcinomas), Osteosarcomas
are cancers of bone, Sarcomas are cancers that develop from the cells that make up soft tissue,
Soft tissue is in all parts of the body.
Adenocarcinoma is a cancer of gland tissue.
Adenocarcinoma develops from the cells which produce mucus.
These cancers are all treated more_or_less in the same way as ductal adenocarcinoma, that is
with surgery as the main treatment if that is possible.
Adenocarcinoma also develops from the cells that line the airways.
So adenocarcinoma of the nasal cavity is a cancer of gland cells inside the nose.
Adenocarcinoma is a cancer of these cells.
So you can have squamous cell cancer of the lung and also adenocarcinoma of the lung.
Most stomach cancers are '_ adenocarcinomas _'.
Squamous cell carcinoma of squamous cells, Adenocarcinoma of glandular cells,
Transitional cell carcinoma of transitional cells, Squamous cells and adenomatous cells are
found in all body organs.
Have been diagnosed with locally advanced adenocarcinoma of the prostate in the past 6
months, Have only been treated by aTURP or hormone therapy in the last 12 weeks, Are
under 80 years_old, Are fit enough to have radiotherapy to the lower abdomen (pelvis), This
trial is included in our cancer trials database.
Cancers that start in gland cells in the voice box lining (adenocarcinoma)
Only about one in ten to one in twenty cases of cervical cancer are adenocarcinoma.
It is the cells of these glands that become cancerous in adenocarcinoma of the oesophagus
Paget's disease of the vulva is a condition where adenocarcinoma cells spread out from these
glands and across the skin of the vulva.
Renal cell cancer is also called renal adenocarcinoma or hypernephroma.
Sarcomas are also treated differently to adenocarcinomas of the bowel or rectum.
Most Bartholin's glands cancers are adenocarcinomas.
These cancers are treated in the same way as adenocarcinomas.

Squamous cell carcinoma, Adenocarcinoma, Large cell carcinoma, Occasionally it is not
possible to work out which type of non-small cell lung cancer you have.
Over three-quarters of all endometrial adenocarcinomas are this type.
These cancers are treated in the same way as adenocarcinomas.
Adenocarcinoma is uncommon compared to squamous cell laryngeal cancer.
Adenocarcinomas are found mainly in the lower third of the oesophagus.
Another combination of chemotherapy drugs used for adenocarcinoma of the oesophagus is
MCF.
So the pathologist can_ not say whether the cancer started from gland cells (adenocarcinoma)
or skin cells (squamous cell).
Transitional cell bladder cancer, Squamous cell bladder cancer, Adenocarcinoma of the
bladder, Transitional cell cancer
People with Barrett's oesophagus are 50 times more likely to develop adenocarcinoma of the
oesophagus than the average person.
Squamous cell carcinoma, Vulval melanoma, Adenocarcinoma, Verrucous carcinoma,
Sarcomas, Your doctor will tell the type of vulval cancer you have by taking a biopsy.
Gloss
Other types of adenocarcinoma can spread to the bladder.
Adenocarcinoma is a cancer of gland tissue.
Adenocarcinoma develops from the cells which produce mucus.
Adenocarcinoma also develops from the cells that line the airways.
So adenocarcinoma of the nasal cavity is a cancer of gland cells inside the nose.
Term: B cell
There are two main types of lymphocytes - B cells and T cells.
There are two types of cell - B cells and T cells.
It is the B cells that are cancerous in the commonest type of low grade non-Hodgkin's
lymphoma.
Each B cell makes antibodies with a different variable end from other B cells.
The next time the same bug tries to invade, the B cells that make the right antibody are ready
for it.
There are 2 different types of lymphocyte blood cells - B cells and T cells.
B cells develop from cells in the bone marrow called stem cells.
Because the treatment is targeted to the B cells, only a very small amount of radioactive
material has to be used for each treatment.
The cancerous B cells also carry the CD20 protein.
The cells of the immune system then pick out marked B cells and kill them.
The B cells are part of the memory of the immune system.
Helper T cells, Killer T cells, The helper T cells stimulate the B cells to make antibodies, and
help killer cells develop.
In one trial, results with rituximab and CHOP were better than CHOP on its own for people
over 60 with large B cell lymphoma.
This is also found on the outside of B cells.
The white blood cells affected in CLL are B cells.
B cells react against invading bacteria or viruses by making proteins called antibodies.
Antibodies are proteins made by the B cells.
The rituximab gets rid of B cells that are missed by the chemotherapy.
So they are not killed, and normal healthy B cells grow to replace the ones that have been
killed by Rituximab.
All B cells have this protein, so anti-CD20 monoclonal antibodies could work against any
type of B cell lymphoma.
All B cells have the CD20 protein on the outside of the cell.
Normal B cell levels in the blood are restored within a_few months of having the treatment.
The antibody sticks to all the B cells it finds.
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The antibodies target the B cells and the radioactive molecule kills them.
B cells mature in the bone marrow.

Gloss
B cells develop from cells in the bone marrow called stem cells.
the B cells to make antibodies, and help killer cells develop
B cells react against invading bacteria or viruses by making proteins called antibodies.
Antibodies are proteins made by the B cells.
The rituximab gets rid of B cells that are missed by the chemotherapy.

Term: Lymph gland
It is not often used these days because enlarged lymph glands show up on other types of scan
such as CT or MRI.
Lymph glands are part of the lymphatic system of the body.
If your prostate cancer has spread to either your lymph glands or to another part of the body
then treatment directly to the prostate gland will not cure your cancer.
To help stop the cancer from coming back, If you had cancer in any of the lymph glands that
were removed, If cancer cells were found in any of your lymph nodes, there is a chance that
your cancer could have spread before surgery.
Look at The Breasts and Lymph Glands for ideas about how to get to know your breasts over
time and also Symptoms of Breast Cancer which gives details of changes to look out for.
Spread to the lymph glands is less likely to have happened by the time the cancer is
diagnosed.
Help prevent the cancer coming back after surgery, Treat any cancer that has spread,
Testicular cancer cells can spread to the lymph glands that run up the major blood vessel - the
aorta.
Many women diagnosed with breast cancer are found to have cancer cells in the lymph
glands under the arm.
Around 20% of patients need radiotherapy after surgery either because the cancer was not
completely removed or the lymph glands were affected.
Even_if it can be proved that phenytoin may help to cause lymph gland diseases, this will
only affect a small number of people who take the drug and will probably be linked to other
factors in their health that we do not yet know about.
The email says that antiperspirant stops poisons (toxins) being removed from the body in
sweat and so they build up in the lymph glands under the arm and cause a breast cancer.
If you have an enlarged lymph gland in the area of a suspicious mole, then you should
definitely see a doctor as soon as possible.
Some research has suggested that for grade 1 (slow growing) tubular breast cancers, it may
not be necessary to have surgery to the lymph glands under the arm.
There is absolutely no sign of any cancer in a blood vessel, lymphatic vessel or lymph gland
The lymph glands (also called lymph nodes) filter the lymph fluid.
Either to prevent the disease coming back after surgery, Or to treat disease that has spread to
the lymph glands at the back of the abdomen, The area that is treated is usually a strip down
the middle of your abdomen, called a midline strip.
This system can describe the size of a primary tumour, whether there are lymph nodes (also
called lymph glands) with cancer cells in them and whether the cancer has spread to a
different part of the body.
For women, if the symptom that took you to the GP was a swollen lymph gland under your
arm or your blood tests showed raised markers for breast cancer, your doctor will probably
ask you to have a mammogram.
Staging takes into account the size of the tumour, whether the lymph glands (also called
lymph nodes) are affected and whether the tumour has spread anywhere_else.
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'Staging _' takes into account the size of the tumour, whether the lymph glands are affected
and whether cancer cells have spread anywhere_else.
3A means the cancer has grown up_to the ovaries or cancer cells have escaped into the
abdomen, 3B means the cancer has grown down into the vagina, 3C means the cancer has
spread to nearby lymph glands, Stage 4
There is more about the lymph glands and the lymphatic system in the About Your Body
section of CancerHelp UK.
During this operation, the surgeon will take away lymph glands from around the rectum in
case cancer cells have spread there.
Your outlook depends partly on the degree of lymph gland spread, including whether the
cancer has spread through the covering of the lymph nodes.
'Staging _' takes into account the size of the tumour, whether the lymph glands or nodes are
affected and whether the tumour has spread anywhere_else.
During this operation, your surgeon will remove lymph glands around the bowel in case
cancer cells have spread there.
Your surgeon will remove the lymph glands around the bowel in case any cancer cells have
spread there.
There is more about the lymph glands and what the lymphatic system does in the About Your
Body section of CancerHelp UK.
These lumps are affected lymph glands.
Sometimes the lymph glands in your abdomen need to be taken out by surgery, especially if
they are still enlarged after radiotherapy or chemotherapy.
The sweat glands are completely different from the lymph glands.
This is a network of lymph glands connected throughout the body by tiny vessels called
lymph vessels.
M1 Spread outside the breast and local lymph glands
There is no spread to the lymph glands or any other part of the body.
Sometimes, an enlarged lymph gland is the first symptom.
The armpits have many lymph glands.
If you have surgery to remove the lymph glands at the back of your abdomen (retroperitoneal
lymph node dissection), you may be infertile afterwards.
As the dye and radioactive tracer drains away from the breast to the lymph glands, the
surgeon can see the first lymph node that it reaches.
Can leeches be used to reduce the swelling and pain my wife has in her arm from swollen
lymph glands ?
Along the lymph vessels are small bean-shaped lymph glands or '_ nodes _'.
Once the lymph glands have been removed, or the lymph ducts damaged, this can_ not be put
right.
The cancer has not started in these lymph glands.
Cancer cells can break away from the tumour in the breast and travel through the lymphatic
system to the lymph glands under the arm.
The lymph fluid does not flow in the other direction, so toxins can_ not be delivered back to
the body tissues from the lymph glands.
Sometimes testicular cancer spreads into lymph glands lower down - the pelvic lymph
glands.
The lymphatic system is a network of lymph glands and tubes called lymphatic ducts.
Cancer has blocked your lymph glands
How far your cancer has grown into local tissues, Whether it has spread to nearby lymph
glands, Whether it has spread to any other part of the body, This is called '_ staging _' the
cancer.

Gloss
Lymph glands are part of the lymphatic system of the body.
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Spread to the lymph glands is less likely to have happened by the time the cancer is
diagnosed.
The lymph glands (also called lymph nodes) filter the lymph fluid.
Your surgeon will remove the lymph glands around the bowel in case any cancer cells have
spread there.
Sometimes the lymph glands in your abdomen need to be taken out by surgery, especially if
they are still enlarged after radiotherapy or chemotherapy.
Sometimes testicular cancer spreads into lymph glands lower down

Term: Red blood cell
If the level of red blood cells is low (anaemia), you may feel tired and need a blood
transfusion or erythropoietin injections to boost your red blood cell count.
Because bowel tumours can bleed on_and_off, cancer of the bowel often causes a shortage of
red blood cells.
This is a hormone which encourages the body to make more red blood cells.
Erythropoietin (EPO) tells the bone marrow to make red blood cells
Risk of infection, Drop in red blood cells (anaemia), Risk of bleeding, Sickness and
diarrhoea, Sore mouth, Difficulty eating and drinking, Feeling tired and run down, All these
side effects are at their worst when you have just had your transplant and for a couple of
weeks afterwards.
Erythropoietin is a hormone that encourages the body to make red blood cells.
This hormone encourages your body to make more red blood cells.
One of the side effects of having multiple myeloma is that it can affect the red blood cells.
One of the side effects of having multiple myeloma is that it can affect the red blood cells.
Red blood cells carry oxygen round the body.
The markers are the level of anaemia you have (in other words, low your red blood cell count
is) and size of your spleen.
If you are low on red blood cells, you may have a blood transfusion or treatment with
erythropoietin.
If your bone marrow is likely to be affected, you will have regular blood tests during your
treatment to check the number of red blood cells in your blood.
High blood pressure and having fewer red blood cells than normal (anaemia) can also be
symptoms of kidney cancer.
The lack of space in the bone marrow also interferes with the production of red blood cells.
This is a man-made version of a natural substance, erythropoeitin, which stimulates your
body to make red blood cells.
It filters the lymph to take out all the old worn out red blood cells.
This means it is a naturally occuring substance, which encourages your bone marrow to make
more red blood cells.
This means your red blood cell count is too low.
- Anaemia - a drop in red blood cells may make you feel tired and look pale or be short_of
breath.
Your doctor may decide to give you injections of erythropoietin to boost your red blood cell
count.
Drop in red blood cell count (anaemia), which may make you feel tired, look pale or be
short_of breath.
Tiredness and shortness of breath from anaemia (shortage of red blood cells)
Drop in red blood cell count (anaemia) - you may feel tired, look pale or be short_of breath.
Your doctor may want you to have a transfusion of red cells rather_than wait to make up the
shortfall as this can take quite a while with red blood cells.
Blood transfusions are the best way to quickly top up your red blood cells.
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A drop in the oxygen carrying red blood cells may make you feel tired and look pale or be
short_of breath.
Anaemia means you have a low red blood cell count.
Change in normal bowel habits (diarrhoea or constipation) at any age, lasting 6 weeks or
more that comes with bleeding from the back passage (rectum), A lump that the GP can feel
in the right side of your abdomen, A lump that the GP can feel in your rectum (not your
pelvis), A type of anaemia (low red blood cells) called iron deficient anaemia without a
known cause, If you are over 60 and have these symptoms, your GP should consider referral
to a specialist within 2 weeks
Red blood cell count, white blood cell count and platelet count
Breathlessness and tiredness (because_of anaemia from a low red blood cell count)
There is more about the white blood cells, red blood cells and platelets and what they each do
in The Blood and Circulation in the About Your Bodysection of CancerHelp UK.
If our red blood cell count gets too low it can cause breathlessness, weakness and tiredness.
This means that there is not enough space for making normal red blood cells and platelets.
The mature red blood cells live for about three months.
Polycythaemia rubra vera means that you are making too many red blood cells.
Stage C - enlarged lymph nodes and / or spleen ; high white blood cell count ; low red blood
cell and platelet counts
Myeloid stem cells eventually develop into red blood cells, platelets and a type of white
blood cell called granulocytes.
Red blood cells give the blood its red colour.
It usually takes longer for chemotherapy to affect the red blood cell count as fully developed
red blood cells live in your circulation for about 3 months on average.
Red blood cells are able to attach to oxygen to carry it within the circulation to the tissues.
If you have had a partial gastrectomy, your doctor will take regular blood samples to make
sure you are absorbing enough iron and vitamin B12 to keep your red blood cell count at a
normal level.
Indigestion (dyspepsia) at any age in combination with one_or_more of the following
symptoms - weight loss, being sick, or a low red blood cell count (anaemia) caused by
coughing up blood
A shortage of red blood cells is called anaemia.
Your blood cells also grow rapidly, so chemotherapy can lower the number of healthy white
blood cells, red blood cells and platelets you have.
It is also where worn out red blood cells are destroyed and recycled.
The role of the red blood cell in carrying oxygen explains why very anaemic people usually
feel breathless.
Sometimes tiredness is related to a low red blood cell count.
This vitamin is needed by the body to help in the making of red blood cells and to keep the
nervous system healthy.
Gloss
Erythropoietin (EPO) tells the bone marrow to make red blood cells
Red blood cells carry oxygen round the body.
The lack of space in the bone marrow also interferes with the production of red blood cells.
Red blood cells are able to attach to oxygen to carry it within the circulation to the tissues.
A shortage of red blood cells is called anaemia.
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Appendix D: Previously published work

Some of the work described in this thesis has been previously published in
proceedings of peer-reviewed international conferences and one journal. Before its
inclusion into this thesis, most of this work has been extensively revised. The
following, a short description of each of the work will be provided, along with the
reference to the part of the thesis where they have been used or cited.
•

Ha, L. A. 2002. Learning description of term patterns using glossary
resources. In proceedings of LREC2002 Third International Conference on
Language Resources and Evaluation, pp. 2171-2175. Gran Canaria, Spain.
This paper presents the observation that glossaries contain valuable
terminological knowledge which can be extracted by an automatic method.
This is the observation ii presented in Section 1.2.2. On the basis of this
observation, a more detailed analysis of glossaries is presented in Chapter 4,
and how to extract patterns from them in Chapter 5.

•

Ha, L. A. 2003a. Do we correctly count the term frequency? The influence of
the anaphoric expression of terms in automatic term extraction. In proceedings
of Recent Advances in Natural Language Processing (RANLP) 2003.
Borovets, Bulgaria.
This paper analyses the influence of anaphoric expressions of terms in

automatic term extraction. Its results have been presented in Section 3.1.1.1.
•

Ha, L. A. 2003b. Extracting important domain-specific concepts and relations
from a glossary. In proceedings of the 6th CLUK Colloquium, pp. 49–56.
Edinburgh, UK.
This paper presents a statistical method to extract patterns from a glossary and
use them in automatic term extraction. Since then, the method has been
substantially revised and developed. Table 4-8 is extracted from this paper.

•

Ha, L. A. 2004a. A computer-aided terminology processing system prototype.
In proceedings of the Workshop on Terminology, Ontology and Knowledge
representation. Lyon, France.
This paper presents the first prototype of the user interface of the system. The
interface, since then, has been revised. The final version of the interface is
described in Section 8.3.4.

•

Ha, L. A. 2004b. A practical competition among different filters used in
automatic term extraction. In proceedings of LREC 2004, pp. 511-514. Lisbon,
Portugal.
This paper presents a study into the performance of different filters frequently
used in automatic term extraction. The similarities between those filters are
described in Section 3.4.

•

Ha, L. A., and C. Orasan. 2005. Concept-centred summarisation: producing
glossary entries for terms using summarisation methods. In proceedings of
RANLP 2005, Borovets, Bulgaria.
This paper introduces the notation of Concept-centre summarisation, which
has been renamed into Term-centre summarisation in this thesis. The
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methodology presented in the paper has been revised and described in Section
6.2. The evaluation described in the paper has also been revised and described
in Section 7.6.
•

Mitkov, R., L. A. Ha, and N. Karamanis. 2006. A computer-aided
environment for generating multiple-choice test items. Natural Language
Engineering 12(2): 177-194.
This paper describes the multiple-choice test item generation system, in which
an automatic terminology processing engine has been incorporated. The
results from this paper, as well as the next one (Karamanis et al. 2006), have
been described and discussed in Section 8.2.3.

•

Karamanis, N., L. A. Ha, and R. Mitkov 2006. Generating Multiple-Choice
Test Items from Medical Text: A Pilot Study. In proceedings of INLG 2006.
Sydney, Australia.
This paper presents an experiment in which we modified the multiple-choice
test item generation system to work on the medical domain. Sentence
suitability constraints introduced in Section 6.2.3 are similar to the ones used
in this paper.
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