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Abstract 
This paper describes a novel application of 
automatic summarisation methods for producing 
glossary entries. The proposed methodology is 
motivated by two observations: 1) glossary 
entries are increasingly used, especially on the 
Internet; and 2) information contained in a 
glossary entry is, in fact, a summary of 
information about the concept. From these two 
observations, we develop a method to 
automatically summarise contexts of a term1 into 
a short text which can serve as a glossary entry. 
The method uses term-based and indicating 
phrase-based scoring methods to rank and select 
important contexts. A comparison of the 
similarity among the concept-centred summaries 
produced by our method, random baselines, and 
glossary entries produced by human shows that 
our summaries are better than the baselines used 
in this experiment. 

1 Introduction 
Terminology plays a vital role in scientific activities. 
Without proper terminology, the scientific 
community can no longer communicate efficiently 
and accurately. The current information era has 
created a problem: the number of new terms 
constantly introduced has already gone beyond our 
capacity to handle them. Sometimes, this also 
creates confusing situations because quite often it is 
difficult to know what the difference between two 
terms is. Searching for information on the Internet 
can be a solution, but often the amount of 
information about a specific term returned by search 
engines is far too large to be efficiently dealt with. In 
many cases this situation is made worse by the fact 
that many of the top retrieved documents do not 
offer the definition of the investigated concept.  

In light of the above problems, two questions 
arise: 1) can NLP techniques be employed to extract 

                                                 
1 In this paper, terms are defined as linguistic labels of 
domain-specific concepts, regardless whether they are 
single-word or multi-word units. 

most of the important information about a 
term/concept and then present it to the users, saving 
their time and effort? and 2) if yes, which techniques 
can be efficiently used? 

One solution to these questions can be found in 
information extraction (IE), which manually or 
automatically builds templates for concepts, and 
then uses automatic processes to fill in the 
templates’ slots. The problem is that in many cases it 
is difficult to know what a template should look like. 
Furthermore, current IE approaches heavily rely on 
named entities (person names, locations, times, 
organisation name etc.), thus it is very difficult to 
reuse those techniques for technical terms without 
major adjustments. 

Recently, as a result of the introduction of 
definition questions into the question answering 
(QA) evaluation in TREC (trec.nist.gov), researchers 
have begun to build systems which can answer 
questions about concepts. These answers can also be 
considered glossary entries. Most of the existing 
systems rely on traditional definitional patterns 
(such as, like, is a) and/or resources such as Wordnet 
or a general encyclopaedia (TREC, 2003). While 
these patterns and resources are valuable, 
information that can be extracted using such 
approaches is often limited. For example, using the 
above question answering techniques, the answer for 
the question “What is doxorubicin?” could be very 
simple (e.g. “doxorubicin is a chemotherapy drug”). 
Other important facts related to doxorubicin such as: 
“also known as adriamycin”, “used to treat cancer”, 
“orange-red”, “given intravenously” which should 
be included in an information-rich answer, often 
cannot be extracted by these systems. 

Given the shortcomings of IE and QA approaches, 
this paper investigates alternative methods to extract 
glossary-like information about terms. Given that 
(multi-) document summarisation methods can 
already summarise information without relying on 
templates, this paper employs such methods for 
extracting information about a concept. The 



summaries are then compared with glossary entries 
returned by Google.  

The structure of the paper is as follows: Section 2 
discusses glossaries and glossary entries. Section 3 
explains why automatic summarisation is suitable 
for producing glossary entries. Section 4 presents in 
detail how the current summarisation system will be 
adjusted to produce the required output. Section 5 
describes evaluation issues, settings, and results. 
Conclusions and future directions can be found in 
Section 6. 

2 Glossaries and glossary entries 

2.1 Glossaries 
According to Collins Cobuild English Dictionary, 
(Cobuild, 1998), a glossary is “an alphabetical list 
of special, usual or technical words or expressions, 
giving their meanings”. It is compiled by expert(s) in 
the field, and it can either serve as an additional 
resource for her/his books and lectures, or it can be 
used as a short reference point for readers. In the 
past, it was usually in the form of an appendix, and 
therefore it was often brief and considered informal. 
The Internet and hypertext era has changed the 
nature of glossaries, converting them into 
information-rich resources, featuring hyperlinks and 
multimedia explanation. This made glossaries 
become more and more widely used as sources of 
useful information about important concepts in a 
domain. The popularity of searching this type of 
information has led Google (www.google.com) to 
develop a search feature that takes advantage of 
existing human produced glossaries on the Internet 
to find definitions for certain technical terms.2 

2.2 Glossary entries 
A glossary usually is a list of entries from a 

domain. Each entry, in turn, contains a technical 
term and its meaning, definition and/or other 
additional information which is widely used to 
define and explain terms in that domain. For 
example, a glossary entry for antioxidant retrieved 
from Google is: 
 
antioxidant: 
Antioxidants are compounds that slow oxidation processes that 
degrade foods, fuels, rubber, plastic, and other materials. 
Antioxidants like butylated hydroxyanisole (BHA) are added to 
food to prevent fats from becoming rancid and to minimize 

                                                 
2 To search for glossary entry of carbon dioxide, for 
example the user inputs define: carbon dioxide into 
Google, and a list of glossary entries for “carbon dioxide” 
will be returned. 

decomposition of vitamins and essential fatty acids; they work by 
scavenging destructive free radicals from the food.  
(source:http://antoine.frostburg.edu/chem/senese/101/consumer/
glossary.shtml) 

 
In order to be useful a glossary entry should 

contain most important information about a concept. 
In this paper we argue that a glossary entry is, in 
fact, a summary of information about the concept 
(concept-centred summary). This fact is illustrated 
by the above example where the most important 
information about “antioxidant” is described, i.e. 
what it is (a compound), its function (slowing the 
oxidation process), its usage (added to food to 
prevent....), how it works (by scavenging destructive 
free radicals from the food). If we look at another 
glossary entry from a different domain (i.e. B 
Lymphocytes (B cells), from www.cancerhelp.co.uk), 
we will notice that, while the specific information 
and the style are different, the overall structure stays 
the same: a summary about the concept. It still 
contains most important information about B cells, 
like what B cells are, what their functions are, how 
they work, etc. 

 
B Lymphocytes (B cells) 
Type of white blood cell. Lymphocytes make up a quarter to a 
third of the white blood cells. Then there are two types of 
lymphocytes, B and T cells. The B lymphocytes make antibodies 
in response to disease or anything the body recognises as foreign. 
The antibody response is part of the immune response. A cancer 
of the B lymphocytes is called a B cell Lymphoma. (source: 
cancerhelp.co.uk) 

 
In this section, we identified two important facts 

about glossary entries, which are often overlooked, 
and provided arguments as to why we should (and 
could) be able to produce glossary entries 
automatically. Firstly, they are important for people 
to quickly understand a concept they come across in 
textual material, and secondly, they are actually  
summaries of information, and thus can be produced 
by specially developed automatic summarisation 
methods. Given their importance, one could argue 
that they should be manually produced, but this is 
very time-consuming and labour-intensive. 

2.3 Indicating phrases in glossaries 
Statistical analysis of glossaries can reveal which 
kinds of information are preferred to be included 
into a glossary entry. Methods, such as the one 
suggested by (Ha, 2003), can produce a list of words 
which are important in glossaries and which signal 
information which should be included in the 
glossary entries. These words are similar to 
indicating phrases used in automatic summarisation. 
For example, the following extract from a chemistry 
glossary: “acid: a compound containing detachable hydrogen 



ions; alloy: A mixture containing mostly metals; saturated fat: 
A lipid that contains no carbon-carbon double bonds. …” 
suggests that information signalled by the word 
“contain” is important in the domain of chemistry, 
and “contain” can be used as an indicating phrase. If 
we look at another glossary from a different domain, 
the appropriate indicating phrases are very different. 
Take the domain of cancer as an example, where the 
indicating phrases would be “cause”, “affect”, or 
“stop”, instead of “contain”, “produce”, or 
“dissolve” as in the domain of chemistry. Details of 
extracted and used indicating phrases can be found 
in section 4.2. 

3 From document-centred 
summarisation to concept-centred 
summarisation 

In the previous section we mentioned the fact that 
one of various ways to obtain glossary entries is to 
use methods from automatic text summarisation. In 
this section, we introduce the notion of concept-
centred summarisation as a way to produce glosses.3  

We define the notion of concept-centred 
summarisation (CCS) as a summarisation method 
which produces a summary from sentences about a 
particular concept (e.g. concordance lines about a 
concept). Concept-centred summarisation should not 
be confused with user-focused summarisation. In 
user-focused summarisation sentences are selected 
on the basis of their appropriateness to the users' 
interests; some of the sentences from the source do 
not have anything to do with these interests making 
it easier to eliminate them. In contrast, in CCS all 
the sentences from the source are related to the 
concept of interest because they are concordance 
lines containing this concept. In light of this, 
methods from user-focused summarisation cannot be 
directly used here. 

Concept-centred summarisation has also some 
similarities with multi-document summarisation 
because the concordance lines are extracted from 
several documents and issues such as redundant 
information in the source need to be tackled. 
However, as in the case of user-focused 
summarisation, a large number of the sentences in 
the documents to be summarised can be easily 
identified as not important by using different clues. 
This is not easy in concept-centred summarisation.  

Because the input of the summariser is a single 
document, concept-centred summarisation can be 
considered an instance of single document 

                                                 
3 In this paper, we use “glosses” and “glossary entries” 
interchangeably.  

summarisation. As aforementioned, in CCS all the 
sentences are linked to the concept and therefore 
sentence elimination methods cannot be easily 
employed. However, among the different 
summarisation methods mentioned above we believe 
that single document summarisation is the closest to 
the concept-centred summarisation and therefore the 
methods used to produce concept centred summaries 
are borrowed from single document summarisation. 

In light of this, the methods which can be used in 
concept-centred summarisation are statistical 
methods where the importance of a sentence is 
determined by the statistical scores of the words 
constituting that sentence (Luhn, 1958; Zechner, 
1996). As mentioned in section 2.3, indicating 
phrases are quite common in glossaries which 
suggests that they should be used in the 
summarisation process in a similar manner to the 
one proposed in (Paice, 1981). Discourse-based 
methods proved very effective in single document 
summarisation (Marcu, 1997; Azzam, Humphrey, & 
Gazauskas, 1999), but because the input of the 
concept-centred summariser is not a coherent piece 
of discourse, but a list of contexts for terms they 
cannot be used here. Because the same piece of 
information can be presented in several concordance 
lines, methods from multi-document summarisation 
which tackle this problem need to be employed. 
Clustering approaches and Maximal Marginal 
Relevance measures (Carbonell, Geng & Goldstein, 
1997) can be used in order to minimise the quantity 
of redundant information present in a summary. 

The concept-centred summarisation method 
employed here is explained in Section 4.2. 

4 Settings for concept-centred 
summarisation 

In this section we explain the data used to extract 
the documents to be summarised, the method 
employed to extract the indicating phrases and the 
settings used for the summarisation method. 

4.1 Terms and concordance lines 
Initially, the set of concepts used in this research 
consisted of 50 terms from the domain of chemistry 
and 50 terms from that of cancer extracted from 
relevant corpora. The terms are chosen randomly 
from the most frequent terms in each domain. 
Sentences which contain the selected terms are also 
extracted from these corpora. From the initial set of 
terms, we performed searches on Google for 
glossary entries, and found entries for 17 terms in 
the domain of cancer and 30 in chemistry. For this 
reason only 47 terms from a total of 100 were 



included in the evaluation process. The corpus used 
for cancer contains texts collected from the 
cancerhelp.co.uk website, approximately 600000 
words, whereas the chemistry one contains various 
elementary chemistry texts collected from the 
Internet (approximately 400000 words). 

4.2 Extracting indicating phrases from 
resources 

In order to extract indicating phrases from 
glossaries, we used a procedure similar to the one 
suggested by (Ha, 2003), where the usage of a 
specific verb in the glossary is compared to its usage 
in the BNC (Burnard, 1995). If statistical hypothesis 
testing (t-test in this case) indicates that the 
difference is significant, and the verb is heavily used 
in the glossary, it will be considered as an indicating 
phrase. Take the verb contain as an example. In the 
chemistry glossary, its normalised frequency is 0.02, 
compared to 0.00095 in BNC, and the t-test score of 
the difference is 10.23, showing that we can be over 
99% confident that the difference is significant. On 
the basis of this the verb contain is considered an 
indicating phrase in chemistry domain. 

Using this procedure, indicating phrases from a 
glossary of chemistry collected from 
(http://antoine.frostburg.edu/chem/senese/101/consu
mer/glossary.shtml) and from Cancerhelp’s glossary 
have been extracted and used in the summarisation 
method described below. It should be noted that 
these glossaries, as training materials, are 
independent from the ones used in the evaluation 
(retrieved by Google). 

4.3 Summarisation settings 
In Section 3, we already indicated several possible 
ways to produce glosses from concordances. In this 
section we present our method to produce the 
summaries. As we already hinted in order to produce 
high quality summaries two problems need to be 
tackled. First, it is necessary to identify those 
sentences which contain the important information, 
and, secondly, it is necessary to minimise the 
amount of redundant information in the summaries. 

The important sentences are identified by a 
combination of a term weighting method and one 
based on indicating phrases. The term weighting 
method relies on TF*IDF (Salton & McGill, 1983) 
to compute the importance of a word, the score of a 
sentence being obtained by adding the score of 
words constituting the sentence. In order to improve 
the results, before the score is calculated, all the 
words are reduced to their lemma. Indicating phrases 
are the second way to determine the importance of a 

sentence, the score of a sentence being the number 
of indicating phrases present in the sentence. The 
final score of the sentence is obtained by using a 
linear combination of the two normalised scores. 
The optimal weights were obtained through 
experiments (section 5.4).  

In order to minimise the redundancy of the 
extract, every time a sentence is added to the extract, 
the score of each remaining sentences is penalised 
by the similarity between the remaining sentence 
and the extract. The motivation for this is the fact 
that if a sentence contains information which is 
already present in the extract it should not be 
included in the extract.  

5 Evaluations 

5.1 Evaluation schemes 
Given that the glossary entries are concept-centred 
summaries, their evaluation is a difficult task. This 
difficulty was noticed in the case of the definition 
questions in TREC, a task similar to the one 
attempted here. When definition questions were first 
introduced in 2001, TREC accepted NIL answers 
when an answer to a question of this type could not 
be determined. In 2002, this type of question was 
removed. In 2003, a more complicated evaluation 
scheme was introduced. This scheme required the 
manual compilation of a set of target nuggets that 
were considered vital and ok for each question. After 
that, human judges would be asked to determine 
how many of those nuggets were retrieved in the 
automatic answers. The different evaluation methods 
used by TREC in such a short time reiterates how 
difficult is to evaluate this type of information. 

The current evaluation method proposed in TREC 
requires a pre-compiled nugget set as well as 
humans to read the text and classify which of the 
answers has a correspondent in the set of nuggets. 
This type of evaluation is very time-consuming, and 
also very difficult to repeat many times. For this 
reason, in this paper we do not employ this 
methodology as the main evaluation. Instead, we 
decided to use a target based evaluation method 
where the output of our system is compared with a 
gold standard. Only after we identify the best 
parameters for the method, a manual, nugget-style 
evaluation on the output using the best parameters is 
performed. In the next section, we present how our 
gold standard was created, the target based 
evaluation method used and the evaluation results. 
We then perform a small scale nugget-style 
evaluation (section 5.5), to confirm the results of the 
automatic evaluation. 



5.2 The gold standard 
The gold standard used here was created using a 
semi-automatic method. For the terms chosen for the 
experiment, we used the google:define search 
feature to collect their definitions from well 
established glossaries. 

When such a search was performed on Google, 
multiple glossary entries were returned. The use of 
multiple sources like this ensures that our gold 
standard is more objective. As mentioned before, 
searches on Google only returned glossary entries 
for 30 terms in chemistry and 17 terms for cancer, 
emphasising the domain glossaries and the necessity 
to find reliable methods to produce them. Some of 
the results from Google were too short, containing 
only one entry, as in the case of "prostate cancer: 
cancer of the prostate gland", and had to be 
reinforced by manually searching for glossary 
entries of these terms and manually inserting them 
into the gold standard.4 

As a result of this process for each term we had a 
set of human produced definitions that contains the 
information which our summaries should contain 
and which constitutes our target summary. 

5.3 The evaluation metric 
In order to establish the amount of information 
present in a concept-centred summary, we compute 
the similarity between the summary and the gold 
standard produced for a term. Because quite often 
the gold standard contains redundant information, it 
is not possible to compute the simple cosine distance 
between the two texts. A solution to this problem 
could have been to identify those sentences in the 
gold standard which contain redundant information 
by using a clustering algorithm. We decided not to 
use this approach because clustering could have 
introduced errors reducing the quality of our gold 
standard. Instead we decided to make the evaluation 
an iterative process where we compare each 
sentence from the extract with each sentence in the 
gold standard, trying to identify a pair of sentences 
which has maximum cosine similarity. Once the pair 
is identified, the sentence from the gold standard is 
removed from it so it is not used in future 
comparisons. The reason for removing the sentence 
from the gold standard is that once the information 
in that sentence is identified in the extract another 
sentence from the extract which contains the same 
information should be penalised. Figure 1 presents 
the pseudocode for the algorithm.  

                                                 
4 These data are collected in June 2004. Since then, 
Google has been indexing more glossaries. 

Figure 1: Pseudocode for the calculation of similarity 
between summaries and the gold standard 

5.4 Results  
Using the evaluation method described in the 
previous section we compared the results of our 
concept-centred summarisation method with two 
different baselines. The first baseline randomly 
selected a specified number of concordance lines for 
a term. The justification for this baseline is that a 
human who wants to find information about a 
concept and who uses Google to obtain this 
information will receive more or less a similar 
summary. The second baseline uses clustering to 
determine a specified number of clusters which 
contain the most central information for the set of 
concordances. The distance between the 
concordances is computed using cosine distance.  

From each term, we produced glossary entries of 
5 sentences if the number of concordance lines for a 
term was below the average number of lines in the 
collection or 10 sentences otherwise. We decided to 
produce such short summaries because the human 
produced glossary entries are very short. 

As mentioned in section 4.3, the decision to select 
a sentence is based on the weighted scores of three 
modules: TF*IDF scoring, indicating phrases and 
similarity between sentences and the extract. The 
weighting of each module was determined by testing 
different combinations for the parameters. The best 
set of parameters proved to be 1.5 for TF*IDF, 0.5 
indicating phrases and 0 for the similarity between 
sentences. This result is rather surprising as research 
in automatic summarisation showed that usually 
indicating phrases have a great beneficial influence 
on the quality of the summary. The fact that the 
introduction of similarity does not help is another 
surprise which needs to be investigated further.  

In addition to producing summaries using the 
described method, we determined a set of sentences 
from the input which has maximum similarity with 
the gold standard. The purpose of this exercise was 
to determine the best extract which can be produced 
from the concordances and therefore determine the 
upper limit of our summarisation method. 

T: set of sentences in the gold standard. 
S: set of sentences in the [random,automatic] 
summary. 

 
Sim=0; 
Foreach s in S 

Sim+=max sim (s,t) (t in T); 
Remove arg max sim (s,t) from T; 

Endfor 
return Sim/no sentences in the summary 



Using the best set of parameters, we compared 
our method with the two baselines and to the upper 
limit. According to our evaluation metric, the 
summaries produced by the proposed methodology 
are more similar to the target summaries than the 
baseline ones (see Table 1). For space reasons Table 
1 presents only the results for the random baseline 
because the clustering one performed very poorly 
even in comparison with the random one. Our results 
also show that there is still room for improvement, 
as our automatic summaries are still significantly 
less similar to the target one, compared to the best 
case summaries, which consist of (5 or 10) sentences 
from term concordances most similar to target 
summaries. 

Table 1:  [min, max, and average (avg)] similarity 
between [random (r), automatic (a), best case (b)] and the 

target summaries. 
 
We also performed hypothesis testing (t-test) to 

find out whether or not these differences between 
the random baselines and the automatic summaries, 
in term of similarity with the target summary, are 
significant. The results of this calculation also 
confirm the hypothesis that summaries produced by 
our methods are significantly more similar to the 
target summaries than the random ones (the 
calculated levels of confidence of this hypothesis are 
99% and 95% in the case of chemistry and cancer 
information respectively). 

5.5 Manual evaluation 
The above evaluation is a fully automatic one, fast 
and inexpensive, but some critics may say that it 
does not evaluate the content of a glossary entry 
accurately. To confirm our proposed evaluation, we 
designed an additional nugget-style evaluation, in 
which, we first identify important facts (nuggets) 
from the target definitions used in the above 
experiment based on their frequency, then score our 
automatic glossary entries according to these 
nuggets to see how good our system is on the task of 
retrieving them. 

For example, for the term: doxorubixin, google 
returns 6 definitions, among which, the fact that 
doxorubixin is “used in the treatment of cancer” is 
repeated 4 times, that it is “known as adriamycin” 3 
times, “antibiotic” 2, “chemotherapy drug” 2; and 
other less frequent facts such as it is orange-red, or is 
given intravenously appear only once. From this, we 

consider “used in the treatment of cancer”, “known 
as adriamycin”, “chemotherapy drug”, “antibiotic”, 
“orange-red”, “given intravenously” target nuggets 
for the glossary entry of “doxorubixin”. Scores for 
each of these nuggets are assigned according to their 
frequency rank (which indicates their importance), 
the most frequent one has a score of 4, the next one 
3, 2, 1, and the rest 0.5. In the “doxorubixin” case, 
the scores are assigned as: “used in the treatment of 
cancer”: 4 (nugget a); “known as adriamycin”: 3 (b); 
“antibiotic/chemotherapy drug/drug”: 2 (c); and 
“orange-red/given intravenously” 0.5 (d) 
 

 AS RS FS 
adenocarcinoma 1 0 7
B-cell 4 7 8
biological therapy 6 3 10
blood clot 0 0 0
doxorubicin 7.5 4 9.5
growth factor 0 4 7.5
Leukaemia 4 0 7
liver cancer 4 3 6
lymph land 6 0 6
Melanoma 0 0 10
monoclonal antibody 0 0 2
prostate cancer 1 0 4
red blood cell 4 0 5.5
rhabdomyosarcoma 6.5 8 8
testicular cancer 0 0 0

 
This process of identifying important nuggets is 

performed on 155 terms in the domain of cancers. 
Then for each automatic glossary entry produced, 
we score them according to the appearance of those 
nuggets. For example, an automatic glossary entry 
for doxorubixin containing nugget a, b and one of 
the ds will have a score of 7.5 (4+3+0.5). We also 
assigned scores to the full concordances of the term 
in the same manner, to see what the maximum score 
we can get is. In the case of doxorubixin, its full 
concordances contain all (a), (b), (c) and “given 
intravenously” nuggets, thus having the score of 9.5. 
To have a baseline figure, we randomly extract a 
number of sentences from the full concordance (the 
same number as the automatic glossary entry, which 
is either 5 or 10, see 5.4), and score those “random 
entries” using the same procedure. 

                                                 
5 For “blood test” and “lung”, we were unable to identify 
the important nuggets because of none of the nuggets 
appears more than twice in the target definitions. 

min max avg  
r a b r a b r a b 

chem. 0 0.02 0.21 0.27 0.37 0.63 0.14 0.19 0.41
cancer 0 0.05 0.08 0.36 0.44 0.73 0.17 0.23 0.44

Table 2: Nugget scores of automatic glossary entries and 
full concordances (AS: automatic glossary entry score, the 

best set of parameters used; RS: randomly selected 
sentence score; FS: FullCon score ) 



It should be said that this is a lengthy process, as 
it involves manually looking through hundreds of 
concordance lines. The results are given in Table 2. 
The total score for the automatic glossary entries is 
44; random entries 29; and for full concordances 
90.5. This indicates that the method perform better 
than the baseline, and successfully identifies about 
half of the available (weighted) target nuggets. 
When the total number of sentences in these full 
concordances (1423) and in these automatic glossary 
entries (95) is taken into account, it becomes clear 
that the proposed method of producing glossary 
entries is attractive, as it reduces the number of 
sentences nearly 15 times, while retaining about half 
of the (weighted) important nuggets. These results 
are also compatible with the results produced by the 
automatic evaluation, indicating that our proposed 
metrics are valid. 

6 Conclusion and future directions 
This paper presents a novel method to produce 
glossary entries on the basis of terms’ concordance 
lines. Glossary entries, which can be interpreted as 
concept-centred summaries, are very useful 
resources. In contrast to other methods which 
perform a similar task (i.e. TREC 2003), the method 
proposed here produces more informative entries 
and can be easily adapted to any domain.  

Even though the results show that our method 
performs significantly better than the baselines, 
further investigation is necessary in order to improve 
the results more. The first problem which needs to 
be addressed is the coherence of the extracts. At 
present, the sentences in the extract are presented in 
the order of their scores. In the future, we are 
planning to investigate ways to reorganise these 
sentences in order to produce a more coherent text.  

The scoring function can also be improved. 
Currently, the context for the terms is restricted to 
only one sentence. We intend to extend this context 
to several sentences, in order to be able to 
experiment with other methods and produce higher 
quality summaries. Indicating phrases are extracted 
in a simplified procedure, and will need more 
attention. This experiment also does not fully 
explore different combination among term weight, 
indicating weight and similarity (see 4.3), leaving 
room for further improvement. 

The evaluation procedure we propose in the paper 
is an automatic, inexpensive and objective one, but 
we are yet to deal with the quality of the produced 
summaries in term of human judgement. In future 
we plan to experiment with other evaluation 
methods inspired by the ones used in text 

summarisation (e.g. ROUGE (Lin, 2004) or pyramid 
method (Nenkova & Passonneau, 2004) 
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