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Abstract  

We present the proposal for an approach to 
word sense disambiguation with application in 
machine translation from English to Brazilian 
Portuguese. This approach follows a hybrid 
natural language processing method, that is, a 
mixture of knowledge and corpus-based 
approaches. The main innovative feature is the 
formalism that we intend to use to represent 
the instances and the background knowledge. 
Opposed to other approaches to word sense 
disambiguation, which use restricted 
propositional formalisms, we will employ a 
relational one. As a consequence, we expect 
that the resultant system will overcome the 
limitations of the current work, effectively 
dealing with the lexical semantic ambiguity in 
machine translation. 

1 Introduction 

Machine Translation (MT) is one of the longest 
standing problems in Natural Language Processing 
(NLP), but still presents many challenges. One of 
the main challenges is that of lexical choice in the 
case of semantic ambiguity, i.e., the choice for the 
most appropriate word in the target language for a 
word in the source language when the target 
language offers more than one option for the 
translation and these options have different 
meanings, all of them having the same part of 
speech. For example, considering English-
Portuguese translation, the noun “bank” has at 
least two unrelated meaning translations 
(homography): “banco” (financial institution) and 
“margem” (land along the side of a river, lake, 
etc). The verb “to run”, on the other hand, has at 
least two possible related meaning translations 
(polysemy): “corer” (to move quickly) and “ir” (to 

go). The area that deals with this problem is 
referred to as Word Sense Disambiguation (WSD). 
Particularly for English-Portuguese MT, the 
language pair addressed in this work, the lack of 
effective WSD mechanisms is one of the main 
reasons for the unsatisfactory results of the existent 
MT systems. 

Several models of WSD have been proposed, 
mainly for monolingual contexts, including 
knowledge-based approaches, which make use of 
linguistic (and eventually extra-linguistic) 
knowledge manually codified or extracted from 
lexical resources; corpus-based approaches, which 
make use of knowledge automatically acquired 
from text using Machine Learning (ML) 
algorithms; and hybrid approaches, which merge 
characteristics from both approaches.  

Nonetheless, as emphasized by Hutchins and 
Sommer (1992), monolingual WSD is different 
from the multilingual task, since this latter is 
concerned only with the ambiguities that come 
along in the translation from one language to 
another. There are only a few approaches designed 
specifically for MT. Most of them follow the 
knowledge-based method, for example, Pedersen 
(1997) and Dorr and Katsova (1998). Knowledge-
based approaches tend to be very accurate, but 
suffer from the knowledge acquisition bottleneck, 
so they are in general limited to a small subset of 
the languages. There are also some corpus-based 
approaches, such as Brown et al. (1991) and Lee 
(2002), which can convey to wider coverage, but 
are in some way constrained by need of consistent 
and significant sample corpora. Moreover, there 
are no guarantees regarding the correctness of the 
automatically acquired knowledge. At last, 
approaches following the hybrid method, such as 
Zinovjeva (2000), are quite rare, even if we 
consider WSD for monolingual applications 
(Stevenson and Wilks, 2001, e.g.). Hybrid 



approaches try to explore the advantages of both 
other methods and minimize their limitations. 
However, they use a formalism to represent 
knowledge and examples that constrains their 
hybrid goal: the propositional formalism (attribute-
value format). This formalism makes unfeasible 
the representation of substantial knowledge, 
mainly if it is relational, and its use during the 
learning process. Even though it is known that a lot 
of knowledge regarding to languages is relational 
(e.g., syntactic or semantic relations among words) 
(Mooney, 1997), as far as we know, all work in 
WSD use propositional representation, probably 
due to its simplicity. 

In this paper we present the proposal of a model 
for WSD with application in English-Brazilian 
Portuguese MT that follows a hybrid approach, 
employing a more expressive relational formalism, 
based on first-order logic, to represent both the 
examples and the background knowledge. The 
idea, for that, is to make use of Inductive Logic 
Programming (Muggleton, 1995). 

Before the creation of this model, we carried out 
a corpus study to investigate the problems caused 
by lexical ambiguity in translations of real texts for 
current MT systems, in order to identify the most 
problematic cases and use them as our initial 
scope.  

Since we intend to explore supervised learning, 
which is the most appropriate strategy for MT, we 
also first created a sense tagged corpus. To 
minimize the manual sense tagging effort, we 
developed an automatic approach, based on 
parallel corpora and some heuristics.  

The rest of this paper is organized as follows. In 
Section 2, we present the corpus study carried out 
in order to delimitate our initial setting. In Section 
3 we report the creation of the sample corpus. In 
Section 4 we describe the proposed WSD 
approach. In Section 5 we discuss some 
conclusions and future work. 

2 Lexical semantic ambiguity in 
English-Portuguese MT – a corpus study  

This study aimed both to justify the WSD 
approach and to set the limits of such proposal to 
more problematic cases of ambiguity in MT. We 
looked only at verbs, since this is one of the most 
ambiguous categories of words. We analyzed the 
fifteen most frequent and potentially ambiguous 

verbs of the British National Corpus (BNC) 
(Burnard, 2000).  

To analyze those verbs, we considered the three 
English-Portuguese MT systems: Systran1, 
FreeTranslation2 and Globalink Power Translator 
Pro®. We randomly selected about 35 sentences 
from the BNC with each verb, amounting to 530 
sentences. We then submitted these sentences to 
the MT systems and manually analyzed the 
resultant translations, assessing the occurrence of 
ambiguity, its effects, and the treatment given by 
the systems to that problem. 

We defined a specific criterion to identify the 
most problematic verbs: the verbs not properly 
translated by at least two systems, in most of their 
occurrences. According to this criterion, seven 
verbs were selected: to go, to get, to make, to take, 
to come, to look and to give. The average number 
of possible translations3 of these verbs is 155. 
Some cases of ambiguity that were not properly 
handled by all of the systems are shown in Figure 
1. 
 
 
 
 

Figure 1: Examples of lexical semantic ambiguity 

For the first sentence in Figure 1, the correct 
translation of “go” would be “continuar” (proceed, 
continue), but the three systems used “ir” (move). 
For the second and third sentences, the correct 
translation of both verbs “get” and “take”, 
respectively, would be “tornar-se” (become), but 
the systems used “receber” (receive), “começar” 
(start) and “adquirir” (acquire), for the second 
sentence, and “tomar” (get hold of, ingest, seize, 
etc), “fazer exame” (read), and “levar” (lead, 
remove, etc), for the third one. 

Besides allowing the selection of the most 
problematic verbs, this study showed that the 
systems under consideration employ too simple 
strategies concerning to lexical semantic 
ambiguity, such as the frequency of the possible 
translations. In general, each system chooses one 
of the possible translations and utilizes it in most 
                                                      
1 www.systransoft.com 
2 www.freetranslation.com 
3 Including those related to phrasal verbs for which the 
translation consists of only one word. Expressions and 
multiword translations will be tackled in future work. 

The war may well just go on and on.  
It's best to be alone when the noises get this loud. 
Now eat your supper, before it takes cold. 



of the occurrences of the verb, except for some 
common phrasal verbs and simple idioms. 
Therefore, the study also emphasized the 
importance of an efficient WSD mechanism in this 
context.  

The set of seven verbs constitutes the initial 
scope of this work; consequently, our sample 
corpus, described in the next section, will consist 
of sentences containing these verbs. In future 
work, we plan to expand this initial scope to a 
larger set of words. 

3 The creation of the sample corpus 

According to WSD evaluation exercises, such as 
SENSEVAL (Edmonds & Cotton, 2001), the 
supervised ML approaches are superior to the 
unsupervised ones. When considering MT, it is 
very difficult to imagine the effectiveness of an 
unsupervised approach, since the possible senses 
(translations) need to be previously determined, as 
stressed by Wilks & Stevenson (1997). 
Consequently, a sense tagged corpus is needed.  

In order to avoid the manual tagging effort, a 
direct strategy to create such a corpus would be to 
use parallel corpora and a word alignment method 
to identify correspondences between each word 
pair (in the source and target languages). However, 
for English-Portuguese parallel texts, the 
performance of the alignment methods is still 
unacceptable: precision of 57% and recall of 61% 
(Caseli et al., 2004).  

Since we consider the disambiguation of only a 
few words, a more specific strategy may allow 
more accurate results. Our strategy is based on 
sentence aligned parallel texts and some heuristics. 
The available parallel corpora, the set of heuristics, 
as well as an evaluation experiment considering 
one of the corpus are describe in this section. A 
more detailed description can be found in Specia et 
al. (2005). 

3.1 Parallel corpora 

The original untagged corpora consist of sentences 
containing the seven verbs collected from several 
sources, using specifically developed 
concordancers. All these corpora were previously 
aligned at the level of sentences, and the sentences 
in pairs of non one-to-one alignments were 
grouped so that the number of sentences or groups 
of sentences, to what we call “units”, is the same in 

both languages. The corpora, their number of units 
(half in each language), and English (E) and 
Portuguese (P) words are illustrated in Table 1. 
 

Corpus Num. 
units 

Num. E 
words 

Num. P 
words 

Europarl 290,844 4,936,166 4,853,172 
Messages 32,282 326,857 337,352 
Bible 24,960 339,766 312,272 
Compara 11,044 133,023 119,650 
PHP  398 5,376 4,249 
ALCA 330 5,912 5,777 
CPR 82 1,202 1,235 
NYT 80 1,164 1,158 
Total 360,020 5,749,466 5,634,865 

Table 1: Number of sentences and words 

Europarl (Koehn, 2002) comprises English and 
Portuguese versions of texts of the European 
Parliament. Messages is a corpus of messages used 
in Linux open-source programs (error, messages, 
general input/output messages, etc) and their 
translations4. Bible contains versions of the 
complete catholic bible in both languages. 
Compara (Frankenberg-Garcia and Santos, 2003) 
comprises fiction books, originally in Portuguese 
or English, and their manually elaborated 
translation. PHP consists of the user manual to 
PHP programming language5. ALCA comprises 
10 bilingual versions of documents from Free 
Trade Area of the America6. CPR consists of 65 
abstracts of Computer Science thesis from the 
University of Sao Paulo and their version in 
English. Finally, NYT comprises eight on-line 
daily news of the New York Times newspaper 7. 

Some steps of pre-processing were carried out on 
the untagged corpora in order to transform them 
into an appropriate format: 

1. Tokenization of units in both languages; 
2. POS tagging of units in both languages; 
3. Lemmatization of the Portuguese verbs; 
4. XML annotation in both languages, indicating 

the units’ correspondences, among other 
information.  

 

Every verb was handled separately, since we 
intend to create a WSD model for each verb. We 
                                                      
4 www.gnome.org 
5 www.php.net/download-docs.php 
6 www.ftaa-alca.org/alca_p.as 
7 www.nytimes.com 



also considered corpora separately, because we 
want to compare the WSD models generated for 
different gender and domain corpora (also for 
different types of Portuguese: from Brazil and 
from Portugal).  

3.2 Heuristics 

Having the corpus in the appropriate format, the 
next step was the identification of the correct 
sense, i.e., the translation of the verbs in question, 
followed by the annotation of those verbs in the 
English unit with their corresponding translation. 
For that, the following postulations were 
considered (assuming a parallel corpus correctly 
aligned at the level of the sentence): 

• Since every English unit has, in the parallel 
corpus, only one unit that represents its 
translation in Portuguese, the translation of 
the verb can be found in that unit; 

• Every English verb has a pre-defined set of 
possible translations, including those referring 
to phrasal verbs, and this set can be extracted 
from bilingual dictionaries; 

• Phrasal verbs and other multi-word 
expressions have specific translations; so, 
whenever a verb occurs in such constructions, 
the translation of the complete construction 
must be first considered; if no translation 
occur in the unit, possible translations of the 
verb itself can be considered; 

• If there are two or more possible translations 
for an English verb, the more similar to the 
position of the English verb is the position of 
the translation in its respective unit, the more 
likely it is the correct one. 

 
To define the set of possible translation for each 
verb (in fact, for its lemma), two English-
Portuguese dictionaries were consulted: Houaiss 
(1982 edition) and Collins Gem (2001 edition). In 
this first stage, we neither considered multi-words 
as translations, nor tried to handle complex 
constructions, such as idioms.  

Given these postulations, the translation (target-
word) of an English verb (source-word) was 
identified through the following heuristics: for 
each occurrence of the source-word, we sought for 
one of its possible target-words in the 
corresponding Portuguese unit, based on its list of 
possible translations. We looked only at the 
lemmas of the words tagged as verbs, giving 

preference to the translations of phrasal words and 
expressions, when they occur in the source unit, 
and also to the translations in a more similar 
position to the position of the source-word. If there 
were more than one occurrence of the same verb in 
a unit, all of them were tagged individually. 

For example, for the pair of units shown in 
Figure 2, considering the verb “come” (position = 
8), the system will correctly identify that the 
translation of the verb is “vir”, the lemma of 
“vindo” (position = 9). According to the set of 
translations, two other translations could be 
selected: “sair” (position = 2) and “ir (lemma of 
“for”) (position = 6). However, the heuristic of the 
most similar position allows avoiding these wrong 
selections. 
 

 
 
 

Figure 2: An example of parallel units 

3.3 Evaluation 

In order to accomplish a preliminary evaluation of 
our approach, we tried it out with one of our 
parallel corpus, namely, Compara. The system was 
able to determine a translation for 4,528 of the 
verb occurrences (82%), which can be considered 
a measure of the coverage of the approach.  

The lack of identification for 18% of the 
remaining occurrences was due to four main 
reasons: (a) the incompleteness of the list of 
possible translations, resulting from the 
incompleteness of the dictionaries used (and of the 
dictionaries in general); (b) the fact that we did not 
consider translations of idioms and translations 
realized as multi-words; (c) problems with the 
tools used in the pre-processing steps, such as POS 
tagging errors; and (d) problems with the parallel 
sentences, including cases of omission and 
addition of words in the translated sentence, as 
well as other changes. 

It is worthy noticing, however, that our approach 
is biased towards accuracy of the sense tagging to 
the detriment of a wide coverage. This choice was 
made in order to avoid the propagation of sense 
tagging errors to the ML process generating the 
WSD model.  

To assess the accuracy of the system, we 
randomly selected 200 occurrences of each verb of 
the tagged corpus Compara, amounting to 1,400 

“I'd rather do without whatever I came for.” 
“Prefiro sair sem o que for que tenha vindo comprar.” 
 



sentences, and looked into their corresponding 
original sentences, to verify whether the translation 
indicated by the system was the right one. The 
results are shown in Table 2. 

 

Verb Accuracy   
come  78% 
get 75% 
give 91% 
go 87% 
look 89% 
make 68% 
take  84% 
Average 81.7% 

Table 2: Accuracy of the sense tagging process 

The accuracy (sometimes called “precision”) is 
measured here as the proportion of senses correctly 
identified by the system over the total of senses 
identified. As we can note in the Table 2, the 
results show that our approach is able to identify, 
in average, the correct senses of 81.7% of the 
analyzed verbs from Compara. 

The tagging errors are, in general, consequences 
of the four problems listed above, but are also due 
to deficiencies in our heuristics. For example, 
considering the position of the words could be a 
bad strategy when translations are not literal. 
Moreover, some cases of errors due to idioms or 
modified translations could be avoided if those 
cases were simply not considered by the system. 
Indeed, to avoid the problem of selecting the 
wrong translation when the actual one is not in the 
sentence, a rationale strategy, which we will 
employ in future work, is to add more constraints 
to the search process. We intend, for example, to 
exclude the sentences with idioms in the pre-
processing stage, as well as to rule out some 
unimportant words, like prepositions, in the 
counting of the heuristic that considers the 
positions of the words. We also plan to experiment 
with the translations probabilities extracted from 
the parallel corpus to help to choose among several 
possible translations, as well as to reject the 
translations with an excessively low probability. 

As for the differences in the accuracy of the 
different verbs, it is interesting to note that it is not 
directly related to the number of possible 
translations of the verbs. For example, “look” has 
55 possible translations, and a lower precision than 
“give”, which has 109 possible translations. 

However, certainly the performance of our strategy 
is influenced by the high degree of ambiguity of 
the verbs as a whole, as well as for their general 
use nature. This last feature causes them to have 
possible translations in common with other verbs, 
which makes more difficult to automatically find 
out their proper translation. 

Despite the mentioned problems, the results are 
promising, considering that we employed only 
very simple heuristics. After improving those 
heuristics, the sense tagged corpora created will be 
used to carry out some experiments with 
propositional ML algorithms and also with our 
proposed WSD approach, described as follows. 

4 A relational supervised approach 

4.1 Motivation 

As we mentioned, current corpus-based and hybrid 
approaches to WSD (in general, monolingual) use 
propositional formalisms to express knowledge 
about the examples. In fact, traditional ML 
algorithms use attribute-value vectors as their entry 
format. The kind of information used varies from 
work to work, but can include from the 
surrounding words in the sentence and their 
individual characteristics, such as POS tags, to 
some relational information, such as syntactic 
relations. One attribute (or feature) will be created 
for every kind of information, and the same 
structure is to be used for all the examples. 
Considering that the availability of some 
information can change from sentence to sentence, 
depending on, for example, the size of the 
sentence, many attributes will have null values. 
Consequently, the sample data set tend to become 
sparse and it will be sparser as more information 
about the examples is considered. It is known that, 
except for some few algorithms, null values pose 
serious problems to the learning process (Brown 
and Kros, 2003). 

Certainly, the sparseness in data will be even 
greater if we intend to represent relational 
information about the examples, since number of 
possible combinations, and, consequently, of 
attributes, increases. In addition, in regard to 
relational information, data sparseness is not the 
only problem. Actually, some complex relational 
information hardly could be represented in a 
attribute-value format. For example, if we intend to 



use all syntactic relations among words in a 
sentence, although possible (Martínez et al., 2002), 
it will be rather unfeasible to create new attributes 
for each possible relation, since the number of 
possibilities can be huge in a large sample corpus, 
mainly if there are considerable structural 
differences amongst the examples. 

In order to avoid this problem, current 
approaches (Stevenson and Wilks, e.g., 2001), 
employ most of the linguistic knowledge before 
the ML process, as filters or partial sense taggers. 
Also, due to the limitations on the expressiveness 
power of the propositional formalism, those 
approaches that consider extra-linguistic or general 
knowledge, such as a hierarchical organization, 
make use of it in previous stages. In both cases, 
however, the linguistic or extra-linguistic 
information does not completely interact with the 
learning process.  

4.2 Proposal 

As a way of overcoming the mentioned constraints 
derived from the propositional formalism, we 
propose to explore relational formalisms in our 
approach, which are considerably more expressive. 
The alternative that we will particularly investigate 
is Inductive Logic Programming (ILP).  

ILP employs techniques of both ML and Logic 
Programming to build first-order clausal theories 
(or models) from examples and background 
knowledge, which are also represented by means 
of relational first-order clauses. Henceforth, it 
allows the representation of substantial knowledge 
about the problem under consideration and allows 
that knowledge to be directly used in the learning 
process. This scenario configures a relational 
symbolic supervised learning approach, following 
a genuine hybrid NLP method. 

In addition to the positive examples, i.e., the ones 
with the correct target feature (the translation, 
here), ILP allows for negative examples, with an 
incorrect target feature. This kind of example helps 
to specialize the theory being produced. The 
general idea is that the system yields a theory, with 
relation to the examples and the background 
knowledge, which covers most of the positive 
examples without covering the negative ones. 

It is important to say that ILP has been 
successfully employed in several other NLP tasks, 
including POS tagging, morphological analysis, 
and syntactic parsing (Mooney 1997). However, it 

has not been exploited to WDS, even in 
monolingual contexts. A rough illustration of how 
ILP could be used for multilingual WSD is given 
as follows.  

4.3 Illustration 

As we pointed out, to represent examples using an 
ILP based-formalism, we do not use attribute-
value structures, but relations between the features 
and their values. Although a general structure must 
be established, each example is described rather 
independently from the others. Therefore, the 
number of features can be different for different 
sentences, without resulting in sparseness in data.  

For example, to represent the sentences (s1) and 
(s2) below, aiming to disambiguate the verb “run” 
between the translations “executar” (to execute a 
computer program) and “correr” (to move 
quickly), we could use the sets of relations in 
Figure 3 as positive examples. Each relation is 
named word_tag and has four or five attributes: the 
sentence identifier, the position of the word in that 
sentence, the word itself, its POS tag, and, in case 
of verbs, its translation. 

 

(s1) The boy runs the program. 
(s2) The man ran to his house. 
 

 
 
 
 
 
 
 

 

 

Figure 2: Relational representation of (s1) and (s2) 
 
As background knowledge it is possible to use 
rules and facts (rules without the conditional 
component). In some ILP systems, like Aleph 
(Srinivasan, 2000), arguments in relations could be 
either intensional or extensional, i.e., they could 
have variables, allowing representing more generic 
knowledge. Some possible sorts of background 
knowledge that could be used in our proposal are 
the followings, described according to the Prolog 
syntax. 

1. Idioms and phrasal verbs, indicating that the 

word_tag(s1, 1, the, det). 
word_tag(s1, 2, boy, n). 
word_tag(s1, 3, run, v, executar). 
word_tag(s1, 4, the, det). 
word_tag(s1, 5, program, n). 

word_tag(s2, 1, the, det). 
word_tag(s2, 2, boy, n). 
word_tag(s2, 3, run, v, correr). 
word_tag(s2, 4, to, pre). 
word_tag(s2, 5, his, pro). 
word_tag(s2, 6, house, n). 



verb occurring in a given fixed context 
should have a specific translation. For 
example, if the verb “run” occurs with “up 
and down” or with “away”, its translation is 
“correr de lá para cá” or “fugir”. 

 
 
 
 

Ontological relations, which could be used, for 
example, to generalize the analysis of the 
selectional restrictions that a verb poses to its 
arguments. Here, they indicate that “program” is 
synonym of “code” and hypernym of 
“procedure”. 

 
 
 

 
2. Dictionary definitions, which can be used to 

analyze the overlapping between the words 
in the definitions of the possible translations 
of the ambiguous word and in the definitions 
of the translations of the neighbor words in 
the sentence. The translation that maximizes 
the overlapping would be the most 
appropriate. 

 
 
 
 
 

3. Syntactic relations, pointing to the functional 
components of the sentence, which also 
could be used along with selectional 
restrictions. For example,  the next relation 
indicates that the verb “run” is in an object 
relation with “the program”, in sentence (s1): 

 
 
 
4. Selectional restrictions of verbs and semantic 

features of their arguments, for example, the 
first clause indicates that “program”, when 
translated as “programa”, have the semantic 
feature “abstract”. The second signals that 
“run”, to be translated as “correr”, must have 
a concrete and animate subject. 

 
 
 

 

5. Context words and collocations, represented 

by rules. For example, the following rule, 
which states that the translation of “run” is 
“correr” if: (a) “run” is in a position P in the 
sentence; (b) there are at least more three 
words to the right of P; (c) “run” is in an 
adverbial (adv) relation with the three words 
to its right. 

 
 
 
 
 

Background knowledge like the rule in the sixth 
item, since conditional and intensional, allows a 
more flexible process of model generation. To 
avoid the excessive growing up of the model due 
to this flexibility, it is possible to specify bias to 
constrain the generation process, e.g., the structure 
of the rules being produced. 

Based on the examples (positive and negative), 
the background knowledge, and different kinds of 
bias, symbolic rules will be produced. Considering 
the illustration presented in this section, one 
example of rule that could be generated is the 
following. 

 
 
 

 
 

This rule indicates that “run” in the sentence Sent 
will be translated as “executar” if: (a) it is in a 
position P; (b) there are at least more two words to 
the right of P; (c) the POS tag of the first word to 
the right of “run” is “det”; (d) the second word to 
the right of “run” is in a hyponym relation with 
“computer”. 

It is important to note that rules like this can 
represent several kinds of knowledge. Since they 
are symbolic, they can also be easily understood. 
Consequently, the produced model can be 
manually adjusted, if necessary. 

5 Conclusion and future work 

The work presented in this paper is in a 
preliminary stage, so we still need to determine 
which kinds of knowledge will be effectively used, 
and how they will be obtained and applied. Since 
we intend to extend the work, the knowledge that 
can be automatically extract will be prioritized, to 
avoid any manual coding. Then it will be possible 

exp([run, up, and, down], ‘correr de lá para cá’). 
phv(run, away, fugir). 

synonym(program, code). 
hypernym(program, procedure). 

 

def(run, ‘to move quickly on foot by moving your legs 
more quickly than when you are walking’, correr). 

def(run, ‘to operate a computer program’, executar). 

sint_rel(s1, run, [the, program], object). 

sem(program, [abstract], programa). 
sem(run, subject, [concrete, animate], correr). 

 sense(run, Sent, correr) :- position(Sent, run, P), 
 window(Sent, P, W1, W2, W3),  
 sint_rel(Sent, run, [W1, W2, W3], adv). 
 

 sense(run, Sent, executar) :- position(Sent, run, P),  
 window(Sent, P, W1, W2),  
 pos(Sent, W1, det), hyponym(W2, computer). 



to properly specify and formalize the approach. 
Nonetheless, before that we are experimenting 
with our sample corpus and some propositional 
ML algorithms, using only automatically extracted 
features (POS, neighbor words, collocations and 
main syntactic relations). We intend to compare 
the results of such experiments with the ones that 
will be obtained using ILP, in order to verify the 
feasibility of the proposal.  

After these experiments, we will try out with the 
same sample corpus, following the proposed 
hybrid approach. For doing that, we will use an 
ILP system such as Aleph, which covers all the 
aspects that we would like to explore: positive and 
negative examples, intensional and extensional 
rules and different bias. We expect that our hybrid 
approach shows to be feasible, and that with its 
implementation and extension, the resultant 
module will be able to overcome the limitations of 
the current WSD work in MT. In that case, we 
plan to embed the developed WSD module in a 
real English-Portuguese MT system, such as EPT-
Web8, still under development in our research 
group.  
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