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ABSTRACT 
This paper presents a multimodal document alignment 
framework that aims to a cross-indexing of the various 
documents within multimodal applications (e.g. meetings and 
lectures). These documents might be either present during the 
event (e.g. static documents) or generated after the event (e.g. 
speech transcript). In the current study, three documents types 
have been considered, static documents, speech transcript and 
slideshows. This work is an extension of a previous bimodal 
alignment framework, between static documents and speech 
transcript of meetings [10]. The obtained results in this paper 
prove that the slideshows are a considerable alternative for 
speech recordings to temporally index static documents. 
Moreover, it is shown that the integration of slideshows has 
improved and reinforced the bimodal alignment between static 
documents and speech transcript. Furthermore, several 
features have been considered and studied in our enhanced 
alignment framework, such as effect of the TF.IDF metric, the 
WordNet thesaurus and the noisy speech on our alignment 
process.  

Categories and Subject Descriptors 
H.3.1 [Content Analysis and Indexing]:  indexing methods, 
Thesauruses- I.7.2 [Document Preparation]: Multi/mixed 
media- I.7.5 [Document Capture]: Document analysis- I.5.3 
[Clustering]: Similarity measures. 
General Terms 
Algorithms, Measurement, Performance, Experimentation. 

Keywords 
Multimodal alignment, static/multimedia document 
processing, thematic similarity, semantics, information 
retrieval, document structure.  

1. INTRODUCTION 
Due to the increasing interest in new technologies, as well as 
their involvement in our daily life, many research projects 
have been focusing on multimedia data management, such as 
data recording, analysing, indexing, searching, browsing, etc 
[15, 2, 6, 9, 13, 3, 5]. In these projects, multimodal 
applications that involve several modalities (voice, vision, 
etc.), such as lectures and meetings, have been chosen to 

tackle the various data management tasks. At the Interactive 
Systems Lab, at Carnegie Mellon University, Schultz et al. 
have been interested in dialog analysis [15]. One of the aims 
of the eClass project, developed at Georgia Tech, was the 
preservation of the record of the entire class activity [2]. In the 
Jabber-2 system, developed at the University of Waterloo, 
Kazman and Kominek have been interested in topic detection 
and temporal idioms identification [6]. In the iClass project, 
the focus has been made on linking related presentation 
sessions [9]. In the Cornell project, structured multimedia 
presentations have been generated from live lectures and 
seminars [13]. One of the targets of the FXPAL project, at 
Palo Alto Laboratory, was the generation of hypermedia 
meeting records [3]. Finally, the Distributed Meetings project 
at Microsoft Research has focused on meeting broadcasting, 
recording as well as browsing [5]. 

In order to perform the various tasks of multimedia data 
management, several data and metadata have been exploited. 
For instance, the temporal relationship has been used for 
synchronizing the captured streams in the eClass project [2], 
the Cornell project [13] and the DSTC project [8]. The 
similarity of images has been exploited in order to 
synchronize slideshows with the video recording in Cornell 
project [13] and the FXPAL project [3]. However, in the 
majority of these studies, static documents, either discussed or 
written during the event, have been rarely involved in 
performing multimedia data management tasks, despite the 
richness of these documents in term of content and structure, 
when compared to the other multimedia documents 
(video/audio recordings, etc.).  

The purpose of this paper is to stress the role of static 
documents within multimodal applications, especially for 
indexing multimedia documents (e.g. dialogs recording, 
slideshows, etc.), through a multimodal alignment framework 
between the various resources. Moreover, and via the 
alignment links, static documents might be temporally 
indexed, and thus they might be synchronized with the 
multimedia documents.  In the section 2, a brief recall of our 
previous work, the bimodal alignment of static documents 
with the speech transcript, is presented. In section 3, our 
bimodal alignment framework is enhanced by considering 
new multimedia documents. In sections 4 and 5, the new 
alignment framework is evaluated using a scientific 
presentation corpus. In this evaluation, several aspects have 
been taken into account within our alignment method, such as 
the integration of the TF.IDF metric, the noisy speech, the 
integration of the semantic thesaurus WordNet, etc. 
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2. STATIC DOCUMENT/SPEECH 
TRANSCRIPT ALIGNMENT 
Our approach to index the speech recording using static 
documents is based on the synchronization of both resources. 
Since static documents are not temporal, other aspects that are 
shared between both documents types should be considered. 
The speech transcript, as being the textual trace of the 
multimodal application, is a reliable issue that should be 
exploited. Thus, it has been chosen to be aligned with the 
textual content of the static documents.  

Aligning two documents consists in establishing relationships 
between them, according to various criteria. In our bimodal 
alignment, three kinds of alignment has been defined and 
studied between static documents and speech transcript, 
thematic, quotation and reference alignments [10, 12]. The 
thematic alignment of two documents is based on the thematic 
similarity of their contents. The quotation alignment consists 
in a lexicographic matching between the two documents. 
Finally, reference alignment is a relationship between a 
speech transcript part and a static document part that is being 
referred within this speech part [14].  

To perform and evaluate our bimodal alignment framework, a 
press review corpus has been used. The satisfactory results 
obtained prove the importance of the static documents for 
indexing the speech transcript [10, 12], as well as for 
structuring meetings [11], thanks to their rich content and 
structure. From another side, and through the alignment links 
between speech transcript and static documents, these latter 
have been enriched by temporal indexes. 

<Trans> 
    … 
    <Turn speaker=”François” StartTime="70.44" EndTime="1854.67 "> 
      … 
        <Utterance id="18" time="70.44"> 
            So, what is network architecture.  
       </Utterance> 
 
       <Utterance id="19" time="73.88"> 
            Eh.. it is really defined as a set of infra-principle for the 
             technical design of communications systems, the core of this  
             architecture is derived from requirements.    </Utterance> 
    … 
    </Turn> 
    … 
</Trans> 
 

<Slideshows> 
   ... 
   <Slide id="3"> 
      <Title> 
          What is a Network Architecture ? 
      </Title>              
      <Content>   
           A set of abstract principles for the Technical Design of  
            communication systems.  
       </Content>  
    </Slide > 
   … 
</Slideshows> 

b. Speech transcript 

Figure 1. Extract from the a. slideshows logical 
structure and b. presenter speech transcript, for a given 

presentation. 

a. Slides textual content 

In order to exploit all resources and information that are 
available during an event, our bimodal alignment framework 
has been enhanced by integrating a new resource. This new 
alignment framework is described and evaluated in the 
following paragraphs. 

3. MULTIMODAL DOCUMENT 
ALIGNMENT 
In some cases, the speech transcript might not be available, or 
might have a high Word Error Rate (WER). For this reason, 
our bimodal alignment framework has been enhanced by 
considering a new resource. Thus, the slideshows, which are 
regarded as a kind of multimedia resources, as well as a kind 
of static documents, are integrated. 

The relevance and usefulness of slideshows in our work is 
mainly due to the similarity of their vocabulary with the 
speech transcript vocabulary. This fact stresses the important 
role of slideshows for temporally indexing static documents, if 
no speech transcript is available. From another side, 
slideshows might be used for pruning the alignment links 
between static documents and speech transcript (section 5.3).  
Moreover, the performance of the slideshows and the speech 
transcript for synchronizing the static documents might be 
compared. Finally, both resources, slideshows and speech 
transcript, might be exploited together in order to improve the 
synchronization process. Slideshows might be also useful for 
other tasks, such as automatic speech recognition, textual 
documents text summarization, etc. For all the reasons, the 
three documents, static documents, speech transcript and 
slideshows, have been pairwise aligned in our multimodal 
alignment framework, generating three alignment pairs, static 
document/slideshows, static document/speech transcript and 
slideshows/speech transcript. The methodology of the 
enhanced alignment framework is presented in the next 
section. 

4. METHODOLOGY 
In order to assess the performance and the role of slideshows 
in our multimodal alignment framework, a scientific 
conference corpus in the field of physic of particles, 
CERN’04, containing 8 presentations, has been chosen to 
evaluate our thematic alignment method. In this corpus, the 
three resources, static documents (scientific papers), 
slideshows and speech recording are available.  

The average length of static documents within this corpus is 
roughly of 6 pages (Table 1). Static documents might contain 
text as well as graphics (images, charts, diagrams, tables, etc.). 
The slideshows contain also text and graphics. Slides content 
changes from one slide to another and from one slideshow to 
another. The size of a slide lies from one word per slide (e.g. a 
slide containing a title and a graphic), to many lines of text 
that might include mathematical formulas, etc. Usually, the 
outline of a slideshow keeps up the outline of the 
corresponding document. Sometimes, it might happen that the 
speaker skipped some slides. Therefore, these slides are not 
aligned with any speaker segment. 

Table 1. Statistic of the 8 presentations. 
Documents Slideshows Speech 

Average 
length 

Logical 
blocks 

Slides Duration Utterances 

6 pages 178 324 237 min 1952 

 



Before aligning the three resources, static documents, 
slideshows and speech transcript, their textual content should 
be processed. This processing, described in the next sections, 
includes a segmentation process, as well as some information 
retrieval techniques required for preparing the textual content 
of the various documents for the alignment process.  

4.1 Documents Segmentation  
The segmentation of static documents and slideshows consists 
in decomposing their content into textual segments, according 
to diverse criteria (logic, syntactical, thematic, physical, etc.). 
In our study, only the logical structure, which is manually 
performed, has been considered. The logical structure 
corresponds to the various sections within the documents, and 
the various slides within the slideshows. The syntactical 
segmentation of both static documents and sideshows into 
sentences is not interesting, since a slide sentence might 
correspond more or less to one document paragraph. The 
thematic segmentation that is based on the thematic content is 
not interesting anymore, due to the unicity of topic between 
the three resources, documents, slideshows and speech 
transcript. Finally, the physical segmentation is more required 
for browsing tasks rather than thematically aligning the textual 
content.  

From another side, the speech transcript could be segmented 
into speaker turns or utterances. The presenter is the main 

speaker during the presentation. Moreover, in the tested 
corpus the attendee’s speech was not clear. Thus, only the 
presenter utterances have been considered in this case study. 
The final results of the segmentation process are presented in 
Table 1.  

4.2 Data Representation 
The various data resources, speech transcript, static 
documents and slideshows, are represented in the XML 
format, according to specific DTD definitions. For instance in 
Figures 1.a and 1.b, two extracts from a slideshow logical 
structure and speaker utterances respectively, of a given 
scientific presentation, are presented. In the slideshow extract, 
the logical elements are presented in a hierarchical form, e.g. 
the <Slide> element that contains the elements <Title> and 
<Content>. These various elements correspond to the different 
logical labels within the slideshow. From another hand, in the 
speech transcript extract, the <Turn> element, that 
corresponds to a speaker turn, contains some attributes, such 
as the speaker name, the start time and the end time temporal 
indexes. Inside the <Turn> element, there are <Utterance> 
elements, where each utterance contains its own start time, as 
well as its textual content.  

4.3 Data Processing 
After segmenting the three resources, static documents, 
slideshows and speech transcript, the various segments should 
be compared in order to detect the pertinent thematic 
alignment links. The main parameter in the relationship 
between compared textual segments is the number of common 
key concepts, as well as their frequency. Thus, a cleaning and 
reorganization of the segments content are required. These 
tasks are performed by using stop words removal technique 
and highlighting words that are morphologically similar using 
stemming techniques. Moreover, and in order to highlight the 
most important terms in each segment regarding the entire 
document, title terms within each slideshow and static 
document segment have been multiplied, twice or three times, 
according to the importance of the title, i.e. if subtitle, main 
title, etc. (e.g. in Figure 2.a). Moreover, each term in the three 
documents segments is weighted using the TF.IDF metric, 
using the following formula: 

… 
<Utterance id="18"> 
   <text>  
        So, what is network architecture. 
   </text>  
  <Thematic> 
        <Slide id="1" Similarity="0.18" /> 
        <Slide id="3" Similarity="0.22" /> 
  </Thematic> 
</Utterance> 
 
<Utterance id="19"> 
   <text>  
        Eh.. it is really defined as a set of infra-principle for the technical 
design of communications  systems, the core of this architecture is 
derived from requirements. 
   </text>  
  <Thematic> 
        <Slide id="3" Similarity="0.28" /> 
        <Slide id="4" Similarity="0.21" /> 
  </ Thematic> 
</Utterance> 
… 

... 
<Slide id="3"> 
   <text>  
        What is a Network Architecture? 
        What is a Network Architecture? 
        A set of abstract principles for the Technical Design of 
communication  systems. 
   </text> 
   <Thematic> 
         <Utterance id="18" Similarity="0.22"/> 
         <Utterance id="19" Similarity="0.28"/> 
  </ Thematic> 
</ Slide > 
… 

Figure 2. Example of thematic alignment of slides with 
speaker utterances. 

b. Speaker utterances/slides thematic alignment 

     a. Slides/speaker utterances thematic alignment 

TF.IDFt,Si = occt,Si.∑ N
 i=0 occt,Si                             (1) 

where N is the number of segments within the  document, and 
occt,Si is the number of occurrences of a term t in a segment Si. 

4.4 Multimodal Thematic Alignment  
Once the segments are processed, the three resources are 
pairwise aligned (documents/speech transcript, 
documents/slideshows and speech transcript/ slideshows). Our 
thematic alignment process is based on comparing segments 
using thematic similarity metrics. Thus, three similarity 
metrics have been considered, Cosine, Dice and Jaccard. Each 
metric is used in two different forms, with the consideration of 
the TF.IDF weight, then without TF.IDF. In this latter case, 
terms are weighted by considering their occurrences within 
each segment. 

Given two segments S1 and S1′ to compare, and Wt,Si the term 
frequency associated to a term t in the segment Si, the 
similarity between segments S1 and S1′ is computed according 
to the following formulas, where the generated value varies 
between 0 and 1: 
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Figure 3. Thematic alignment of documents, 
slideshows and speech transcript. 

Cosine(S1,S1’)=∑Nt=1Wt,S1.Wt,S1’/√(∑Nt=1W2
t,S1.∑ nt=1W2

t,S1’)           (2) 

Dice(S1, S1’) = 2 ∑Nt=1Wt,S1 .Wt,S1’/(∑N t=1Wt,S1 + ∑Nt=1Wt,S1’)       (3) 

Jaccard(S1,S1’)=∑Nt=1Wt,S1 .Wt,S1’/(∑Nt=1W2
t,S1+ ∑Nt=1W2

t,S1’     
∑Nt=1Wt,S1.Wt,S1’ )                                                                            (4)         

According to the similarity value between the two segments 
S1 and S1′, the link between them might be considered as a 
pertinent alignment link. The strategy of selecting pertinent 
alignment links is described in the next section. 

4.4.1 Selecting Pertinent Alignment Links 
During presentations, a document section might be presented 
by many successive slides, and also by many speaker 
utterances. For instance in Figure 2, slide 3 is discussed in 
speaker utterances 18 and 19. From another side, many 
successive document sections might be presented by only one 
slide. This means that several thematic links should be 
considered for each source segment, from the static 
documents, the slideshows and the speech transcript. For this 
reason, the multiple thematic alignment strategy [11] has been 
used to select the pertinent links. According to this selection 
strategy, all alignment links between segments having a 
similarity value that overcomes a fixed threshold (fixed at 
0.10 in our work), are considered as pertinent links, and thus 
maintained. 

4.4.2 Thematic Alignment Results Representation 
For each documents alignment pair, the two documents are 
taken in the form of XML files, and comparison is performed 
in both directions, then the input files are enriched by thematic 
alignment links. Thus, each XML element representing a 
segment from the source document is enriched by new 
information indicating the identifiers of the similar segments 
within the target document, as well as the value of this 
similarity. An example of the thematic alignment of 
slideshows with speaker utterances, in both directions, is 
shown in Figure 2.  

The evaluation of our multimodal alignment framework, 
which is presented in the next section, includes several steps, 
the TF.IDF integration, the consideration of noisy speech, 
pruning the alignment links, and finally the integration of 
WordNet thesaurus.  

5. Evaluation  
The Evaluation of our thematic alignment processes consists 
in comparing the generated thematic alignment links with a 
corresponding manual ground truth that contains all possible 
alignment links. Within manual ground truth, the null 
alignments, as well as segments containing only stop words, 
are neglected. A binary score is attributed to each detected 
alignment link, 1 if it is correct, i.e. it exists in the manual 
ground truth, and 0 otherwise. In order to measure and 
evaluate the performance and quality of our thematic 
alignment process, recall, precision and the efficiency 
measure F are employed, where: 

recall = number of correct links detected / number of links 
that should be detected                                             (5) 

precision = number of correct links detected / number of links 
detected                                                                     (6) 

F = 2 . (precision . recall) / (precision + recall)      (7) 

 

5.1 TF.IDF Integration  
The evaluation of the thematic alignment results, without then 
with the TF.IDF, is presented in Figure 3. As shown, the best 
F score has been obtained using the Cosine+TF.IDF metric for 
the three alignment pairs (documents/slideshows, 
documents/speech transcript and slideshows/speech 
transcript). Moreover, the integration of the TF.IDF, 

F- measure 

0

0.1

0.2

0.3

0.4

0.5

0 10 20 30 40
WER (%)

Documents/Speech
Slides/Speech 

Figure 4. Effect of the noise on the thematic 
alignment (using Cosine+TF.IDF metric). 



 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

a. Strategy 1: keep only cycles                       b. Strategy 2: keep cycles and complete paths having two arcs 
 

Figure 5. Strategies for grouping multimodal documents alignment (based on Cosine+TF.IDF results). 
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especially in Cosine metric, has drastically improved the 
scores, which might be due to the nature of the data. Since the 
three documents (static documents, slideshows and speech 
transcript) share the same topic, they use the same vocabulary, 
which means that the same terms appear regularly in the 
overall segments (e.g. terms of the main title of the 
slideshows). Hence, weighting the terms by integrating the 
TF.IDF into similarity metrics highlights the important terms, 
and devaluates those who have regular occurrences within all 
the segments. 

Due to the non-availability of a robust automatic speech 
recognition system, the speech has been manually transcribed 
in our evaluation. In order to observe the effect of the WER 
on our alignment process, a method adding noise to the 
manual speech transcript, has been implemented. The results 
obtained are presented in the next paragraph. 

5.2 Effect of the Noisy Speech on Thematic 
Alignment 
Adding noise to a particular speaker utterance consists 
generally in removing terms (deletion), inserting terms 
(insertion) or substituting terms (modification). However, only 
the deletion has been considered in our work, so that we can 
control the WER with precision. The words to remove are 
randomly chosen. Since the stop words are not considered in 
the detection of thematic alignment links, they have been 
excluded from the set of words to remove. The WER has been 
changed from 10% to 40% (Figure 4), which corresponds to 
the proportion of words to remove. 

This evaluation step has been performed using the 
Cosine+TF.IDF metric. When noise has been added to the 
speech transcript, the F value has been decreased from 0.47 to 
0.38 for the document/speech alignment, and from 0.33 to 
0.26 for the slideshows/speech alignment (WER = 40% in 
Figure 4). As shown, the effect of noise added by our method 
on the thematic alignment process is not too considerable. 

However, it is still required to test an automatic speech 
transcript in the future.  

The next step in our evaluation, which is presented in the 
following paragraph, consists in exploiting the third modality 
in order to prune the alignment links that are generated for 
each pair of documents alignment. 

5.3 Validation of Thematic Alignment 
Once the thematic alignment results are obtained for each 
combination pair (documents/slideshows, slideshows/speech 
and documents/speech), the various pairs can be grouped, 
according to the source segment for each pair. In Figures 5.a 
and 5.b, the three pairs of alignment (i, j), (j, k) and (i, k) are 
grouped, which generates a cycle composed of three arcs (i, j, 
k). This grouping of the thematic alignment pairs might be 
exploited in order to validate the detected links, as well as to 
add the missing links, within each alignment pair.  
Based on the cycle structure, we have defined two validation 
strategies. In the first strategy, only the links that construct a 
complete cycle with three arcs are preserved (e.g. (i, j), (j, k) 
and (i, k) in Figure 5.a). The other links, such as (i+1, j+1), are 
removed. In the second strategy (Figure 5.b), and in addition 
to the detected cycles, all paths with two arcs are preserved 
and then completed with the missing arc, in order to 
accomplish a cycle. Thus, in Figure 5.b a link is added 
between the document logical block j+1 and the speaker 
utterance k+1, in order to generate a cycle (i+1, j+1, k+1). 

The two grouping strategies have been used in the multimodal 
documents thematic alignment, as being a way for exploiting 
the rich information available, when a third data resource is 
considered. The results of the grouping/validation process, 
based on Cosine+TF.IDF results, are shown in Figure 6.  

After having performed the first strategy of the validation 
process (Figure 5.a), many false thematic links have been 
removed, which has increased the F value from 0.62 to 0.79 
for documents/slideshows alignment, and from 0.33 to 0.45 
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have been removed in the slideshows/speech alignment, which 
has decreased the F value from 0.47 to 0.45. Using the second 
strategy of the validation process (Figure 5.b), many missing 
thematic links have been added. Thus, the F values have been 
increased from 0.79, 0.45, 0.45 to 0.88, 0.60, 0.66, for the 
documents/slideshows, documents/speech and 
slideshows/speech alignments, respectively.  

These satisfactory results obtained by the 
various modality alignment pairs shows that each time a new 
resource is integrated into the thematic alignment process, 
better results are obtained. 

Our thematic alignment is
between the compared segments. Thus, a semantic thesaurus, 
such as WordNet, could be useful in order to reinforce the 
semantic relationships between terms. In the following 
paragraph, the effect of the integration of WordNet thesaurus 
into the similarity metric is evaluated. 

5.4 WordNet Integration 
In a recent study [4], and in order t
relationships between words of segments being compared 
with the similarity metrics, the WordNet thesaurus has been 
integrated in the Cosine similarity metric. The semantic 
relationships between words that have been considered in this 
work are synonymous (having the same meaning), hypernymy 
(belonging to a higher class) and hyponymy (belonging to a 
lower class), with the respective weight values 1, 0.8 and 0.8.  

The enhanced Cosine similarity metric has been evaluated in 
the context of a categorization of news articles. The articles 
have been collected from various Web sites (Reuters, ABC 
and New-York Times). Therefore, 20 articles from 5 distinct 
categories (4 articles per category), have been chosen in order 
to be classified in a database composed of 5 categories, where 
each category contains 12 articles. In this evaluation, the 
categorization rate has been increased from 65% using the 
classic Cosine metric, to 75% using Cosine metric integrating 
WordNet.  

These enco
WordNet thesaurus in our thematic alignment process. 
Unfortunately, the thematic alignment process of the 8 
presentations has produced unconvincing results, especially 
for the documents/slideshows alignment, where the F value 
has been decreased from 0.62 to 0.43. These disappointing 
results can be explained by the fact that usually the slides 
vocabulary is taken from the presented documents, and thus, 
the consideration of other semantic relationships between 

words adds noise to the alignment (the precision has 
decreased from 0.65 to 0.39). 

Moreover, due to the natur
F-measure 
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 Figure 6. Improvement of F value after grouping 
alignments. 

scientific field, terms are quite precise and share limited 
relationships, which is not the case in other fields, such as in 
the news classification application, tested before [4]. 
However, the use of a domain-specific thesaurus, rather than a 
general thesaurus such as WordNet, might generate better 
results. 

6. CONCL 
WORKS 
In this paper, a 
In this framework, slideshows captured during events are 
exploited, besides the speech transcript, in order to 
synchronize the corresponding static documents. The 
satisfactory results of our methods prove that slideshows 
constitute a considerable alternative to speech recordings, and 
a complementary resource for information. Slideshows help in 
associating temporal indexes to static documents, besides 
speech transcript that might not be robust enough and 
expensive, when the WER is considerable. Moreover, 
combining the thematic alignment results of the three 
modalities (documents/slideshows, slideshows/speech and 
documents/speech) improves drastically the obtained results 
for each pair independently, and thus the synchronization of 
the static documents with multimedia documents. 
Furthermore, our multimodal documents alignment method 
has been successfully integrated in the framework of SMAC 
project, which aims to archive scientific conference data [1,7].  

In the future, several limitations of this work should be taken 
into account, such as the consideration of an automatic logical 
structure of documents and an automatic speech transcription. 
From another side, our multimodal alignment framework 
should be extended to other multimodal applications (e.g. 
lectures, administrative meetings, political/legal debates and 
forums, psychological meetings, weather news, etc.), which 
use additional static and multimedia documents (handwriting 
documents, visited web pages, handwriting on electronic 
whiteboard, budgets, tables, reports, law texts, etc.). The 
consideration of other modalities might be also interesting and 
enriching, for instance gestures and body movements, which 
might be aligned with documents, in order to index the video 
stream. The multimodal alignment could be also useful in 
other fields, such as personal information management, 
question/answering, text summarization, multimedia engines, 
digital interactive TV, etc. 
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